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Abstract This paper presents the basis of a new
system for making detailed 3D models of underground
tunnels. The system is to be used for automated con-
trol of mining vehicles. We describe some alternative
methods for matching several partial scans, and their
applicability for making a complete model of a mine
environment.

1 Introduction

When building tunnels — be it for mining, road tun-
nels or any other purpose — one of the necessary steps
is measuring the profile of the tunnel. This measure-
ment is performed both as an active component of the
excavation process and for documenting the quality of
a completed tunnel.

If an accurate digital 3D model of the actual tun-
nel is available, it can be used for a number of pur-
poses. Some examples include comparing the scan to
a pre-built model and ensuring that new tunnels have
the desired shape; measuring the volume of material
removed; surveying old tunnels to ensure that they are
still safe; and last, but not least, to enable autonomous
control of drill rigs and other mining vehicles.

2 Application

The goal of our project is to develop a sensor system for
building three-dimensional maps for use by autonomous
vehicles — such as mobile robots, drill rigs, and load–
haul–dump trucks — in applications such as mining
and tunnel building, or for autonomous navigation.

The system will be based on an “optical radar”, or
lidar, permitting fast range finding in difficult environ-
ments. The scanner uses an infra-red laser mounted in
a housing that can be rotated around two axes, poten-
tially making full spherical scans, and is described in
section 3.

Several problems are associated with this kind of
modelling. Naturally, it is only possible to see a very
limited part of the mine at a time, and furthermore there
is a lot of self-occlusion from the vehicle itself. No mat-
ter where on the rig the sensor is placed, the drill booms
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Figure 1. An illustration of the sensor and an Atlas
Copco drill rig.

Figure 2. Four registered scans from the Kvarntorp
mine, with different colours for clarity.

and part of the rig itself will always be in the line of
sight between the sensor and the walls. Therefore it
is crucial to have reliable scan registration — that is,
matching partial scans taken from different view points
to make a complete model. Additionally, the environ-
ment can often be wet or dusty. Airborn dust and wet,
specular surfaces can lead to quite noisy sensor read-
ings, which makes scan registration more difficult.

When blasting a tunnel, the first step is to drive a
drill rig up to the rock face at the current end of the



tunnel and drill holes in a pre-defined pattern. These
holes are then filled with explosives, and the rock face
is blasted away. After venting out the dust and poi-
sonous gases coming from the blast, the debris is hauled
away, the rock in the new part of the tunnel is secured
so that there is no risk of the tunnel collapsing, and
then the process is repeated with the drill rig moving
in again.

For obvious safety reasons, no people can be present
in the tunnel before the venting is completed. If the
drilling, blasting and removal processes were automated,
the vehicles could be driven back shortly after the blast
and the excavation would be much more safe and effi-
cient.

The drilling can be performed either manually or
in a limited automated mode. Currently, the booms on
which the drills are mounted have no sensing capabil-
ities. The rock face is often quite uneven, so to avoid
hitting a protruding part of the surface with the drill,
the booms must make quite large movements when run-
ning in automatic mode. Instead of following the clos-
est possible path from one drill hole to the next, the
drill must be moved straight back over a fairly large
distance, then sideways to the new bore hole position,
and then back in to the rock face again. If a detailed 3D
model of the surface were available, this process could
be performed much faster.

Today’s tools for tunnel profile scanning are either
very slow or very expensive, and profiling currently
needs to be performed separately from any other ac-
tivity in the tunnel. The rock drill industry has been
searching for tools for a fast, active, and cheap solution
to this problem for a long time. One of the demands is
that the measuring equipment should be incorporated
into the machine — which in the case of Atlas Copco’s
products is the drill rig.

Fast and reliable three dimensional scanning and
model building is also highly applicable in many other
different industrial, medical and robotic applications.

Traffic simulationThe Swedish National Road Ad-
ministration are using a tunnel simulator which gives
rescue personnel, police and others the possibility of
practising rescue missions and traffic control for dif-
ferent types of accidents in tunnels, without disturbing
traffic. Automatic 3D modelling could make it easier to
build true models of the sites used for simulation.

Archaeology 3D scanning could also be used to
measure archaeological artifacts and historical sites. A
digital model will preserve a deteriorating site pretty
much indefinitely, and will also allow objects to be stud-
ied remotely or processed automatically. A good exam-
ple is the Stanford Digital Forma Urbis Romae project,

where fragments of a shattered enormous stone map of
ancient Rome are analyzed with scan matching meth-
ods, trying to reconstruct the puzzle [5].

Architecture and constructionA 3D model of a
building can be used to verify that it was constructed
according to plans, and it can also be used by architects
when planning a renovation or extension.

Mobile robotsRobots or autonomous mining equip-
ment could use 3D maps for route planning and obsta-
cle avoidance. Automated modelling is especially use-
ful in hard to reach areas, not least for extraplanetary
vehicles such as the Mars rovers. Scan matching can
also be used for localisation — recognising a location
within a previously built model of the world from a
scan of the current surroundings.

3 Scanner

The scanner we use is built by Optab Optronikinno-
vation AB. It is based on an infra-red laser and mea-
sures the distance to the closest surface by exploiting
the phase shift of the reflected laser beam.

A laser range finder is the only reasonable sensor
type for building 3D maps with the required level of
detail. Other sensor types — such as radar, sonar, stereo
vision, and projected-light triangulation — would not
be able to provide the same resolution when scanning
tunnels several metres wide with smooth textures.

Our scanner is built to be a cost-efficient, flexible
and rugged sensor that can cope with the challenging
environment of an active mine. We currently use a pro-
totype, but figure 1 is an illustration of the finished
product. The laser is mounted in a housing that is ro-
tated on two axes so that the beam is swept in a spheri-
cal fashion, measuring points along the longitude lines
of a spherical coordinate system. Both the longitudinal
and latitudinal resolutions can be adjusted continuously
to trade off accuracy for speed. When the vehicle is sta-
tionary, the rotation speed can be turned down to get a
resolution of 5 cm or less on surfaces 25 m away; and
when using the scanner for localisation on a moving ve-
hicle, it can be adjusted for a higher update frequency.
The range is approximately 3 – 45 m.

4 Registration

Three-dimensional pair-wise registration is the prob-
lem of matching two overlapping data sets to build a
consistent model. If the exact position and rotation (the
position-rotation tuple is generally referred to as the



pose) of the scanner is known for each scan, with re-
spect to some global coordinate system, this is a straight-
forward task. However, unless some sort of localisation
infrastructure, such as radio frequency tags, that infor-
mation is generally difficult to obtain with any accu-
racy.

Measuring the distance between scans from odom-
etry — calculating the distance travelled from the num-
ber of wheel turns — is highly unreliable. Even small
measurement errors for each turn will accumulate very
quickly over time. There may also be other, less sys-
tematic errors, stemming from wheel slip, differing tyre
pressure or times when the vehicle is airborne.

However, registration algorithms find a good pose
if given an initial estimate that is close enough to the
true solution. How close it has to be depends on the
shape of the data.

4.1 ICP

The iterative closest point(ICP) algorithm is widely
used today for registration of 3D point clouds and polyg-
onal meshes. ICP iteratively updates and refines the rel-
ative pose by minimising the sum of squared distances
between corresponding points in the two data sets, and
was introduced by Besl and McKay in 1992 [1].

Since its conception, a large number of variants
have been developed, and a good survey of different
variations of ICP is presented in [6]. It can be thought
of as a modular algorithm, with different ways to per-
form its different parts.

When matching high-resolution scans, it is usually
necessary to choose a subset of points to compare, in
order to reduce the running time. This can be done us-
ing a uniform or random subsampling. If topology data
in the form of mesh faces or surface normals at the mea-
sured points are available, it is also possible to subsam-
ple in a more selective manner, such as choosing points
where the normal gradient is high. The preferred strat-
egy for choosing points varies with the general shape
of the data. Surfaces that are generally flat and feature-
less, such as long corridors, are notoriously difficult,
but choosing samples such that the distribution of nor-
mals is as large as possible [6] forces the algorithm to
pick more samples from the features that do exist (in-
cisions, crevices and the like), and increases the chance
of finding a correct match.

Once a set of points has been chosen, the algorithm
proceeds to finding corresponding points on the other
data set. This search is where most of the execution
time is spent. The naive way to do this is to pick for
each point its closest neighbour. While this will not in
general be the correct corresponding point, especially
if the data sets are far from each other, successive it-
erations will still usually converge to a good solution.

Figure 3. Matching two misaligned scans from a mine
tunnel using ICP. The yellow (light) scan is matched
to the dark green scan. The point-to-point correspon-
dences are shown with bright green (medium gray) ar-
rows.

This correspondence finding is illustrated in figure 3. If
topological data are available, more sophisticated point
finding methods can be applied. One alternative is “nor-
mal shooting” [3] — finding the intersection of a ray
originating at the source point in the direction of the
source point’s normal and the destination surface. It can
also be wise to only select point pairs where the nor-
mals are sufficiently well aligned, to avoid matching a
point from a wall to one from the ceiling, for example.

To speed up the nearest-neighbour search, the points
in the target data set are commonly stored in a kd-tree.
If there aren points in the target data, and one wants to
find the nearest neighbours ofk points, the time needed
for the search grows asO(n2/3 + k) for 3D data, plus
theO(n log n) time needed for building the tree struc-
ture.

Which method to choose for this step also depends
on the geometry of the input. Picking the closest point
is a robust method for difficult surfaces, but there are
other strategies which are faster for easier surfaces, with
many small-scale and large-scale features. There may
also be a trade-off between strategies which give con-
vergence after few iterations and ones which take lit-
tle time per iteration. Rusinkiewicz [6] suggests find-
ing a point in the target scan by projecting a ray from
the scanner viewpoint through the current point in the
source scan. However, this method only works well when
the camera is perpendicular to the surface, which is usu-



ally not the case in a tunnel. It is better to either use the
nearest point, or to perform normal shooting.

To minimise the influence of badly selected point
pairs, different weights can be assigned to different pairs.
This can be done in a number of ways. One alterna-
tive is to set the weight proportional to the point-to-
point distance and have lower weights for points fur-
ther apart. While this may seem like a sensible idea, in
some cases pairs with longer distances are more impor-
tant than others. If surface normals are available, larger
weights can be assigned to point pairs with aligned nor-
mals (w = n1 ·n2). Another version is weighting based
on scanner characteristics so that points where the un-
certainty of the scanner is higher get lower weights.
The Optab scanner records the signal strength for each
measured point, in addition to the distance. In this case,
smaller weights might be assigned where points have a
weaker reflected signal. Some combination of the above
could also be implemented. For applications in which
the surface texture is also recorded, higher weights can
be assigned to pairs in which the points have similar
colours [4], although this is rarely an option in an un-
derground environment. Which weighting scheme to
use is highly data dependent, but we have found that
simple constant weighting for all pairs works well when
the scans are initially far apart, and linear weighting
based on the distance is better for well-aligned scans
where different parts are occluded.

Some pairs will also need to be rejected entirely, in
order to eliminate outlier points. This can be done using
some heuristic to reject pairs where the points are far
apart. Points lying on mesh boundaries should always
be rejected. Otherwise, points from non-overlapping sec-
tions of the data may cause a systematic “drag” bias
(see figure 4).

Since it is difficult to determine the boundary points
for point cloud data, it can sometimes be good to use a
decreasing distance threshold for rejection instead. This
way, pairs that are separated by a large distance are used
in early iterations to bring the data sets closer, but in
later iterations pairs where the points are far from each
other are likely to be non-overlapping points matched
to boundary points, and are rejected. For many cases,
this leads to a better final result; although for some
cases, where the scans are far apart initially, linearly
decreasing the threshold will make it too short before
the meshes are close, and in such cases, it can be bet-
ter to use a constant threshold. See figure 5 for an ex-
ample of the results. The reason that the version with
a decreasing threshold always takes the same amount
of time to converge is that the algorithm must allow the
threshold to decrease to zero, as the change in the rejec-
tion threshold would have no effect otherwise. In these
cases, the threshold was set to decrease to zero in 50

non-overlapping points overlapping points

optimal translationresulting translation

Figure 4. When the two data sets do not overlap com-
pletely, as is normally the case, allowing point pairs on
the boundaries can introduce a systematic error to the
alignment process. If the pairings including the non-
overlapping points in the figure were rejected, the re-
sulting transformation would be straight down, result-
ing in a perfect match in this case.
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Figure 5. Comparison of running ICP with a fixed
distance rejection threshold and a linearly decreasing
threshold for two of the scans illustrated in figure 2.

iterations.
The box plots used show the distributions of the to-

tal results. The median value is indicated by the thick
black bar. The ends of the box show the first and third
quartiles. The “whiskers” are then drawn towards the
minimum and maximum values, but the maximum length
is 1.5 times the interquartile range. Any values beyond
the ends of the whiskers are considered outliers, and
drawn as individual points. This method is the one com-
monly accepted among statisticians for drawing box
plots.

Finally, the measured distances between the point
pairs are minimised. There is a closed form solution
for determining the transformation that minimises the
point-to-point error, which is described in [1].

Then the process is repeated again, with a new se-
lection of points, until the algorithm has converged.

4.2 NDT

Thenormal distributions transform(NDT) method for
registration of 2D data was recently presented in [2].



Figure 6. The probability functions used by NDT for
one of the tunnel sections shown in figure 2, seen from
above. Brighter, denser parts represent higher probabil-
ities. The cells here have a side length of 1 m.

The key element in this algorithm is a new representa-
tion for the target point cloud. Instead of matching the
source point cloud to the points in the target directly,
the probability of finding a point at a certain position
is modelled by a linear combination of normal distri-
butions. This gives a piecewise continuous representa-
tion of the target data, which makes it possible use stan-
dard and mathematically sound numerical optimisation
methods for registration.

The first step of the algorithm is to subdivide the
space occupied by the target data into regularly sized
cells (squares or cubes). Then, for each cellbi, the av-
erage positionqi of the points in the cell and the covari-
ance matrixCi (also known as the dispersion matrix)
are calculated.

qi =
1
n

∑
j

xj (1)

Ci =
1

n− 1

∑
j

(xj − qi)(xj − qi)T (2)

xj=1,...,n are the points contained in the cell.
The probability that there is a point at positionx in

cell bi can then be modelled by the normal distribution
N(q,C), like this:

p(x) = c exp
(
−(x− qi)TC−1

i (x− qi)
2

)
(3)

wherec is a constant that can be set to one. Hereqi

andCi are the average and covariance for the cell that

contains pointx. The normal distribution in 3D has the
shape of an ellipsoid centred around the average. If the
covariance of the points is small, the distribution will
be close to spherical, and if the points are highly corre-
lated, it will be closer to a line or a disc.

Now a score function is needed to give a measure of
the fitness of a particular pose. Since optimisation prob-
lems are generally formulated as minimisation prob-
lems, the score function is defined so that good param-
eters yield a large negative number. The rotation and
translation parameters can be encoded in a vectorp.
Given a set of pointsxi, and the transformation func-
tion T (p,x) to transform a point in space, the score
function s(p) is defined as the negated sum of prob-
abilities that the transformed points of the source data
set are actually lying on the target surface.

s(p) = −
∑

i

p(T (p,xi)) (4)

The score function can than be optimised using New-
ton’s method, for example. Further details on how to
find the first and second order derivatives of this func-
tion needed by Newton’s method can be found in [2].

Given the vector of transformation parametersp,
Newton’s algorithm can be used to iteratively solve the
equationH∆p = −g, whereH andg are the Hessian
and gradient ofs. The increment∆p is then added to
the current estimate of the parameters, so thatp ←
p + ∆p.

For brevity, letq ≡ T (p,xi) − qi and drop the
indexi for the covariance matrices. The entries for the
gradient of the score function can then be written as

gi =
δs

δpi

= qTC−1 δq
δpi

exp
(−qTC−1q

2

)
(5)

The entries of the Hessian are

Hij =
δs

δpiδpj

=

exp
(−qTC−1q

2

)((
qTC−1 δq

δpi

)(
−qTC−1 δq

δpj

)
+

qTC−1 δ2q
δpiδpj

+
δq
δpj

T

C−1 δq
δpi

)
(6)

The first-order and second-order partial derivatives
δq
δpi

and δ2q
δpiδpj

in the previous equations depend on the
transformation function.

For the 2D case presented in [2], these derivatives
are very inexpensive to compute. Since only small an-
gles need to be considered, the corresponding terms are
similarly cheap in the 3D case as well. Rotations are
represented here with three anglesφx, φy, andφz, ro-
tating each point around the principal coordinate axes.



T (x) = RxRyRzx + t (7)

=




cosφy cosφz − cosφy sinφz sinφy
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Figure 7. The source scan from thejunction data
set.

The 3D transformation function is shown in equation
(8). For smallφ, sinφ ≈ φ andcosφ ≈ 1 − φ2

2
, and

φ2 ≈ 0. If these approximations are exploited, many of
the terms reduce to zero. The simplified transformation
function is shown in equation (9), and the first-order
derivatives with respect to the transformation parame-
ters inp can be found in equation (10). Here,δq

δpi
is

the i-th column ofJ. The second-order partial deriva-
tives all reduce to zero. Using these approximations is
motivated by noting that if the scans need to be rotated
much, there is little chance that the registration will suc-
ceed anyway.

J =




1 0 0 0 x3 −x2

0 1 0 −x3 0 x1

0 0 1 x2 −x1 0


 (10)

5 Results

ICP and NDT were compared on a data set with two
scans from the underground test mine at Kvarntorp in
Sweden. The scans are made with different resolutions
from the same position at the end of one tunnel, in-
cluding a small passage to a neighbouring tunnel (see

figure 7). The source scan has 139 642 points and the
target scan has 72 417 points. These scans have obvious
large-scale features, such as the end face of the tunnel
and the passage. The ground truth pose is simply zero
translation and rotation, since the scans are taken from
the same position and orientation.

The times reported for ICP include the creation time
for a kd-tree used to speed up the nearest-neighbour
search. This only needs to be done once for each data
set as long as it is not transformed. For a mapping ap-
plication, where scans are matched in succession to the
last one, these numbers are a good indication of the true
time needed, but for an object recognition task where
several models are registered to one fixed environment,
it would be more fair to count only the registration time.
The time needed to create the kd-tree for the target scan
in this case is approximately 4.4 s.

For these tests we used ICP with nearest-neighbour
correspondences and constant weights. A fixed rejec-
tion threshold of 1 m was used. NDT uses axis/angle
rotations and a cell size of 1 m. Because no surface nor-
mals were available for these scans, uniformly random
sampling was used. 3000 points were taken from the
source scan, and the complete target scan was used. The
initial estimate for each run was the ground truth plus
an added translation vectoret, with different orienta-
tions for each run, but a fixed magnitude. The exper-
iments were run on a Dell Latitide D800 with a 1600
MHz CPU and 512 MB of RAM.

As can be seen from figure 8, NDT works very well
for data with large features. If a coarser sampling is
used, or the target scan is also subsampled, it is pos-
sible to get running times comparable to those of NDT
from ICP, but doing so also further reduces the accu-
racy proportionally.

6 Conclusion

We have found that for our application, scan registra-
tion with the novel NDT algorithm is generally more
efficient and accurate, as long as there are sufficient
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Figure 8. Registration errors and running times for 100
registrations with initial error‖et‖ = 1. Errors below
0.15 m can be considered good matches.

large-scale features in the data set. Data lacking fea-
tures, however, are difficult for all registration algo-
rithms.

It should also be noted that neither of these algo-
rithms are completely “hands-free”. It is not possible
to find a set of settings that works for all cases. Some-
times, depending on the shape of the data and the amount
of error in the inital pose, the output will not be a cor-
rect match, and then the registration will have to be
done again, using a different pose estimate, a larger
number of samples, a different weighting scheme, a dif-
ferent cell size, or simply a different random seed.

It would be desirable to investigate how to further
improve the robustness of scan registration without sac-
rificing speed, and we intend to work on this in the near
future.
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