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Abstract— Having a robot that can learn a task shown to
it is an challenge for robotic scientists and useful for non-
engineers who want to interact with a robot. In this paper
we address some of the difficulties one will have to overcome
when developing such a system. Making a good data capturing
of what is shown to the robot is one such problem, and one
other is the curse of dimensionality that arises when we apply
techniques successfully applied in mobile robotic to an articulated
manipulator with more degrees-of-freedom (d.o.f.) than most
mobile robots on wheels. We use reinforcement learning (RL)
together with supervised learning (SL) to gain benefits from
both paradigms. A key scientific challange is to adress the curse
of dimensionality arising from the high dimensional state and
action space in this application, which we propose to adress by
combination of RL and SL. We also point out that one has to
be careful when trying to obtain an agent that learns a task
in as few trials as possible, since it might require much more
computational time.

I. INTRODUCTION

In this paper we address some of the difficulties one will
have to overcome when developing a robot that can learn a task
shown to it. We try to utilize a concept of combining acting,
learning and planning, known as Dyna [16], and implement
this on a simulated articulated robotic arm. Two main problems
are addressed. The first is how to preforme data capture of
what is shown and then interpret it. We have developed a
model of the human arm that the data of the capturing device
is mapped to. The second problem is how we deal with the
curse of dimensionality [2], since a manipulator will usually
have six degrees-of-freedom (d.o.f.) or more (se Section I-
C). In our work we aim at combining the two paradigms of
reinforcement learning (RL) and supervised learning (SL). RL
provides a good framework on how an agent can learn when
interacting with its environment. SL on the other hand supplies
us with a priori knowledge that can be used to speed up the
learning. A motivation for using SL is presented in Section
I-A, and a brief introduction to RL is given in Section I-B.

A. Teaching by Demonstration

The goal is to teach an articulated robot arm to perform
different handling tasks (behaviors) in a human-like manner.
The motivation includes

• Simplification of the teach-in-process for selected indus-
trial and non-industrial tasks [6], e.g. spray painting,
cleaning, grinding, polishing, etc.

• Teaching of service robots in a human-like way
• Improvement of teleoperations for human operators in

human-hostile environments and for space operations
The teach-in (or training) is done by a human operator by

means of a wearable sensor device called ShapeTape (see
Section IV-A for a description). The teaching method used
here is “teaching by demonstration”. The sensor signals of the
input device are used to drive the motors in the robot’s joints so
that the robot copies the motion of the human arm in the most
exact way possible. After having performed several typical
handling movements, the robot can learn typical parameters
of the movement of the human arm, e.g., smoothness of the
trajectory, distribution of the motion over the individual links,
execution time, dynamics of the trajectory of the end-effector,
etc.

B. Reinforcement Learning

In the RL framework we consider an agent that takes an
action in the environment. The environment then responds with
a state transition and a reward. The agent’s objective is to
maximize the accumulated reward, hence rewards indicate the
system’s goal. A positive reward is assigned when the agent
reaches the goal and a small negative reward is given for every
time step the agent spends searching for the goal. This results
in a system that strives towards reaching the goal as quickly
as possible. How well the agent performs this task (for each
state-action pair) is evaluated by the Q-value calculated by the
following equation:

Q(s, a)← (s, a) + α [r + γ maxa
′Q(s′, a′)−Q(s, a)] (1)

where s is the state, s′ next state, a action, a′ next action,
α step size parameter, r the reward and γ a forgetting factor.
The action selection policy can either be greedy, i.e., the action
with the highest value is selected, or ε-greedy, i.e., with small
probability ε a random action is selected. The ε-parameter is
the trade-off probability to determine how often we should
explore or exploit [17].

In its first trial the RL agent has to, by luck or accident,
run into the goal state before it can learn to perform better
than the initial random behavior. It has been shown that an
agent can benefit from having an initial policy that is better
than random, i.e., that could lead the agent to the goal state



[14]. If the agent could learn from a teacher, we could benefit
in at least two ways:

1) we speed up the learning of the agent, and
2) by keeping the agent’s own exploration capability it can

be able to (eventually) become better than its teacher.
RL has been shown to perform well on mobile robot tasks

with low dimensional state and action spaces, but when the
dimensionality grows it scales badly and suffers (severely)
from the well known curse of dimensionality [2]. Several
previously presented papers (see Section II) address the issue
of RL in mobile robotics, normally using 2 d.o.f., which means
a much smaller state space than that of a manipulator or a
humanoid robot. If we are interested in autonomous agents
with a manipulation capability that actually can do things for
or with us, we are forced into state and action spaces with
higher dimensionality.

C. The curse of dimensionality

The state-action space will quickly grow as more d.o.f. are
added, and if the required accuracy is increased. Consider the
following example: if a manipulator has three d.o.f. and each
joint has three actions (e.g. move back, forward or stay), this
will result in 27 possible actions for each state. If we use
an extremely naı̈ve encoding of the joint positions into three
states for each of the three joints we get a small state space of
27 states (but each state represents 120 degrees so it is very
coarse). A more suitable (but still too inaccurate for industrial
use) representation would be to encode each joint in at least
360 states, which would result in a much larger state-space,
for a six d.o.f. manipulator of 3606 ≈ 2.2 ∗ 1015 states.

II. RELATED WORK

Several people have used various learning strategies based
on Q-learning for mobile robots, articulated manipulators and
humanoid robots.

Smart and Kaelbling addressed the practical issues of get-
ting Q-learning to work on a real mobile robot [15]. The
tasks investigated were wall following and obstacle avoidance.
Learning was carried out in two phases: first, with the control
policy being provided by a pre-programmed controller or a
human with a joystick, and second, using the learned policy
of the robot while RL continues (“fine tuning”).

Gaskett et al. [4] introduced a RL-based approach for
training a mobile robot to wander (obstacle avoidance) and
pursue a target using real-time vision. This was implemented
in a subsumption architecture, such that target pursuit takes
over from wandering when a valid target is detected. They
used Advantage Learning to improve the optimal behaviour of
Q-learning and a neural network to map the states to actions.

Martı́néz-Marı́n and Duckett [9] used a Q-learning algo-
rithm that applied memory-based sweeping. The algorithm
where tested within an image-based visual servoing frame-
work on a docking task, in which the robot had to pick up
objects from a table. They also showed that a pre-programmed
controller could be used as a teacher to accelerate RL.

Rosenstein and Barto [13] addressed the issue of combining
supervision with Actor-Critic learning. Their approach is to
use an Actor-Critic architecture called “Composite Actor” that
combined the actor and the supervisor with a gain scheduler.
Although their experiments with a real robotic manipulator
were still uncompleted some initial results show that a 7 d.o.f.
manipulator learns to move in a straight line from a starting
configuration to the goal configuration.

Schaal [14] used reinforcement learning (e.g., V-learning,
Q-learning and model-based reinforcement learning), and
showed how they can benefit from demonstration and speed
up the learning process. An implementation on a real ma-
nipulator showed some convincing results when performing
a pole-balancing task. With a supervised demonstration the
robot succeeded in the very first trial using the model-based
reinforcement learning method. It offered more robustness in
this task than the other methods investigated.

III. REINFORCEMENT LEARNING USING DYNA-Q

One set of useful algorithms is Dyna (see [16]) which
combines learning and action with planning. When the agent
has made its first action and the environment has responded
we update our Q-table and also a model. The model contains
information about which states have been visited, what actions
were taken there, what state that action brought it to and the
expected reward. When the agent has taken a real action and
observed the next state and reward, it starts planning for n

iterations using the model. In this way we can evaluate the
received information about the surrounding states.

In our implementation a discrete state-space is used and
the learning aims at making the manipulator reach a goal
configuration from any position. There are 1331 states (each
joint position is divided into 11 discrete states, in total 1331
states) and at each joint an action can be go forward, backward
or stay. In all our experiments the learning rate, α, was set to
0.1 and the discount factor, γ, to 0.95.

For reaching the goal configuration a reward of 100 was
given and -1 for all other state transitions. The task is episodic,
i.e., when the goal configuration is reached the trial terminates.

Our implementation (figure 1) is an unmodified version of
the Dyna-Q algorithm developed by Sutton [16]. At the start
the Q-table and the Model is initialized with zero values.
At each new trial the manipulator is initialized to a random
position. If it is in the goal state the trial is terminated,
otherwise an action is selected using ε-greedy selection from
Q and s. Then the observed new state, s′ and the reward
are determined, and the Q-table updated accordingly. The
new state s′ and reward are also stored in the model. The
planning then starts, where the agent selects one of the visited
state-action pairs and retrieves the expected reward, and uses
this to update the Q-table. This planning can be called a
“mental rehearsal” process, thus implementing an indirect
reinforcement learning algorithm.

If supervision should be used (the first n trials, where n is
the number of demonstrated trajectories) one of the recorded



Initialize Q(s, a) and Model(s, a)
s← current state
IF s = goal
THEN terminate

ELSE a← εgreedy(Q, s)
Execute action a

Mark (s, a) pair as visited
Observe resultant state s′ and reward r

Update Q-table using Eqn. 1
Model(s, a)← s′, r

FOR all (s, a) visited, repeat n times:
s′, r ←Model(s, a)
Update Q-table using Eqn. 1

UNTIL training terminated
Fig. 1. Reinforcement Learning Algorithm, Dyna-Q algorithm [17].

Fig. 2. The ShapeTape attached to a demonstrator.

trajectories is replayed to the agent to bootstrap the Q-
table. When all demonstrated trajectories are done, randomly
initialized starting positions are given to the agent.

IV. SUPERVISION BY USING A KINEMATICAL MODEL OF
THE HUMAN ARM

A. Data capturing

The motion capture sensor used for collecting the human
arm data is the ShapeTape from Measurand Inc. shown in
Fig. 2. The ShapeTape is a multi degrees of freedom input
device that consists of a fiber optic stripe which measures bend
and twist angles of the tape. It is well suited for applications
that deal with computer-human interaction because is based on
a lightweight and low-power technology. Its sampling rate is
110 Hz. The sensor provides curvature data in vector format:
the data are paired in bend and twist angles for 16 distinct
positions along its length. This device also provides data about
the arm’s movement in Cartesian space.

The tape is attached to the operator’s arm with straps. The

Fig. 4. A kinematical model of the human arm and the robot.

length of the sensor is 1.84 m, so part of it is looped onto
the back of the operator, in order to fit the arm’s length. The
system is easily reconfigurable to detect, for each operator,
the correct number of sensors that must be used to cover the
region from the shoulder to the wrist and does not require
recalibration if the user changes.

From there we can use either one of two approaches:
1) Map the Cartesian coordinates directly from the end of

the input device to the end-effector of the manipulator.
2) Map the data onto a human arm model and from this

model extract the data of how this is used.
Previous work by Aleotti et. al. [1], has shown that direct

position teaching using only a multilayer feedforward neural
network and no human arm model has some difficulties in
generalizing and making a smooth motion when using it as
a teleoperation platform, therefore we are investigating the
above two approaches in our current experiments.

B. Human Arm Model

The first step of “teaching by demonstration” was a simple
imitation of the motion of the hand of the operator which has
already been realized by a direct connection of the shape-tape
sensor and a kinematical model of the robot. Yet it turned out
that a plain imitation ignores the configuration of the operator’s
arm during motion completely and offers no additional d.o.f.
to influence the robot’s configuration. Therefore a model “in
between” has been developed which imitates the kinematics of
the human arm as much as possible. The features of the human
arm model are direct analytical models with kinematical
parameters, e.g., link lengths, ranges of angles, singularities,
work spaces, numbers of d.o.f. differential inverse kinematics
to calculate the joint angles corresponding to given Cartesian
coordinates ([7] and [11]).

The human arm is modeled by a 4-link mechanism with 7
d.o.f. and the robot as a 6 d.o.f. mechanism, see figure 4.

The redundancy of the human arm model and the different
numbers of degrees of freedom of the human arm model and
the robot requires the calculation of their direct and inverse
differential kinematics, taking further into account the position
and the orientation both of the human hand and the end-
effectors of the robot. Figure 3 shows the block scheme of
the whole setup.



Fig. 3. Block scheme of the system including operator, shape tape, human arm model, and robot.
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Fig. 5. Average number of steps per episodes measured over 20 experiments with 1331 states and 27 actions. Supervised (SV), unsupervised (US) reinforcement
learning are combined with zero planning steps (ZPL), a “full planner” (FPL) and “soft planner” (SPL). The left graph shows supervised RL and the right
graph the unsupervised case.

Figure 6 shows a simulation of a trajectory being taught
by the operator using the ShapeTape. Ergonomic reasons led
to the idea not simply to imitate the trajectory of the human
arm but to mirror it. The method presented also makes the
consideration of restrictions or side conditions with respect to
kinematical configurations and obstacles possible.

V. SIMULATION RESULTS

For demonstrating the concept, a simulated robot is given
the task to reach a goal configuration shown in figure 7 from a

randomly initialized position. The simulations are done using
Matlab and a robotic toolbox (provided for free by Corke [3]),
and also serves as a visualization of the simulation. To make
the state space convenient for calculations but without being
unrealistically small we reduce the number of d.o.f. used
from six (in conventional industrial manipulators such as the
Puma 560), to only use the first three links. This permits
the manipulator to reach a certain position but not a specific
orientation.

The actions are deterministic, i.e., the manipulator will move



Fig. 6. Simulation of the mapping between the wearable input device, human
arm model and robot.

Fig. 7. The simulated Puma560 robot in the Robotic toolbox.

into the next state from all states except from those who
bring the joint out of range (less than −180 or more than
180 degrees).

The ε-parameter has, in our experiments, little influence on
the learning curve. Instead the number of planning steps are of
greater interest. Comparing 0 and 100 planning steps together
with a “soft planner” (when the state space contained 1331
states) affects both the learning rate and the computational
time. Six different experiments where carried out investigating
planning variable, together with the supervised case versus the
unsupervised case. Supervision (SV) and unsupervised (US)
are combined with full planning (FPL), non-planning (ZPL)
and a soft planner (SPL). In these experiments the soft planner
decreased linearly from 100 to 0 planning steps per episode
with one planning step less per episode.
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Fig. 8. The supervised case compared with the unsupervised case, the
supervised agent replays the demonstrated trajectories the first 20 steps, and
is then released to work autonomously. The unsupervised agent took about
2500 steps in the 1st trial but started then to perform well after about the 5th
trial.

The left graph in figure 5, where the agent uses the
demonstrated trajectories to provide the exploration policy for
the first 20 episodes in order to bootstrap the learning, shows
how the learning curve jumps up when the agent is “released”
and explores autonomously. The non-planning agent jumps
up to about 200 trials and slowly converges, while the two
planning agents performs equally well, initially about 40 steps
per episode. The right graph shows unsupervised agents and
compares the planning and non-planning cases. Here the non-
planning agent, as before , needs several more episodes before
converging copared to the planning agent.

A comparison between the supervised and unsupervised
case is shown in figure 8. Between the 20th and the 35th
trial the unsupervised agent actually performs a little better
than the supervised agent.

The planning improves the convergence result and speeds
up learning, measured in steps per episodes, but slows down
the learning a lot when we measure the CPU time spent. Even
though the first trial in the unplanned tasks took approximately
2500 steps, the computational time was the lowest, about
50 times faster than its corresponding planning agent. The
soft planning agent performs roughly twice as fast compared
to the full planning agent. Since the planning has its main
impact on the first trials, other planners will be investigated in
our future work. Table V summarize the comparison between
the computational times needed for 0 and 100 planning steps
together with the soft planner.

In these simulations the we don’t use the trajectories from
the ShapeTape-sensor instead we use a generated trajectory in
the case of the supervised agent (we aim at integrate the two
parts).



Planning mode Supervised Unsupervised
Zero 14.6 sec 25.4 sec
Full 708.0 sec 1435.4 sec
Soft 237.1 sec 752.0 sec

Fig. 9. Number of seconds for each computation displayed in figure 5.
100 planning steps increases the computing time, but decreased the number
of iterations before the learning converges, while 0 planning steps increases
the number of episodes before convergence, but decreases the computational
effort. The soft planner is a trade-off of both.

VI. DISCUSSION

We have shown some of the problems to overcome on
our route towards a supervised robotic manipulator that can
learn to imitate simple behaviours from a teacher. This can
be applied to teleoperation or as a starting point for more
sophisticated teaching by demonstration tasks.

Also we have shown how supervision can speed up the
learning and how reinforcement learning continues as the
agent continues to explore. The planner further accelerates
the learning. After the agent’s initial fully supervised trials
it starts to run autonomously but is still not optimal. While
these preliminary results are encouraging, the learning time is
still too high to be really useful on actual robotic systems.

In order to extend this work to more realistic cases we first
have to extend the algorithm to suit a continuous state-space.
Second, we must investigate how the computational time can
be decreased to suit an application in a real-time, online
system. We must also make better use of the analytical model
of the arm, i.e., see how the gripper should be oriented and
make a human-like motion (in contrast to e.g., the time optimal
solution, etc). With the limited capability of the ShapeTape (it
only captures the demonstrator movements, see section IV-A)
we also have to consider using other sensors to capture the
environment (e.g., vision sensor).

Instead of using such an enormous state-space, maybe
hierarchical RL or some suitable function approximator could
be used. This would mean finding a suitable continuous
representation of the Q-table and the model. Such a rep-
resentation could, for example, be different kinds of neural
nets including self-organizing maps (like [5], [12] and [8]).
Prioritized sweeping [10], might also be considered to focus
the search on the most interesting areas.

Future work will also include implementation of the full
teaching by demonstration application.
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