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Abstract

This thesis address how robotic arms, called manipulators, can learn a task
demonstrated by a teacher. The concept of showing a robot a task, instead
of manually programming it, is appealing since it makes it easier to instruct
robots.

This thesis will introduce the basics of manipulators and techniques suitable
for robot learning including an introduction to reinforcement learning. Also a
number of other researchers’ work are reviewed from the viewpoint of how
they apply robot learning from a teacher, and how this knowledge can be reused
when a similar problem is faced.

One key part of this thesis is an overview of the field Robot Learning
from Demonstration, focusing on robotic manipulators, but work including
humanoids and mobile robots are also covered. Challenges, such as how to
learn from the demonstration, and what to learn are presented together with
related work.

Initial experiments on learning from a teacher’s demonstration, have been
carried out using a manipulator and a motion capturing device as a platform.
The experiments investigated are (1) position teaching of a robotic arm using
neural networks and a minimum distance classifier, (2) reinforcement learning
algorithm for a reaching task, where a demonstrated trajectory was used as
bias.

Based on the presented work we suggest a future work direction and that
provide the robot with some basic behaviours needed to learn other higher level
tasks.

Keywords: manipulation, learning, robot learning from demonstration, pro-
gramming by demonstration, imitation in robotics.
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Chapter 1

Introduction

To learn a task from a teacher is something we are used to from school. The
teacher shows something that we are supposed to repeat and understand. As-
suming the capability to learn and a teacher that can demonstrated meaningful
things, the student can interpret the task. Today when the robotics community
are finding more and more applications for robots, it would be beneficial to
have, at least in some sense, a general robot that can carry out different tasks
for us. For the robot to learn a task should just be a matter of showing it what
to do. However, having a robot that is able to learn what is shown to it is
a challenging problem. One way a robot with learning capabilities could be
realised is by making it capable of imitating a task. In this thesis “imitation”
refers to repetition of a motion shown by the teacher, taking feedback into ac-
count, whether or not the performed motion of the robot fulfilled the teacher’s
intention. Another way to realise a learning robot is to use the more traditional
sense-plan-act cycle. To understand the users intention is a very difficult task,
and will not be addressed in this thesis. Most of this thesis focus on how to
perform learning from demonstration.

In industry, manipulators are mainly used by companies that make high
volume products or products that require high repeatability in the assembling
task. Small and medium sized companies are unlikely to invest in an expensive
robot and reprogram it when their products change, unless the transition from
assembling or handling one product to the other requires much less effort than
performing the work manually.

A promising approach to minimise the programming effort for manipula-
tors is the so-called Robot Learning from Demonstration-paradigm. Prototype
platforms for Robot Learning from Demonstration have been around for more
than 10 years. However, they are still under development because so far these
platforms have been very restricted to the investigated issue (Kuniyoshi et al.
[1994], Dillmann [2004], Aleotti [2006]). The aim of the work is this thesis in
to investigate learning of reaching tasks from a demonstration, both with and
without a model of the human demonstrator.

1



2 CHAPTER 1. INTRODUCTION

1.1 Background and Motivation

For humans it is relatively easy to imitate a movement or a task shown, so one
could assume that imitation would be an easy task for state-of-the-art robots
(nowadays), considering computing power and sensors available today. How-
ever, a robot that is able to learn new skills that we as humans consider to be
simple has been found to be very hard to accomplish. In fact, it turns out to be
very hard for a robot to acquire even elementary skills. Furthermore, a robot
able to learning from and improve upon human demonstration is a challenge
for robotic scientists and would be useful for non-engineers who want a robotic
assistant to perform a particular task. As a result there is a growing interest in
robots that can be programmed just by observing a task demonstrated to it.

This thesis reviews some of the difficulties to overcome when developing
a system that can learn from a human demonstration, focusing on articulated
manipulators with several degrees-of-freedom. The first difficulty is the percep-
tion of the demonstration, which typically involves making a good data capture
of what is shown to the robot. Another scientific key challenge is the curse of
dimensionality that arises from having several degrees-of-freedom causing a
large state and action space. This dimensionality problem can be addressed by
combining reinforcement learning with suitable function approximators from
supervised learning to gain benefits from both learning paradigms.

When a robot acquire new knowledge using a learning strategy, it most
probably will be cumbersome to learn a task from scratch. In comparison with
a robot programmer, writing a program for the task, the programmer is prob-
ably faster at writing the program than the robot to learn the task. One rea-
son for having a learning algorithm in the first place, is to avoid writing pro-
grams for every single task because the learning should be faster. One way in
which the learning algorithm can be speed up, is by showing the robot what
to do: a demonstration. The demonstration can be performed in several ways,
by manually guiding the robot, by teleoperating it with a remote control or by
a demonstrator performing the task without any intervention with the robot
by means of a so-called motion capturing system, which record motions. To
directly record a trajectory with a motion capturing device and then replay
it to the manipulator might seem as an easy way to obtain the demonstrated
motion. However, a human demonstrated trajectory will contain small invol-
untarily quavery motions, and it is not desirable that the robot makes the same
unwanted and unnecessary motions (Delson and West [1994]). Another rea-
son not to directly copy a trajectory is the correspondence problem since the
demonstrator and the teacher do not share the same body.

One reason for using learning from demonstration by imitation is if the
expert knowledge for doing some task is not straight forward to put into rules,
or the rules gets too complicated to deal with. In other words, the teacher can
not explicitly tell the learner what it should learn.
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The motivation for the work described in this thesis is to develop methods,
by improving and modifying existing methods to facilitate easy programming
of robotic manipulators. As a platform, existing industrial manipulators will
be used, because they are mature products, but still lack an easy interface for
simple tasks. A commercially available motion capturing system is used for the
demonstration of motions from the teacher. Beside using the Robot Learning
from Demonstration paradigm, this thesis focus on reaching motions in a non-
static environment. One of the main scientific challenges is to provide the robot
with an easy-to-program interface by a general learning concept. Another sci-
entific challenge is how to model a real environment, particular an non-static
environment changing over time.

1.2 Contributions and Objectives

The contributions of the work presented in this thesis are the following:

• A review of applications using learning from demonstrations in robotics,
focused on applications with manipulators or other several-degrees-of-
freedom robots, such as humanoids.

• Learning of a sensor mapping from demonstration without any knowl-
edge of the demonstrator’s arm configuration.

• Initial experiments on learning of reaching motions using reinforcement
learning, together with a model of human arm for mapping motions to
the manipulator.

The short term objective was to investigate how learning can be used to
control a manipulator, by the use of a motion capturing system. Furthermore,
experiments with range sensors for obstacles avoidance will be carried out,
which will require learning a representation of the environment. Simple oper-
ations such as pick-and-place will be considered at first, having some “basic”
skills learned first, like point-to-point.

On a long term, the objective is to develop an architecture that makes in-
struction of a robotic arm easy. It should then be possible to teach the robot
new simple basic behaviours. These basic behaviours should then be used for
the composition of novel tasks, more complex than these simple behaviours.
The initial behaviours, acquired from the teacher, should also self-improve dur-
ing operation and possibly become better than the initial behaviour.

1.3 Organisation of the Thesis

The rest of this thesis is organised as follows:



4 CHAPTER 1. INTRODUCTION

Chapter 2, Basics of Manipulators. This chapter provides the reader with
the necessary basics of manipulation, including kinematic, dynamics and mo-
tion planning. The intention with this chapter is to briefly introduce readers
unfamiliar with robotic manipulators to the subject.

Chapter 3, Learning Methods. In this chapter some concepts of machine
learning are introduced. Artificial neural networks, radial basis networks, me-
mory-based learning and locally weighted learning are introduced along with
robotic applications using these techniques. Furthermore, reinforcement learn-
ing is covered together with several applications that combine robotic manipu-
lators with reinforcement learning and the previously introduced learning meth-
ods.

Chapter 4, Robot Learning from Demonstration. This chapter introduces
the reader to the subject of different paradigms and methods for robot learn-
ing from demonstration. This chapter also serves as a literature review of the
research field including problems and challenges.

Chapter 5, Experiments on Learning from Demonstration. In this chapter
two experiments are presented, where the first experiment deals with learning
a sensor mapping from a human demonstrator’s arm to a robotic manipulator,
by a wearable input device (a motion capturing system). Position teaching with
different artificial neural networks were tested and compared to a minimum
distance classifier. The second experiment includes a model of the human arm,
which the demonstrated motion is mapped to, for indirect control of a manip-
ulator. For mapping differential motions to the model of the human arm an
analytical method (pseodoinverse Jacobian) were used. Reinforcement learning
was tested for a reaching task, where the effect of the demonstration was con-
sidered. These experiments were previously published as a conference paper by
Aleotti, Skoglund and Duckett (Aleotti et al. [2004b]) and a workshop paper
by Skoglund, Palm and Duckett (Skoglund et al. [2005]).

Chapter 6, Conclusions and Future Work. The future work section points
out the future directions of this work and expected contributions. The work
proposed in this chapter was published as a conference poster paper by Skog-
lund, Duckett, Iliev, Lilienthal and Palm (Skoglund et al. [2006]).



Chapter 2

Basics of Manipulators

This chapter will cover the basics of kinematics, dynamics and related subjects
as to what sensors and actuators to include in a robot application. A short
overview of different applications is also given.

As a base for writing this chapter, the introductory books by Craig [2005],
Niku [2001], Sciavicco and Siciliano [1996] and Selig [1992] were used, with
some inspiration from Buss [2003, chapter 10]. The examples throughout this
chapter were made with the help of the robotic toolbox provided by Corke
[1996] for Matlab.

The world of manipulators can be regarded as quite different from that of
mobile robots: the mobile robot’s odometry is generally not so good while the
manipulator has a very precise knowledge of its position and orientation. On
the other hand mobile robots are often equipped with several sensors perceiving
information on the surrounding world, while the manipulator is often “blind”
apart from the force-torque sensor. Consequently, they will face different prob-
lems while acting in a dynamic environment.

In Figure 2.1 a complete block scheme shows what different blocks a robotic
system contains and how they are interlinked. For clarity reasons, the different
parts will be presented in an order that differs from that of the connections in
the system. Block 1, named task motion in Figure 2.1, is the planning of motion
in world coordinated and is not covered in this Chapter, as this is where a
learning agent (see Chapter 3) can be used. Section 2.6 will cover how the actual
trajectory, or path, is generated (Block 2) between point A and B, that is the
intermediate points between the two given points. Block 3, inverse coordinate
transform is described in Section 2.1, which is the transformation from world
coordinates into the robots internal coordinates, the joint angles denoted Θd in
Figure 2.1. A manipulator’s control system, block 4 in Figure 2.1 briefly covered
in Section 2.7, is responsible for the actual performance of the commanded
motion and need to know both the actual and the desired joint coordinates
to know how to move. Finally block 5, robot dynamics is needed mainly for
control and simulation, which is covered in Section 2.5

5
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Figure 2.1: A block scheme of the complete robot control and the information flow.

2.1 Kinematical Structure

First of all, let us see how a manipulator is mechanically designed and how
this design can be expressed by parameters and equations. The kinematical
structure refers to how to calculate a position of the end-point and to get the
manipulator to the desired configuration. Dynamic properties, such as weight,
inertia etc., are not considered as part of the kinematics.

A manipulator is made up of one or several links, each connected by a joint.
All links are assumed to be rigid bodies, and all joints described by one degree
of freedom (DOF). If a joint has more than one DOF, it is straight forward to
think of it as several links with a length of zero connected with joints of one
DOF. The most commonly used way to describe a manipulator is to use the
following parameters:

a the length of one link,
α the twist between two links,
θ the rotation between two links, is variable on a revolute joint,
d the offset distance between two joints, is variable on a prismatic joint

which are called the Denavit-Hartenberg link parameters (also known as DH
representation), introduced by Hartenberg and Denavit [1955], and can be con-
sidered a de facto standard.

Almost any serial kinematical structure can be described using the Denavit-
Hartenberg parameters. A very common structure of a manipulator is a serial
design, where links are connected in a series. Other possible structures are quite
common, but will only be mentioned here in brief.

2.1.1 Open and Closed Kinematic Chains

There are two design directions for manipulators; an open kinematic chain, that
is when all links are in a series; or a closed chain, when both ends of two links
are connected to a third link. Figure 2.2 shows two examples of manipulators
with the two different structures. The main reason for using the closed-chain
structure is that the manipulator will be less flexible in the links, implying a
higher degree of accuracy.
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Figure 2.2: The manipulator the left shows an open loop chain, while the manipulator
to the right has closed chain structure.

2.1.2 Rotational and Translational Joints

For the expression of rotations and translations, homogeneous transformation
matrices are commonly used. Usually a joint on a robotic manipulator is of one
of two different types, namely; revolute or prismatic. A revolute joint is a joint
which rotates an angle θ between link n and link n+1, while the prismatic joint
is a sliding joint that affects the link length, that is the DH-parameter a of link
n.

The transformation matrix, denoted T, is the result of consecutive multipli-
cations of the rotational and translational matrices:

Tn = A1A2A2 . . .An (2.1)

of n links and A are homogeneous rotational and translational matrices.
To express the orientation in Cartesian space, denoted R

3, three vectors
are needed, one for each axis. For this purpose the vectors n, o and a are
introduced to represent the orientational part of T. For the translational part,
only one vector, called p, is needed, which is a conventional translation in space
and only affects the position, not the orientation. The orientational part, on the
other hand, is not that simple due to the fact that there is more than one way
of representing an orientation (to be precise there are 24 different conventions
listed by Craig [2005, appendix B]).

When combining rotation and translation they become a transformation,
expressed by the homogeneous matrix:

T =









nx ox ax px

ny oy ay py

nz oz az pz

0 0 0 1









(2.2)

The last row in the matrix is introduced due to formal reasons to facilitate
matrix multiplications.
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There are two different approaches to make arbitrary rotations in R
3; arou-

nd a fixed frame or around consecutive frames. Starting with the approach
with consecutive frames, called Z-Y-Z Euler angles (illustrated to the right in
Figure 2.3): start by applying the first rotation α to the starting frame A, then
a second rotation β is applied to the resulting frame B′, yielding a new frame
B′′, where the last rotation γ, is applied resulting in the last frame B. Written
as a series of consecutive matrix multiplications:

A
BRZ′Y ′Z′(α, β, γ) = A

B′RZ(α) B′

B′′RY (β) B′′

B RZ(γ) (2.3)

where B′ and B′′ are the intermediate frames between A and B. This is equal
to

RZ′Y ′Z′(α, β, γ) = (RZ(α) RY (β)) RZ(γ) (2.4)

where the leftmost operation is the first.
The other way is to apply all three rotations from a fixed frame (the starting

frame), like the following:

RXY Z(γ, β, α) = RZ(α) RY (β) RX(γ) (2.5)

where the rotation around X comes first, followed by rotations around Y and
Z consecutively (the rightmost operation is the first). Since all rotations are
made from a fixed frame no intermediate frames are needed like with the Euler
angles. This way of representing rotations is usually called Roll, Pitch and Yaw
(RPY) angles illustrated to the left in Figure 2.3.

2.1.3 Forward and Inverse Kinematics

A manipulator’s last link’s end is called the end-effector, and is usually a tool,
for example a gripper, screwdriver, welding torch etc. This tool has a centre
point, called the Tool Centre Point or TCP, see Figure 2.4. From now on the
name end-effector will be used, even though it could be the TCP.

Usually the end-effector point is one of the two points that are of interest
in manipulating. The second is the base of the manipulator, also called the base
frame. The calculation between these two points is called kinematics and is the
tools for answering the questions “where is the end-effector with this configu-
ration?” and “what configuration gives this end-effector position?”. These two
questions are the forward and inverse kinematics, respectively.

The examples in this section will be made using a 2 DOFs serial manipulator
with two revolute joints. This is enough to present complete examples, avoiding
rigorous and bloated formulas that will result from higher DOF manipulators.
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Figure 2.3: Here two rotations are shown in three steps, from top to bottom, one in
each column. In the first column, the first frame, the first rotation γ is applied around the
X-axis. Then the second rotation β is applied around the Y-axis, that is fixed. The final
rotation α is then made around the fixed Z-axis. In the second column the rotations are
applied around consecutive frames. In the first the rotation α is applied around the Z-
axis (z1). In the next frame a new coordinate frame is shown with the same orientation
as the last resulting rotation, where next rotation β is applied around y1 axis in the
new frame. In the last frame, the last rotation γ is applied around z2 axis, in the latest
resulting frame.
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TCP

Figure 2.4: The manipulators Tool Centre Point, TCP.

Forward Kinematics

Normally when working with manipulators, the position and orientation of
the end-effector is of more interest than the individual joints. From a given set
of joint angles, it is straight forward to calculate the position and orientation
of the end-effector using quite simple trigonometric functions, given a serial
structure of rigid body where all link parameters are known.

A vector of n joint angles θ will be denoted Θ, which differs from some liter-
ature. For a set of joint angles Θ = [θ1, θ2, . . . θn] the end-effector coordinates
v = [x, y, z, α, β, γ] are found with the help of the forward kinematics, also
known as direct kinematics, of the robot arm. This can generally be described
as:

v = fk(Θ) (2.6)

where fk(Θ) is the function executing the forward kinematic mapping.
A two link planar manipulator (that means the DH-parameters α and d are

zero) and rotational joints will make up a simple example. Both links have the
length 1.0 units, which means the DH-parameters l1 and l2 are both 1.0 unit
each. When θ1 and θ2 are 0 the manipulator is aligned with the x-axis, the
resulting end-effector position will then be in l1 + l2 = 2.0. Since the arm is
planar, rotations can be expressed by a 3× 3 matrix,

Ron(θn) =





cos θn − sin θn 0
sin θn cos θn 0

0 0 1





and translations are also described by a 3× 3 matrix,

Trn(ln) =





1 0 ln
0 1 0
0 0 1





Using the arm in Figure 2.5 showing the manipulator in the configuration
θ1 = 36.87 [deg] and θ2 = −36.87 [deg], results in the following rotational and
translational matrices:
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l1

y0

θ2

l2

θ1

x0

T

Figure 2.5: A simple planar manipulator.
Simple trigonometry can be used to cal-
culate the end-effector position.

π
20 − 

−π −π

1st joint

2nd joint

Figure 2.6: The desired arc shaped
path, that the manipulator’s end-effector
should follow at constant velocity, after
it has accelerated.

Ro1(36.87deg) =





0.80 −0.60 0.00
0.60 0.80 0.00
0.00 0.00 1.00





Ro2(−36.87deg) =





0.80 0.60 0.00
−0.60 0.80 0.00

0.00 0.00 1.00





Tr1,2(1.00) =





1.00 0.00 1.00
0.00 1.00 0.00
0.00 0.00 1.00





where Ro are the rotational matrices and Tr represents the translational matrix
describing the link lengths. From Figure 2.5, first apply the rotation Ro1, then
translation Tr1 followed by rotation Roa and translation Tr2. This is:

T = Ro1Tr1Ro2Tr2

where the leftmost operation is the first, resulting in:

Tr =





1.00 0.00 1.80
0.00 1.00 0.60
0.00 0.00 1.00





which position and orient the TCP (see the TCP in Figure 2.5).
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The above example used a transformation matrix T is equivalent to 0Tn

in Equation 2.1, which corresponds to the forward kinematic calculation in
Equation 2.6. This transformation from the base to the end-effector is usually
expressed as:

0Tn = fk(θn) (2.7)

where Tn is the transformation matrix, n denotes the number of DOFs and the
superscript zero means the base frame.

For a general motion a manipulator require 6 DOF, which commonly means
3 DOF to position the end-effector and 3 to orient the end-effector. Since this
makes arbitrary positions and orientations possible, this is why 6 DOF is a
common configuration among industrial manipulators. But it is not always nec-
essary to have 6 DOF, for example a pick-and-place manipulator can do with
3 DOF, or even less, depending on the task.

Humanoid robots are now starting to appear with many more DOFs than
the industrial manipulator. These humanoids can be said to consist of 4 manip-
ulators mounted on a head and torso. Often they have 30 DOF or more, as an
example the TMEM humanoid by Toyota containing 2 arms with 7 DOF each.
However, these humanoids have a purpose much different from normal in-
dustrial manipulators. The industrial manipulators are for industrial use while
today’s humanoids are not yet refined products.

Inverse Kinematics

In most cases it is desired to place the end-effector at a desired position and
orientation in the work space, which mean that joint values resulting in such a
position and orientation have to be calculated. For a 6 DOF manipulator the
work space usually means a Cartesian space, which also is intuitive and conve-
nient to use, for example in planning. This leads us to the inverse kinematics
problem. From a given point the positions of each joint is generally described
by:

Θ = f−1(v) (2.8)

where Θ is the vector of joint angles and v is the work space.
For most manipulators the inverse kinematic problem can be solved analyt-

ically. However there is no general inverse kinematic solution for all manipula-
tors that can be computed with a “one step analytical calculation”, which also
meets real-time requirements. For solving these calculations, there is a specific
solution for each manipulator that also can take special cases into account.

The general solution to the inverse kinematic can normally be computed
numerically by iteratively applying the pseudo-inverse of the manipulator’s Ja-
cobian:
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Θ̇ = J−1v̇ (2.9)

where J−1 denotes the inverted Jacobian. This however is not a fast technique,
and can not take special cases into account. For more details on the Jacobian,
see section 2.4.

2.2 Other Techniques for Kinematics

Although the DH-representation of kinematics parameters, presented in the
previous section, is considered a de-facto standard in robotics, it should be
mentioned that there are other methods. Twist coordinates is another way of
describing the transformations described by Murray et al. [1994], and are dif-
ferent to homogeneous transformations because they work in the global frame,
instead of performing transformations on consecutive frames. The drawback is
that it requires six parameters instead of four per transformation.

For making realistic animations of humans and machines the domain of
computer graphics also needs to perform kinematical calculations, but with
some different restrictions. Some of the differences are that intermediate points
can be of interest, very high number of DOF’s is used, other ways of parameter-
ising is used instead of joints and that computer graphic is much more tolerant
to errors (see Tolani et al. [2000]).

2.3 Singularities

If a position in work space should be tracked, a mapping from work space
to joint space is required, but at certain points this mapping is not possible.
An example will serve as illustration, consider a 2 DOF manipulator with two
revolute joints that follow a specified trajectory, that is a specified path with
a specified velocity. This trajectory is an arc shaped path and the manipulator
should track this trajectory “over its head”, see to Figure 2.6. The x position
should go from 1 to−1 and the z position from 0 to 0 via 1. It is also required to
perform this tracking at a certain time, that is why it is called a trajectory. The
first joint has a range from −π to π and the range of the second joint is 0 to π

2
.

In Figure 2.7 the topmost graph shows the end-effector’s position, in x and z,
as a function of time. In the second graph in Figure 2.7, when the second joint
reaches π

2
at time 1.0, the first joint immediately (that means at zero time) goes

from 0 to π. To keep track of its trajectory, this must be done before the second
joint can start going back from π

2
to 0. The third graph shows the velocities

needed to perform this motion, it is intuitive to see that for real manipulators
this is not possible due to the velocity at time 1.0, then this point is singular.

The word singularity means that there is a singular point in the mapping
from v̇→ Θ̇. This is the case when in the differential the inverse solution
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Figure 2.7: The plot at the top shows the end-effector trajectory in Cartesian space. In
the middle plot the joint position is shown for both joints, and the bottom plots shows
the velocities. Note the first joint’s velocity at time 1.0 in the bottom plot.

Θ̇ = J−1(Θ)v̇ (2.10)

does not exist. Specifically, in the singular point the determinant of J goes to
zero

det(J)→ 0 (2.11)

which results in infinite joint velocities.
The above example shows one of the problems a singularity may cause. In

addition there are two other reasons to avoid singularities; there may exist an
infinite number of solutions for the inverse kinematic problem and secondly, the
number of possible movements from a singular point may be reduced. Think
of a completely outstretched arm which only can reach just a few of the sur-
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rounding points. Taking these problems into account, it is generally the case
that singularities should be avoided or even to come close to them.

2.4 Jacobian

Mapping differential motions or velocities (motions or velocities of small mag-
nitude) in joint space to motions or velocities in Cartesian space, is done by a
transformation matrix. This matrix is called the Jacobian matrix and is simi-
lar to the forward kinematic transformation matrix, where the static vector of
joint positions is transformed to a position and orientation matrix.

The differential vector represents the motion of a manipulator in joint space,
denoted Θ̇, and the corresponding differential motion in Cartesian space is rep-
resented by v̇. Then the Jacobian mapping in a compact matrix form is ex-
pressed by a linear mapping:

v̇ = JΘ̇ (2.12)

where J is the Jacobian. The elements of the Jacobian are dependent of the
joint variables, which means that motions in both joint space and Cartesian
space are differential, hence the Jacobian is a time dependent matrix. The map-
ping can be expressed more explicitly by introducing the vectors [dx, dy, dz]T

and [δx, δy, δz]T representing the differential translational motions and rota-
tional motions respectively. Let the joint variables [dθ1, dθ2, . . . , dθ6]

T represent
a small motion of a 6 DOF manipulator. Equation 2.12 written with these vec-
tors then become:
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(2.13)

Going back to a more compact form that is valid for the general case, that
means any number of DOF of the manipulator, and also include the time de-
pendency, each vector and the Jacobian matrix can be expressed as:

δv = [dx, dy, dz, δx, δy, δz]T (2.14)
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J(Θ) =

















Manipulator′s

Jacobian

















(2.15)

δΘ = [dθ1, dθ2, . . . dθn ]T (2.16)

Here Θ represents the joint positions, δΘ and δv the differential motions in
joint space and Cartesian space respectively, J(Θ) represents the Jacobian de-
pendent of Θ and n is the number of DOF. Using the general notation from
Equation 2.14 to 2.16 in the form of Equation 2.12 yields:

δv = J(Θ)δΘ (2.17)

Since the Jacobian is a matrix of partial derivatives of functions of Θ, Equa-
tion 2.17 can be rewritten to:

δv =
∂f

∂Θ
δΘ (2.18)

where f would be:

v = fk(Θ)

which is the forward kinematic Equation 2.6. Each function ∂f
∂Θ

that is being
derived has a number of variables, one for each degree of freedom (in previous
Equation 2.13 six were used). To be more general the number of joints is de-
noted n, the notation q is used, instead of Θ, representing both revolute and
prismatic joints. The Cartesian space is represented by m components, where
1 ≤ m ≤ 6. The forward kinematic equation is then calculated with respect to
each joint:

vj = fj(q) (2.19)

where vj = [x, y, z, α, β, γ], q = [q1, q2, · · · , qn] and fj = [f1, f2, · · · , fm]. Cal-
culating the differential change of v of the differential change in q using Equa-
tion 2.19 gives:
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δv1 =
∂f1

∂q1
δq1 +

∂f1

∂q2
δq2 + · · · +

∂f1

∂qn
δqn,

δv2 = ∂f2

∂q1
δq1 + ∂f2

∂q2
δq2 + · · · + ∂f2

∂qn
δqn,

...

δvm =
∂fm

∂q1
δq1 +

∂fm

∂q2
δq2 + · · · +

∂fm

∂qn
δqn

(2.20)

Putting Equation 2.20 in matrix form results in the following:
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(2.21)

which is an explicit expression for each element of the Jacobian.

2.4.1 Inverse Jacobian

For mapping small differential velocities and motions in Cartesian space into
velocities or motions in joint space it is necessary to compute the inverted Jaco-
bian. Starting from Equation 2.12, the inverted Jacobian J−1 is derived from:

v̇ = JΘ̇

J−1v̇ = J−1JΘ̇→

Θ̇ = J−1v̇ (2.22)

One problem with this mapping arises from the fact that the Jacobian can have
an arbitrary number of columns, each corresponding to one joint. The result
might be a non-squared matrix, that is not directly invertible. In such cases
the pseudo inverse Jacobian, denoted J+,can be used instead. However, if the
inverse does not exist, this technique does not work, and in general it is com-
putationally heavy to perform matrix inversion.

Depending on the Jacobian’s configuration, there are two ways to compute
the pseudo inverse. Let the Jacobian be an m× n matrix, that is a manipulator
with n joints, where m 6= n, then the pseudo inverted Jacobian is:
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J+ = JT (JJT )−1, if m < n (2.23)

J+ = (JTJ)−1JT , if m > n (2.24)

where Equation 2.23 is valid when the manipulator has more DOF than is
required for the task (see Section 2.8 for a description of this). The other case,
when the manipulator has less DOF than is required for the task, Equation 2.24
is valid.

2.5 Equations of Motion

Inverse dynamics refers to the calculation of torques τ for a given set Θ, Θ̇, Θ̈,
position, velocity and acceleration according to the equation:

M(Θ)Θ̈ + V (Θ, Θ̇) + G(Θ) = τ (2.25)

where M(Θ) is the n× n inertia matrix and G(Θ) is an n× 1 vector of gravity
terms, both are functions dependent only on the joint’s positions. V (Θ, Θ̇) is
an n × 1 vector of centrifugal and Coriolis terms and is dependent on joint
positions and velocities. The inertia matrix M(Θ) is also known as the mass
matrix.

The torque τ can be computed using the iterative Newton-Euler method
(described in Luh et al. [1980]). In this algorithm the known quantities posi-
tion, velocity and acceleration are propagated from the base frame to the end-
effector. Then a backward propagation of forces and moments is made from
the end-effector to the base frame.

The acceleration Θ̈ can be calculated using Equation 2.25 to yield:

Θ̈ = M(Θ)−1(τ − V (Θ, Θ̇)−G(Θ)) (2.26)

with the same notation as in Equation 2.25. This is important when performing
simulations or if one would like to apply force control methods to the manipu-
lator. For an overview of the most important control methods see Section 2.7.
Since control systems for manipulators not are in the scope of this thesis, Craig
[2005] or Sciavicco and Siciliano [1996] can be consulted for further studies.

2.6 Trajectory Planning and Generation

A path can be distinguished from a trajectory by determine whether the time
parameter is of importance or not. If a certain point on a path has to be met at
a specific time the desired motion is called a trajectory, otherwise it is called a
path.
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Figure 2.8: The trajectory shown in A is a straight line in Cartesian space, but non-
linear in joint space (Figure B). In Figure D the trajectory planning is made linear in
joint space, and results in a curved trajectory in Cartesian space.

To perform a motion an initial point ts and a goal point tf are specified,
which can be done in joint space or in Cartesian space. When moving the end-
effector from the initial point to the goal point, the manipulator’s controller
needs to plan this motion. The most intuitive way to go from point A to point
B is to follow a straight line in Cartesian space. However a straight line in
Cartesian space rarely means a straight line in joint space. In addition a motion
is also often desired to be smooth, which means that the first two derivatives
exist.

A simple example is a two link planar manipulator with both links of length
1 (the same as previously shown in Figure 2.5). A straight line path from the
initial point ts = [1.3 −1.0] to the goal point tf = [1.7 1.0] is made in Cartesian
space, as in Figure 2.8 A. The resulting motion in joint space is a non-linear
curve, seen in Figure 2.8 B. If the same motion was planned as a linear motion
in joint space, Figure 2.8 D, the path of the end-effector will follow a non-linear
path in Cartesian space, shown in Figure 2.8 C.
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Figure 2.9: Figure A shows a path where the points inside the dashed circle are unreach-
able. In Figure B all points on the path are reachable, but since a different configuration
is required in the start position A than in the goal position B the planner can not follow
the specified path. Figure C shows a similar problem, where points close to a singularity
will cause high joint rates, indicated by the dashed figure.

In order to draw a straight line path in Cartesian space, from an arbitrary
point A to an arbitrary point B, the path must be divided into several small
segments. When the segments are made small enough the previously described
Jacobian can be applied to make these small changes, since the Jacobian is a
differential mapping applicable to differences both in positions and velocities.

When performing trajectory planning in Cartesian space a number of prob-
lems are introduced, namely:

Intermediate points Some of the intermediate points on the path are unreach-
able, see Figure 2.9 A.

Different solutions In cases when all points on a path are reachable but from
different configurations, which means that the path as a whole can not be
followed, see Figure 2.9 B.

Singularities Close to singularities the joint velocity become undesirably high,
see Figure 2.9 C. In section 2.3 this were discussed, also compare to Fig-
ure 2.7.

Applications that require a specified trajectory in Cartesian space, for ex-
ample arc welding, can not be planned in joint space. Therefore restrictions
have to be taken into account when planning a trajectory in Cartesian space.
In many other applications it can be suitable to plan the path in joint space.

2.6.1 Polynomial Trajectory Planning

To follow a path in Cartesian space, for example a straight line motion, many
points must be specified at the desired resolution. However, in most cases a path
or trajectory is specified with more than just an initial point and a goal point,
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but rather than specifying “all” points (as for a straight line) a few important
intermediate points are selected. These points are called via points, and provide
a parametric description of a trajectory. To make use of these via points poly-
nomials can be used, also known as cubic polynomial, which generate smooth
trajectories. Polynomials are only applicable to trajectories in joint space and
not in Cartesian space, since they specify the joint coordinates and not the
Cartesian coordinates. A third order polynomial is:

θ(t) = c0 + c1t + c2t
2 + c3t

3 (2.27)

with the first and second derivatives:

θ̇(t) = c1 + 2c2t + 3c3t
2 (2.28)

θ̈(t) = 2c2 + 6c3t (2.29)

Usually in most motions the following is known: 1) the starting position,
2) the end position, 3) the initial velocity and, 4) the velocity at the end of the
movement. This can be described by:

θ(ts) = θs

θ(tf ) = θf

θ̇(ts) = 0

θ̇(tf ) = 0

(2.30)

where ts is the starting time, tf is the end time, θs the starting position, θf the
goal position and assuming the start and goal velocities to be zero. Putting these
four assumptions into the polynomial in 2.27 and 2.28 yields the following
equations:

θ(ts) = c0 = θs

θ(tf ) = c0 + c1tf + c2t
2
f + c3t

3
f = θf

θ̇(ts) = c1 = 0

θ̇(tf ) = c1 + 2c2tf + 3c3t
2
f = 0

(2.31)

Knowing the parameters θ(ts), θ(tf), θ̇(ts) and θ̇(tf ) in advance one can solve
the four unknown elements c0 . . . c3.

The assumptions that the initial and final velocities are zero are true for
many motions, but is not the general case. If a start and/or goal position is
desired to be a via point where the motion is indented to continue, it is possible
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Figure 2.10: At time 1.0 the acceleration is 0. This trajectory is made with a 7:th order
polynomial.

to set the velocity arbitrarily. In order to specify the acceleration the third order
polynomial is extended to a fifth order polynomial, with the corresponding first
and second derivatives:

θ(t) = c0 + c1t + c2t
2 + c3t

3 + c4t
4 + c5t

5 (2.32)

θ̇(t) = c1 + 2c2t + 3c3t
2 + 4c4t

3 + 5c5t
4 (2.33)

θ̈(t) = 2c2 + 6c3t + 12c4t
2 + 20c5t

3 (2.34)

Having second order derivatives that are continuous will generate smooth tra-
jectories, which will relieve the mechanics from unnecessary stress. By using
polynomials of high order it is also possible to incorporate constraints into
the equations. However, higher order polynomials mean higher computational
requirements which is an unwanted property when doing real-time calcula-
tions. Instead of using higher order polynomials, it is better to combine several
polynomials of lower order. Many other techniques can be applied instead of
polynomials, such as splines, but no further details will be presented here.

As an example of trajectory generation a joint space trajectory is specified
(shown in Figure 2.6.1), from −π

2
via 0.0 to π

2
, with the velocity set to 1.0 at

the via point and the via point should be reached at time 1.0 s.
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Point A
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Figure 2.11: Example paths produced by two different commands using ABB’s pro-
gramming language RAPID. The left is a straight line path (MoveL), and the right is a
circular path (MoveC). Both paths are shown in Cartesian space.

2.6.2 Trajectory Planning in Cartesian Space

For industrial manipulators trajectory planning in Cartesian space is usually a
part of the programming language. The programmer specifies the points using
commands like:MoveL The robot moves the TCP from the current position, to the destination

in a straight (linear) line in Cartesian space. This motion is shown to the
left in Figure 2.11.MoveC Moves the TCP from the current position, through a desired point, to a
destination in a circular movement in Cartesian space. The arc shape of
the circular movement is determined by the desired point and the desti-
nation. This motion is shown to the right in Figure 2.11.MoveJ The robot moves the end-effector to specified point, all joint movement
reaches the destination at the same time. This movement is not a straight
line in Cartesian space. Compare this to Figure 2.8, where joints’ motions
are linear but the TCP moves in an arc.

The above commands are from the RAPID programming language (see the
manual from ABB Robotics) which all moves the tool mounted on the manip-
ulator in different ways, but all motions are specified in Cartesian space. The
programmer does not have to bother about converting the motion into joint
space, the system takes care of this.

2.7 Robot Control

From the trajectory planning and generation in the previous section, the de-
sired values of each joint were obtained, in this section referred to as θd. Since
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the manipulator like any other machine is affected by internal and external
disturbances and dynamics, the desired joint value and the actual joint value
will differ and produce an error, e = θ − θd. This means a control system is
needed. Like dynamics, control is in itself a scientific field, and below, some
basic control mechanisms used in robotics are presented.

Control of the robotic manipulator can either be applied to joint space or in
Cartesian space. Joint space control is the one used in industrial robots today,
mostly using an independent-joint PID controller (Craig [2005, Chapter 9]).
But there are several different ways of controlling a manipulator; an overview
is presented in An et al. [1988, Chapter 1]. The three most commonly used are:

• independent-joint proportional-differential (PID) control,

• feedforward-control, and

• computed torque control,

of which the first, independent-joint PID control, is the most popular. The pro-
portional gain, P in PID, is an error minimisation gain term that removes a
portion of the error. The derivative component D has a damping effect, and
inhibits overshooting, that is, if the error is minimised too much (increasing
in the other direction). Finally, I refers to the integral term, which cancels the
steady state error, that is when the system reaches an equilibrium point (Åström
and Hägglund [1995, Chapter 3]). Feedforward means that a prediction of the
future control value is made (possibly by an internal model).

2.7.1 Position Control

Positional control, that is when the controller tries to keep the manipulator
in the desired position. In the independent-joint PD control each joint is con-
trolled individually, hence the name, and the control actions are completely
independent of each other. However the name can be misleading because the
joint motions are highly coupled. The torque, τ , is given by:

τ = Kp(Θ−Θd) + KvΘ̇ (2.35)

where the error, e = Θ− Θd, between the desired value, Θd and the true value
Θ, together with the velocity Θ̇ sets the torque. The two gain diagonals ma-
trices Kp and Kv are constant, and represents the positional and velocity gain
respectively.

2.7.2 Trajectory Following

If the desired velocity is introduced, that is Θ̇d, the system becomes time depen-
dent. The basic PD control law can easily be extended to velocity error, that is
ė = Θ̇− Θ̇d, forming the equation:
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τ = Kp(Θ−Θd) + Kv(Θ̇− Θ̇d) (2.36)

Furthermore, this can be extended to also have an integral part, finally arriving
at the earlier mentioned independent-joint PID controller:

τ = Kp(Θ−Θd) + Ki

∫ t

(Θ−Θd) dt + Kv(Θ̇− Θ̇d) (2.37)

where the middle term is the integrated error over time.
If there is a model of the manipulator, it can be beneficial to incorporate

this into the controller. Using the PD-control law (Equation 2.36) and extend-
ing it with the model of the manipulator makes it a model-based feedforward
controller (described by An et al. [1988] and Craig [2005]) yield the equation:

τ = R̂−1(Θd, Θ̇d, Θ̈d) + Kp(Θ−Θd) + Kv(Θ̇− Θ̇d) (2.38)

where R̂−1(Θd, Θ̇d, Θ̈d) is the dynamic model of the robot. The torque is com-
puted as a function of the desired path, and can be computed off-line in advance
if the path is known.

An even more sophisticated control law is the computed torque method,
originally introduced by Paul [1972]. This method is computationally demand-
ing and must be computed on-line. Both the torque and the acceleration are
computed:

Θ̈∗ = Θ̈d + Kp(Θ−Θd) + Kv(Θ̇− Θ̇d) (2.39)

τ = R̂−1(Θ, Θ̇, Θ̈∗) (2.40)

where R̂−1(Θ, Θ̇, Θ̈∗) is the inverse model of the manipulator and Θ̈∗ is derived
from the feedback law representing a corrected acceleration and is the input for
the torque computation [An et al., 1988].

2.8 Redundant Manipulators

A general manipulator 6 DOF to reach a desired position and orientation,
which makes the manipulator suitable for almost any task. However, not all
tasks require 6 DOF, consequently most manipulators have the number of joints
equal to the number of degrees of freedom required for the task.

When a manipulator has more actuators than the number of DOF needed
for a task (for example to position the gripper in a particular position and ori-
entation) it is said to be redundant. A manipulator can be redundant for one
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Figure 2.12: Three different arm configurations for posing the end-effector in the same
point. Note that this arm is redundant with respect to position, not orientation.

task, but not for another. For example, see Figure 2.8, where the manipulator’s
end-effector is positioned in the same point but with three different configura-
tions, affecting the orientation. The manipulator is redundant with respect to a
positional task but not with respect to an orientational task. The consequence
of having a redundant manipulator is that a particular point in workspace can
be reached by many, often infinitely many, different configurations. This affects
the solution of the inverse kinematics problem. In practice, it is difficult to find
the solution to the inverse kinematics analytically since it is a non-linear func-
tion. However, in the case of redundant robot arms the main difficulty is that
the solution is not unique, but instead infinite.

The path planning is also affected by the redundancy because two points
might be close to each other in Cartesian space but very far apart in joint space,
and if one try to obtain intermediate points using interpolation, the joint space
trajectories may be discontinuous.

One benefit of having extra degrees of freedom is that is provides dexterity,
thus making obstacle avoidance possible, or if one of the joints is close to its
limit, another can be used instead to complete the path.

2.9 Sensors and Actuators

A manipulator is, apart from the actual links, made up of both actuators and
sensors. If the links are considered to be the manipulator’s “skeleton”, then the
actuators in a robot are its “muscles” making it move. The sensors are used for
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deciding were to move and in what configuration the manipulator is. Sensors
can also be used to sense the surrounding world.

2.9.1 Sensors

A robotic designer can use almost any sensor in some way or another. From
a robot point of view there are two classes of sensors; one type used to indi-
cate the manipulator’s internal state, called proprioceptive, and the second type
retrieving information about the external world, called heteroceptive.

Internal Sensors

Internally in a manipulator sensors are used to detect angular position, velocity,
force and torques for each joint. Optical encoders, potentiometers, linear vari-
able differential transformers, resolvers and time-of-travel displacement sensors
are typically used for position detection. Velocity and acceleration of the joint
can also be measured by encoders, tachometers and accelerometers.

Besides knowing the position, velocity and acceleration for each joint, it is
also common to mount force/torque sensing on a manipulator. Here one can
select from piezoelectric sensors, force-sensing resistors and strain gauges.

Interaction with the Environment

For a robot to be able to interact with its environment a sensing capability is
required. Sensors used for perceiving information of the environment include
vision, range finders, tactile sensors and proximity sensors.

The three most common ways for range finding are light (laser or infra-red),
ultrasonic and radar. The ultrasonic range finder is probably today’s cheapest
sensor, but it has its limitations like, inaccuracy, reflections, interference etc.
Beside the price factor other benefits are that several can be mounted and that
their operation is relatively simple. This makes the ultrasonic sensors a very
interesting subject for investigating whether they are able to render industrial
manipulators more flexible and providing them with perceptive skills. Current
ultrasonic range finders use frequencies from 20 kHz to 2 MHz, and higher fre-
quency provides higher resolution because of the sound’s wavelength. But with
a higher frequency, the attenuation is also higher, thus making the range suffer.
In the industry machines generating noise up to 100 kHz is common ([Niku,
2001, chapter 7]) which might interfere with sonars below this frequency.

2.9.2 Actuators

The most commonly used type of actuator in manipulators today is the elec-
trical motor. Other common types are pneumatic and hydraulic actuators. In
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the electrical motors the use of reduction gears is necessary because they nor-
mally have a very high speed. The gear will decrease the speed and increase
the torque, which makes the manipulator slower, more powerful and accurate.
Several different types of electrical motors are used in industrial manipulators;
DC motors, AC motors, stepper motors etc. The most popular motor in the in-
dustry is the servo motor, which can be a DC, AC brush less or stepper motor,
that is controlled with feedback to move at a desired speed. The characteris-
tics of hydraulic systems is that they slow but powerful, however these types
of systems are not very popular today. Pneumatic actuators are similar to hy-
draulic system, but uses air pressure instead of oil, are in use in todays robots,
an example is the ABB IRB 340.

2.10 Fields of Application

It could be enlightening to look at the diverse fields where robotic manipula-
tors has been used, for example the handling of a wide range of items, from
car doors to eggs, from springs to wine bottles. One application where indus-
trial robots first were used was spray painting, where the result compared to
humans is more uniform and the task is not very difficult. To replace humans
on monotone production lines, assembling has become a common job for a
robotic manipulator, but unlike spray painting it is a more difficult job. Due to
the precision the trajectory generation has, welding is a very well suited task
for robots. Industrial manipulators also provide a very uniform result because
of their repeatability and accuracy.

While the above mentioned applications have been used for a while, there
are several examples of new areas where entertainment robots is on. This span
from really cheap and simple toys to highly expensive teleoperated robots used
by the film industry, as the hippogriff in the movie “Harry Potter and the Pris-
oner of Azkaban” is not only a graphical creation but also a teleoperated robot.

Another new area is service robots that is dawning today’s consumer mar-
ket. Some examples of these are automatic lawn mowers and vacuum cleaners,
but no one yet has a manipulator mounted.

2.11 Summary of Manipulators

In this chapter the basics of industrial manipulators have been covered in brief.
Kinematics, both forward and inverse, and the use of the Jacobian matrix
are important because they provide the basic knowledge of how to calculate
the manipulators configuration. Furthermore, the most important control laws
used by today’s industrial manipulators were presented, although control is an
research field of its own, providing much more sophisticated control algorithms
than these. Motion planning for manipulator is also important since it makes
the normally built in motion planners more convenient to use, if the basic mo-
tion types are understood.



Chapter 3

Learning Methods for

Manipulators

An overview of machine learning techniques are given in this chapter, which can
be used for learning control policies of manipulators. The presented techniques
includes reinforcement learning and supervised learning techniques, such as ar-
tificial neural networks and memory-based learning, which are well suited as
function approximators for reinforcement learning. Applications that use learn-
ing for manipulators will be presented together with the respective technique.

Learning is an important part of a robotic system because it can provide the
robot with the capability to deal with unstructured and non-stationary envi-
ronments. This will be demanded from any robot that should operate in a real
environment, in contrast to a fully controlled factory assembly line. Another
reason for learning is easy programming of the robot, meaning that anyone
should be able to teach a robot how to perform a desired task. For example, in
a home environment or at a small company, it is unlikely that there will be an
expert in robot programming available. Even if a robot programming expert
was available, the job is tedious especially when the environment is not fully
predictable. Therefore, the ability to make use of a teacher is preferable, which
is why the capability to learn is beneficial.

Reinforcement learning is perhaps the most general learning framework, be-
cause it focus on what is the task’s goal, instead of how to perform a task. The
agent is only given an evaluative feedback on how good the followed policy
was. This is the main distinction to supervised learning that usually performs
error minimisation. One drawback of reinforcement learning is the trial-and-
error search usually performed, but this drawback can be overcome by an ini-
tial demonstration for bootstrapping the learning. Reinforcement learning is, in
theory, able to solve any learning problem that can be formulated as learning
a control policy for every state and action (Schaal [2002]). In practice, how-
ever, when applied in continuous state and action spaces, with several dimen-

29
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sions, reinforcement learning suffers from the curse of dimensionality (Bellman
[1957]), that is, as the number of dimension grows, the number of states and
actions grows exponentially. For this reason, reinforcement learning has to be
combined with some other method that can generalise over large state and ac-
tion spaces.

Generalisation between different states to predict the outcome of a state
never visited before is a key issue for reinforcement learning. To handle scaling
into higher dimensions, methods from supervised learning are commonly used
for function approximation in reinforcement learning.

3.1 Supervised Learning

Supervised learning includes techniques that provides a learning agent with in-
formation on how to perform a certain task. As the name suggests a teacher is
required, providing the agent with a target output vector yi, that is the desired
output, for each input vector xi, where i ∈ {1, 2, . . . , n}. The agent’s objective
is to form an input-output mapping, ŷ = F (x), where ŷ is the predicted output,
which minimises the error, denoted E, for the training set and E is the sum of
prediction errors:

E =
∑

‖ŷ − F (x)‖ (3.1)

To confirm that the agent has been trained to perform the intended task a
test set is provided for validation. The test set is a data set different from the
training set.

3.1.1 Artificial Neural Networks

Among the most well-known and well-used learning methods are artificial neu-
ral networks, ANN, which were developed to imitate the structure of the brain.
An ANN consists of computing neurons and connections between them with
weights assigned to each connection. This is true for all types of ANN’s, how-
ever the similarities between different types of networks ends there. Commonly
used networks, like a multilayer feedforward network, do not always provide
the solution to the problem at hand, as a result a lot of research has been made
on different kinds of network structures, etc. Research on neural networks dur-
ing the last few decades has resulted in numerous different types, each with
its own characteristics and features. Among the most commonly used ones are
multilayer feedforward neural networks (MLFF) and radial basis function net-
works (RBF).
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Figure 3.1: A multilayer feedforward neural network with one input layer (usually not
counted) two layers of perceptions, and one output layer with only one unit. This type
of network is usually named as a two layer MLFF neural network, because it has two
layers of operating units.

Multilayer Feedforward Network

In the fully connected multilayer feedforward neural network, each input unit
is connected to all neurons in the next layer. The layer without any direct con-
nections to the input or output is called the hidden layer. All connections have
an associated weight to it, a value usually between −1 and 1, where a value
close to 0 indicates a weak connection, and a value close to −1 or 1 indicates
either a strong negative or positive connection respectively. First, each neuron
sums all the inputs multiplied by their respective weight. The weight for each
connection is denoted wk

ij where i ∈ {1, 2, . . . , n} and j ∈ {1, 2, . . . , m}, n is the
number of input nodes and m the number of output nodes, for the kth layer,
with k ∈ {1, 2, . . . , l}. Typically k is a small number, 1 or 2. The sum is then:

sk
i =

∑

j

wk
ijx

k
i + wk

0j (3.2)

where the last term, wk
0j is a bias. Then an activation function denoted g() is

used, also called a transfer function or squashing function, typically a sigmoidal
function, often implemented by:

gi(si) =
1

1 + e−si
(3.3)

or:

gi(si) = tanh(si) (3.4)

which both produces a smooth step output around si = 0, from 0 to 1 and −1
to 1 respectively. Other common types of activation functions are step functions
and linear functions. In Figure 3.1 a feedforward network is shown with two
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Figure 3.2: A basic radial basis network, with two inputs, three basis functions and one
output. W represent the weights associated with each connection.

input units with the incoming values x1 and x2. Each layer is first computed
according to Equation 3.2, and then the output from each neuron is calculated
by some transfer function (Equation 3.3 or 3.4), which becomes the input to
the next layer.

To train the network, that is to tune the weights so they minimise the error,
the most commonly used method is the backpropagation algorithm, where the
error is back propagated layer by layer and the weights are adjusted to decrease
the error at each iteration of training.

3.1.2 Radial Basis Function Networks

In contrast to the MLFF network the RBF’s uses a distance function instead of
a transfer function, which is usually a Gaussian function:

φ(x) = e
x2

−2σ2 (3.5)

although it could be another function, like an exponential function, polyno-
mial, etc. Each distance function, as Equation 3.5, makes each neuron active in
a local region, but the network as whole makes global generalisations. In Fig-
ure 3.2 a basic RBF network architecture is shown, with three Gaussian units.
Both the input and output values from each unit are weighted, as shown in
Figure 3.2, where the weighted sum of the basis functions forms the prediction.

RBF networks are usually trained in two stages, where in the first stage the
input data is used to determine the centre and width of the basis functions,
according to the Gaussian function in Equation 3.5. In the second training
stage the basis functions are keep fixed while the weights of the second layer
are adjusted to minimise the error in a supervised fashion.

Like all neural networks, RBF network algorithms have been extended and
refined for different problems. There are various types of RBF network that use
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algorithms for automatic determination of the number of basis functions and
the weights for each of them. The below listed RBF networks do not have a
fixed set of basis functions, but add them when needed:

RAN The “Resource Allocating Networks” (RAN) introduced by Platt [1991]
was one of the first ones with a growing capability. Instead of having
a fixed number of neurons in the network like the original RBF, new
neurons are added based on the network performance, and updated using
the least-mean-square gradient descent.

GWR-RBF The “Grow When Required”-network, introduced by Marsland
et al. [2002], was used to get the cluster centres in an RBF network for
behaviour learning (Li and Duckett [2005]). This combined growing RBF
network has successfully been applied to behaviour learning for mobile
robots, where the network was dynamically adapted to learn the pre-
sented tasks.

GAPRBF “Growing And Pruning” RBF, a type of RBF including both a grow-
ing and pruning criteria was recently introduced by Huang et al. [2004].
The growing and pruning mechanism is based on how much each ba-
sis function contributes to the network’s overall produced output perfor-
mance.

Receptive fields Like the above mentioned techniques the receptive field wei-
ghted regression method introduced by Schaal and Atkeson [1998], also
grows and prunes itself, using a local model. The size and shape of the
receptive field is also learned.

3.1.3 The Cerebellum Model Articulation Controller

By realizing that the number of possible body configurations are larger than
the number of neurons in the human brain, Albus [1975a,b] developed the
cerebellum model articulation controller, CMAC. It can be seen as a discrete
version of the RBF networks, and computes control functions by referring to a
table instead of using analytical equations. The CMAC models the function of
the cerebellum, but does not share its neural structure. The CMAC, originally
developed for manipulator control, uses a fixed amount of memory to store
some data points and interpolate others. This is done by having an array of
memory of fixed size, where each element contribute to a small part of the
represented region. At each data point an error is calculated from the difference
between the observed value and the desired value.

3.1.4 Memory-Based Learning

Memory based learning (MBL), also known as “instance based learning” or
“lazy learning”, can be used for function approximation, summarised in Mit-
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chell [1997, Chapter 8]. Compared to other learning methods, for example, the
multilayer feedforward network described previously, the memory-based tech-
niques, in general, do not require an explicit training step, but instead they sim-
ply store each given training example. The absence of an explicit training phase
has made MBL methods fairly fast in training time, but slow on query time,
since the generalisation is postponed until a query is given. This is why these
methods are often called “lazy”. The names “instance based” and “memory-
based” refer to the fact that all the training samples are stored. Memory-based
methods, in general, have the property of never unlearning. One problem that
most MBL methods share is that query time grows as the number of data points
increases. To start with a simple type of MBL called distance weighted nearest
neighbour is introduced.

Distance Weighted Nearest Neighbour

The distance weighted nearest neighbour (DWNN) method is one of the most
fundamental MBL methods, which assigns a weight to all training points based
on some distance measure, for example the Euclidean distance:

w = dE(x,q) =

√

∑

j

(xj − qj)2 (3.6)

where q is the query point and j is the number of elements in the vectors x

and q. This means that each data point has a weight, denoted w, based on its
distance, which measures its contribution to the prediction. All selected points
are then combined in a weighted sum to form the prediction:

ŷ =

∑k
i=1

wixi
∑k

i=1
wi

(3.7)

where ŷ is the predicted output, x the training vectors and k the number of
training vectors. If all training samples are included, which would be the case
if k in Equation 3.7 equals the number of data points, it is known as Shep-
ard’s method (Shepard [1968]). Since all training samples are included Shep-
ard’s method can become computationally expansive, a better approach is to
only use training samples that are close, hence the name nearest neighbour. For
the nearest neighbour method an efficient data structure that inhibits a search
through the entire data set can be adopted, such as a kd-tree.

Locally Weighted Learning

A further development of the distance weighted nearest neighbour method is
locally weighted learning (LWL), surveyed by Atkeson et al. [1997a,b]. Like the
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DWNN, LWL is a memory based methods but instead of just using the distance
measure several other parameters are also included that require tuning, making
it a more sophisticated algorithm.

LWL has shown to scale well to problems with high dimensionality (see
Schaal et al. [2001, 2002]). In many real world examples, the number of di-
mensions are very high, however only small fractions contain data. Vijayaku-
mar et al. [2005] interpret this as evidence that, despite the often high number
of variables, the real dimension is lower. This can be illustrated by an example:
when looking at one pixel in a picture of a natural scene the surrounding pix-
els are often very similar, that is, the picture has redundant information, thus
the picture can be compressed. The same argument is also valid for the human
body posture.

LWL is very well suited as a function approximator for reinforcement learn-
ing, which means an approximation of the output, a scalar value denoted y,
with an approximation ŷ, based on known input vectors x. The inputs x, can
be of high dimension, denoted by the bold notation {x1,x2, . . . ,xn}, while the
output is a scalar value, denoted {y1, y2, . . . , yn}, and n is the number of train-
ing samples.

If different dimensions have different measures they might have to be scaled.
This scaling is necessary for example, when an approximation of both states
and actions are needed, but the states and actions are of different measures.
For example, the state could be the individual joint angles on a manipulator
while the actions are the joint’s velocity measured in radians per second. A
distance measure is applied to assign different weights to different dimensions,
which is known as scaling the query point q. An important note is that this is
done for each input dimension. Different distance functions can be used for this
scaling, for example, the unweighted Euclidean distance:

dE(x,q) =

√

∑

j

(xj − qj)2

or; the diagonally weighted Euclidean distance:

dm(x,q) =

√

∑

j

(mj(xj − qj))2

Using a scaling factor of zero does not mean that dimensions are ignored in
LWL, for dimensionality reduction principal component analysis or singular
value decomposition should be used instead. In Appendix B.1 other distance
functions used for scaling are presented, which can be used instead of the above
two variants of the Euclidean distance.

Each data point is then weighted using a kernel function, denoted K(), that
uses the outcome from the distance function d(xi,q). This is similar to the
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weighting function earlier described in the DWNN method. There are several
different options when choosing a kernel function for the weighting, such as:
distance to a negative power, K(d) = 1

dp , Gaussian kernel, K(d) = e−d2

etc. In
Appendix B.2 other kernel functions are presented, which can be used instead.
The output prediction is then formed by:

ŷ(q) =

∑

yiK(d(xi,q))
∑

K(d(xi,q))
(3.8)

Here again, d() is the distance metric, K(d) is the kernel function and yi the
output for the query point.

LWL also uses other parameters and techniques such as smoothing and ridge
regression (if there are no or very few nearby data points). It is also easy to
perform leave-one-out cross validation to measure its performance. Leave-one-
out cross validation is a technique where one data point is removed from the
training set to test how well that particular data point can be predicted, and
then repeat this process for all of the stored data points. Leave-one-out cross
validation can, for example, be used to detect outliers and remove them from
the data set.

3.1.5 Robotic Applications using Supervised Learning

Martín and Millán [1998] used a manipulator for a reaching task and sensor-
based obstacle avoidance, which was made possible by using range sensors
mounted on the manipulator. In their work they combined artificial neural net-
works with reinforcement learning in a control module. Two different neu-
ral networks were used; one as function approximator for the reinforcement
learning, and another as a learning tool for a module representing the differ-
ential inverse kinematic (called DIV). Instead of using the pseudo inversion
of the Jacobian matrix (Section 2.4 on page 15) for a redundant manipulator
(Section 2.8), the DIV-module learned the inverse kinematics solution (see Sec-
tion 2.1.3). The neural network in the DIV-module contained a single hidden
layer with 50 units. Since the forward kinematics of the arm was known, de-
noted fk(Θ), the MLFF neural network can be trained with some sample points
with a resolution of 3◦ for each joint. A backpropagation algorithm was used
for selecting new arm configurations, where the error is given by:

E =
1

2
(fk(Θ)− vg)T (fk(Θ)− vg) (3.9)

the goal of the end-effector is given by vg and Θ are the joint angles. The error
was used to calculate the next arm configuration:

Θl+1 = Θl − η
∂E

∂Θl
(3.10)
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where Θl are the current joint configuration, Θl+1 the new joint configuration
and η a step size parameter. The error for configuration l was then backpropa-
gated so that the new joint configuration can be calculated.

3.2 Reinforcement Learning

Reinforcement learning is very general in its formulation and can cover a wide
variety of problems (Sutton and Barto [1998]). As a practical example, consider
an agent (such as a robot) that learns a control policy during its interaction with
the environment. From a given state s, the agent takes an action a, following
policy π, or to be formal:

π(s)→ a (3.11)

Initially it is assumed that the agent has no knowledge about the world
it operates in, but gains knowledge from exploring the world with initially
random actions. During the exploration of the environment the agent receives
a response from the environment in the form of a state transition and a re-
ward for each transition, given a certain action, illustrated in Figure 3.3. The
agent’s objective is to maximise the accumulated reward, meaning that the re-
ward function must indicate the system’s goal. The reward accumulation is
done by summing the rewards over time:

R = r(s0, a0) + . . . + r(sn, an) (3.12)

where r() is the reward function for a state-action pair sn, an at time step n and
R is the total reward.

Consider the example world of Figure 3.4, a positive reward is assigned
when the agent reaches the goal, and a small negative reward is given for ev-
ery (time) step the agent spends searching for the goal, hence the reward of
−1 for all other state transitions. The positive reward the agent receives when
performing an action is often delayed until a goal is reached. A delayed reward
usually means that the agent receives the same reward everywhere (for example
0 or -1) until the goal state or a forbidden state is reached, where a large re-
ward or punishment is received. This way of assigning rewards will result in a

Agent Environment
Action

Reward
State

Figure 3.3: The interaction between the agent and the environment.
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Figure 3.4: At each transition a reward of −1 is given, for all actions, except the ones
leading to the goal state denoted G. The transitions to the goal state gives a reward of
+100, and the trial is terminated.

system that strives towards reaching the goal state as quickly as possible. If the
reward is given for the goal state and not for other states that are considered
by the designer to be good, reinforcement learning solutions tend to converge
towards the optimal solution, although this is not always guaranteed. When
assigning rewards for intermediate steps, care must be taken, otherwise there
is a risk that the agent ends up with a suboptimal or bad policy. When using
delayed rewards the reinforcement learning agent has in its first trial(s), by luck
or accident, to run into the goal state before it can begin to perform better than
the initial random behaviour.

If reinforcement learning is compared to supervised learning, where a target
function explicitly shows how to perform a task, reinforcement learning agent
is only provided with a quality measure like good or bad (“good dog, bad
dog”), and not with the input-output mapping as in supervised learning. Hence,
reinforcement learning is designed to express what to do, without having a
teacher telling you how to do something.

If the agent keeps the exploration capability it is possible for the agent to
learn a better policy than the one initially taught, assuming this was not opti-
mal.

Episodic and Continuing Tasks

Generally a task can be considered to belong to one of two cases, either it is an
episodic task or a continuing task. An episodic task is something that ends, like
a game of chess: when someone wins, that trial is over and the next one starts.
The other case is a continuing task, when the agent is not trying to get to the
goal but rather “keep close to it”. We can think of a robot that is supposed to
follow a wall, a task that does not have an end state. If the task never ends the
rewards can be summed over an infinite number of transitions, so a discount
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factor denoted γ is introduced to reduce the influence of rewards given a long
time ago. The accumulated reward at time t is then written as:

Rt =

T
∑

k=0

γkrt+k+1 (3.13)

where T is the total number of time steps, and r the rewards and γ ∈ [0, . . . , 1].
If T =∞ then γ must be less than 1. This way the episodic task will “continue
forever”, hence it has become a continuing task.

Large Continuous State- and Action-Spaces

Reinforcement learning was developed for discrete problems and the type of
problems reinforcement learning can be applied to were often limited to dis-
crete formulations. In recent years several researchers have worked to extend
reinforcement learning to continuous values (Doya [2000], ten Hagen [2001]).

In the case of large state- and action-spaces, a generalisation must be done,
since it will be impossible to try all possible cases. If a continuous state or ac-
tion problem is encountered, this means finding the V (s) or Q(s, a) value for
the continuous case, a function approximator can be used to approximate the
V - or Q-function. Neural networks are one possible method for approximating
the value function, where only the weights of the network need to be stored,
as discussed later in section 3.2.2. A function approximator permits represen-
tation of value functions with less variables, instead of keeping a table of all
possible states and actions. A function approximator also enables generalisa-
tion (interpolation and possibly some extrapolation) on previous experiences.

Reinforcement learning has been shown to perform well on mobile robot
tasks with low dimensional state- and action-spaces, but when the dimensional-
ity grows it scales badly. Several papers address the issue of reinforcement learn-
ing in mobile robotics, normally using 2 DOF, which means a much smaller ac-
tion space than of a manipulator or a humanoid robot. Locally weighted learn-
ing (see Section 3.1.4) is well suited for performing function approximation
in high dimensional spaces, and has also proved to be useful for online incre-
mental learning (Vijayakumar and Schaal [2000]). By using a feasible function
approximator the value function can be approximated in regions not yet expe-
rienced, which also can speed up the learning process.

When moving into higher dimensional spaces the ǫ-greedy policy becomes
dangerous and the risk of failure increases. This is because the max operator,
usually used to determine the next action, can make the policy evaluation un-
stable (Peters et al. [2003]). Increases in dimensionality require a more feasible
method than the max operator as a policy gradient method to determine the
best policy. This have lead to the development of gradient-based methods suit-
able for continuous valued functions; the vanilla gradient improvement (Gulla-
palli [1993]) and the natural policy gradient improvement (Peters et al. [2003]).
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3.2.1 Temporal-Difference Learning

One of the major developments within reinforcement learning was Temporal-
Difference learning (TD-learning) by Sutton [1988], which is a combination
of Monte Carlo techniques and dynamic programming. TD-learning wait only
until the next time step to update the value function. Given that state-action
values, denoted Q(st, at), are of interest the temporal difference between time t

and t + 1 is calculated by:

δt = rt+1 + γQ(st+1, at+1)−Q(st, at) (3.14)

where δt is the TD-error at time t and γ is the discount factor. The update
equation using the TD-error is then:

Q(st, at) = Q(st, at) + αδt (3.15)

where α is a step size parameter. One of the most popular TD-learning tech-
niques is Q-learning that therefore deserves some more attention.

Q-learning

Q-learning was originally developed by Watkins [1989] and has become one of
the most popular learning algorithms within the reinforcement learning family.
In Q-learning each state-action pair is marked with a quality measure. For value
estimation and control, two different functions are used, Qπ and π respectively.
When different functions are used for estimation and control the method is
called an “off-policy method”.

An parameter ǫ is the trade-off probability to determine how often to ex-
plore or exploit. The action selection policy can either be greedy, which means
that the action with the highest value is selected, or ǫ-greedy that means with
small probability ǫ a random action is selected. ǫ-greedy selection will ensure
that the agent explores the environment and always has a small chance of find-
ing a better (or worse) policy. With a low value of ǫ the exploiting action is
more often selected. When a policy π is followed, the Q-function is given a
value by:

π ← Qπ(s, a) (3.16)

The ongoing process of self-evaluation that the agent continuously goes
through is called policy iteration, which contains both evaluation and improve-
ment of the policy. When an action is selected and taken, an evaluation is given
in response to this action by a reward signal. This reward is then used to update
the Q-value.
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• Initialise Q(s, a) and Model(s, a) for all s ∈ S and a ∈ A(s)

• Do forever:

– s← current state

– a← ǫ-greedy(s, a)

– Execute action a; observe the resultant state, s′, and reward, r

– Q(s, a)← Q(s, a) + α [r + γ maxa′Q(s′, a′)−Q(s, a)]

– s← s′

Table 3.1: Pseudo code for the Q-learning algorithm.

In the discrete form of Q-learning, the Q-value Q(s, a) is usually imple-
mented as a table. To update the Q-value for each state-action the following
equation is used iteratively during learning:

Q(s, a)← Q(s, a) + α [r + γ maxa′Q(s′, a′)−Q(s, a)] (3.17)

where s is the state, s′ next state, a action, a′ next action, α step size parameter,
r the reward and γ a discount factor. Note that the Q-learning algorithm is
recursive, and a starting value is needed. Usually this is initialised to zero, al-
though it could be initialised arbitrarily. The full Q-learning algorithm is shown
in Table 3.1.

If the agent is shown how to perform a task by a teacher, it can record the
actions and update the Q-table during the demonstration. The RL-agent will
then start with a Q-table containing non-zero values in the state-action space
where the teacher provided examples, which will make the agent to follow the
teachers example, unless an exploring action is selected. Hence, the policy is bi-
ased by the demonstration, and initially performs better (or at least differently)
from a random behavior. If the ǫ-parameter, which determines the randomness
of the actions, is set to zero the agent would always exploit the Q-table by se-
lecting the max action, hence perform exactly as the teacher in a deterministic
environment. However, when setting the ǫ-parameter to some small number the
agent can explore and eventually find a better solution than the teacher.

3.2.2 The REINFORCE Algorithm

The REINFORCE algorithms by Williams [1992] addressed the use of neural
networks in combination with reinforcement learning. The REINFORCE algo-
rithms have the properties of being continuous and gradient based. In contrast
to Q-learning the REINFORCE algorithms use immediate rewards, and not
delayed rewards, which means they try to maximise the immediate reward.
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Consider a network, where the ith input data is a vector xi, with each ele-
ment xj . An output yj is produced by the input, depending of the weights wij ,
where wi are the weights affecting xi. Instead of updating the networks weights
with the backpropagation algorithm, the reward signal is used according to the
following equation:

δwij = αij(r − bij)eij (3.18)

where αij is a non-negative learning rate factor, bij is a baseline (in this case,
a reward offset), eij is called the characteristic eligibility of wij , and r is the
reward signal. For w, α, b and e the indexes ij represents the ith layer and the
jth element. The characteristic eligibility is determined by the gradients of gi

and wij :

eij =
∂ ln gi

∂wij

(3.19)

where gi is a probability mass distribution function. Any learning algorithm
having the form described by Equation 3.18 is considered a REINFORCE al-
gorithm.

3.2.3 Actor-Critic

In contrast to Q-learning the actor-critic architecture consists of two separate
modules, one containing a state-value function and a different module for the
policy, see Figure 3.5. In this way the policy and the value function are sepa-
rately represented.

The policy module is named the actor, since it is responsible for selecting
actions. The critic is the value function that criticises the actions taken by the
actor, hence the name critic. In the critic module the estimate for being in a
certain state is calculated. The TD-error produced by the value function is used
to update both the policy and the value function. The TD-error for a value
function is equivalent to the state-action TD-error in Equation 3.14:

δt = rt+1 + γV (st+1)− V (st) (3.20)

where the TD-error δt is then used to evaluate the selected action, and to update
the state values V (s), where γ is the discount factor. Compared to Q-learning,
actor-critic algorithms usually rely only on the state-value, not the state-action
value.

Sutton et al. [2000] proved the convergence to a locally optimal policy when
function approximators were used for a form of the Actor-Critic method.
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Figure 3.5: The Actor-Critic architecture.

3.2.4 Dyna

An important contribution to reinforcement learning and artificial intelligence
is the Dyna architecture, developed by Sutton [1991], which combines learning
and action with planning. Below is an description of how the Dyna architec-
ture can be applied to Q-learning, although Dyna can be combined with other
reinforcement learning algorithms such as Actor-Critic.

In the original Q-learning algorithm the update of the Q-value is made one
time per iteration, making convergence of the Q-values slow. One way to over-
come this drawback is to use something called eligibility traces, which is a trace
that the agent leaves behind, to “remember” which path was taken. Another
way is to keep a memory map containing samples of states (or state-action)
values visited before. Dyna uses a memory, called “model”, that contains infor-
mation about which states have been visited, what action was taken there, what
state that action resulted in and the expected reward. After each real action the
agent has taken the Q-table is updated using the reward signal. Thereafter an
iterative simulation phase starts with n iterations using the model, where a ran-
dom state-action pair is selected from the model, and its Q-value is updated
based on the recorded data. This simulation, or planning, could be called a
“mental rehearsal” process, thus implementing a so-called indirect reinforce-
ment learning algorithm. The Dyna-Q algorithm is described in Table 3.2.

3.2.5 Robotic Applications using Reinforcement Learning

This section will very briefly cover some research related to reinforcement learn-
ing and robotic manipulators. These articles are given as examples on how to
apply RL to robotics, and some also provided examples on the use of function
approximators for RL applications. Of special interest is the work by Rosen-
stein and Barto [2001] and Rosenstein [2003] on combining a teacher’s actions
with a reinforcement learning algorithm. They also investigated policy learning
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• Initialise Q(s, a) and Model(s, a) for all s ∈ S and a ∈ A(s)

• Do forever:

– s← current state

– a← ǫ-greedy(s, a)

– Execute action a; observe the resultant state, s′, and reward, r

– Q(s, a)← (s, a) + α [r + γ maxa′Q(s′, a′)−Q(s, a)]

– Model(s, a)← s′, r

– Repeat N times:

* s← random previously observed state

* a← random action previously taken in s

* s′, r ←Model(s, a)

* Q(s, a)← Q(s, a) + α [r + γ maxa′Q(s′, a′)−Q(s, a)]

Table 3.2: Pseudo code for the Dyna-Q algorithm, an off-policy TD control algorithm.

for manipulators, where they used a simple search algorithm for a weight lifting
task and supervised actor-critic learning for a peg-in-hole task, where the agent
learned to exploit the dynamics.

Exploiting Dynamics

Rosenstein and Barto [2001] used a direct policy search called simple random
search, SRS, for non-explicit teaching of a manipulator for a weight lifting task.
The manipulator used in their experiments was a three linked robot, with all
links aligned, which made it redundant with respect to positional tasks. The
manipulator was started with no weight and hanging down in a stable equi-
librium position, then a demonstration was given showing one solution where
the manipulator went to an upright position stable equilibrium position. The
demonstration consisted of via points pre-programmed on a trajectory (not an
explicit demonstration by a teacher). The task was repeated and, as a form of
shaping, a small weight (0.25 kg) was added at every 250th trial. The SRS algo-
rithm learned to couple the controllers of each individual joint, from being in-
dependent, to exploit this coupling and use the dynamics to lift a heavier weight
than otherwise possible. On rare occasions, less then one percent of the trials,
the SRS algorithm developed a “reverse solution” (not shown by the teacher),
and used this to lift up 7.20 ± 1.11 kg. Compared to the learned “standard so-
lution” provided by the teacher that lifted 5.64± 0.94 kg, this simple algorithm
showed to be able to make self-improvements and even become better than its
teacher. The reverse solution was different to the teacher’s solution in that it
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had an “elbow up” configuration instead of an “elbow down” solution. More
details on this experiment can be found in Rosenstein [2003].

Supervised Reinforcement Learning

Rosenstein and Barto [2004] addressed the issue of how to combine Actor-
Critic reinforcement learning with supervised learning. They successfully app-
lied their proposed architecture in a minimum-effort optimal control problem
with a real 7 DOF robotic arm.

One of the potential contributions of their approach was to make the hu-
man influence (for example in telemanipulation) affect the higher levels of con-
trol, that is on task-level instead of the low-level control. Experiments with a
real manipulator still remained, but were planned to consist of a peg-in-hole
task where the controller should learn from a teacher teleoperating the manip-
ulator.

In their approach they used an Actor-Critic architecture called “Compos-
ite Actor” that combines the actor with the teacher to serve as inputs to a
gain scheduler that produces a composite action. The teacher’s policy, which
was not observable, was parameterised by some supervised learning method
using weights (possibly a neural network). Updates were made by adjusting the
weights based on the actions taken by the teacher, which were observable. The
actor was updated by both the TD-error and the supervisory error.

Their proposed architecture used a soft shifting mechanism that shifted
from being fully supervised to full autonomy, where the composite action was
determined by:

a← kaE + (1− k)aS (3.21)

where a is the action, aE is the exploratory action, aS is the supervisory action
and k ∈ [0, 1] the interpolation parameter that determines the level of auton-
omy. The exploratory actions were determined by using the actions from the
actor’s policy πA, and adding some random noise with zero mean.

The novelty of their architecture was the update equation of the weight
parameters:

∆wRL ← αδ(aE − aA)∇wπA(s) (3.22)

which is similar to the REINFORCE algorithms (described in section 3.2.2), but
differs by using the gradient of a deterministic policy πA, while REINFORCE
instead uses a stochastic policy πE .

The update equation of the actor’s weights was given by:

w ← w + α[kδ(aE − aA) + (1− k)(aS − aA)]∇wπA(s) (3.23)
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where w are the weights parameterising the actors policy, α is a step size pa-
rameter and πA(s) is the actors policy.

Other Applications

One of the earliest successful works on using reinforcement learning for a
robotic manipulator was done by Gullapalli [1993], who used direct associative
reinforcement learning for learning control of a peg-in-hole task. In that appli-
cation the controller was a neural network with 11 input units (5 from position
and orientation and 6 from a force sensor) and 30 hidden units. The 5 output
units from the network, connected to a 5 DOF manipulator, are stochastic real-
valued reinforcement learning units (for details see Gullapalli [1990]), which
used a direct reinforcement learning algorithm to find the best value outputs.
These neurons generate normally distributed outputs and adjust the mean and
variance depending on previous inputs. If the selected action had bad perfor-
mance the variance was high, and when the action was good the mean was
moved and the variance was decreased. The controller learned a task by re-
peated trial-and-error search without a teacher and only the immediate reward
evaluated the performance.

Compositional Q-learning was used by Tham and Prager [1994], in a reach-
ing and obstacle avoidance task for a manipulator, combining elementary tasks
into a hierarchal structure. An elementary task meant to reach one position,
while a combined task meant reaching several positions in a sequence. The
manipulator was a simulated two link planar robot arm with the dynamics in-
cluded, meaning that a positional change was not instant so it was not a purely
kinematic simulation. As a function approximator for the state space an array
of CMAC’s was used. The agent first learned reaching strategies for the ele-
mentary actions, then the compositional actions were introduced that made the
performance temporarily drop but recovered almost 10 times faster compared
to the initial learning speed. It took 200 trials to reach a performance measure
of approximately 4250 successes per collision, but when the compositional task
was introduced it took only 25 trials to recover the performance.

Santos [1999] used a modified Q-learning algorithm, called Update Param-
eters Algorithm, for a manipulator task, which performed obstacle avoidance
(using virtual obstacles), and avoidance of the joint’s upper and lower range
(bound avoidance). As a function approximator for the Q-values an RBF net-
work, shown in Figure 3.6, with a growing capability was used, initially stating
with zero hidden units. The inputs to the network were the Q-value and the
states, that is the joint angle θ. The outputs were the actions, that is the change
in joint position ∆θ. The weights wa, ws and wQ were updated by three individ-
ually different update rules. The weight wa depends on both the present action,
the reward and Q-weights in the present and next winning state. The weight
ws depends only on the present state, while wQ is dependent of reward in the
next state and the Q-weights in the present and next winning state. This work
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Figure 3.6: The radial basis network used by Santos, for approximating the Q-function.
Ws are the weight for the states, WQ the weight for the Q-values and Wa the output
weights.

showed how a robotic manipulator was able to learn different behaviours like
bound avoidance and obstacle avoidance.

To investigate how demonstration of a task influenced the speed of the
learning process, Schaal [1997] used reinforcement learning (V-learning, Q-
learning and model-based reinforcement learning). An implementation on a
real manipulator showed some convincing results on learning from demonstra-
tion when performing a pole-balancing task. With a demonstration the robot
succeeded in the very first trial using the model-based reinforcement learning
method, which also offered more robustness in this task than the other meth-
ods investigated. He showed that model-based learning, such as Dyna, benefits
greatly from demonstration and speeds up the learning process, in contrast to
the other methods investigated, such as V-learning and Q-learning, which did
not benefit significantly from demonstration.

3.3 Discussion of Learning Techniques

Having a robot, a manipulator or something even more sophisticated like a
humanoid robot, that can learn high level tasks, like cleaning a room, is an
appealing thought. Future robots should become as general as possible, and not
too specific for their tasks. However, while this is a future goal, a goal closer
in the future might be robots that are specific for a certain task, but general
enough to perform the task in almost any environment and with little or no
help. For example, an automatic window cleaning machine is built for only
one task, but must possess skills on how to adapt its actions for each specific
window.

The ability to adapt to, or learn how to interpret, a new and possibly non-
stationary environment is a key issue. Two important things to consider when
choosing a suitable learning method are: it should be able to self-improve and
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that it should be possible to obtain knowledge of the task from a teacher. Note
that these abilities are not the only things to consider, but what is emphasised
in this thesis. Since reinforcement learning has such a general formulation, it
might make the above possible. The self-improvement capability is included,
which means that if the robot/agent makes a mistake, the system should be-
come aware of that mistake and correct its behaviour, but making mistakes
must be allowed. However, to make mistakes is not always feasible, for ex-
ample when using an industrial manipulator. The question here is can a kind
of “internal supervisor” be included to allow some minor mistakes, like tak-
ing a longer path than necessary, while more severe mistakes are inhibited, like
driving the end-effector through an obstacle. By using an internal model of the
environment, dynamically constructed from its own sensor measurements, the
agent can avoid making these mistakes in the real environment and instead
make them in a simulated environment. To do this, the manipulator has to
be equipped with some sensor, such as vision or range finders, that scans the
environment.

As function approximations, neural networks and locally weighted learning
have proved to be suitable. One of the most important issues when choosing a
feasible function approximation is how values in regions not yet experienced,
can be approximated. If a good approximation is achieved, this will speed up
the learning process.

Besides having a system that is capable of learning a task, it must in conjunc-
tion be possible to teach this system in an intuitive manner. Therefore, methods
that has been shown to benefit from demonstrations will, in this thesis, be pre-
ferred when different methods are evaluated. The ultimate aim is a robot system
that can learn tasks demonstrated to them, and then refine their behaviours ac-
cording to their specific body configuration. Model based reinforcement meth-
ods have proved to learn from demonstrations, which is a preferable ability,
and therefore must be considered if the learning should be biased by a demon-
stration. The next chapter will discuss the issue: “how a robot can learn from
a demonstration?”.



Chapter 4

Robot Learning from

Demonstration

This chapter addresses how a robot can learn from a demonstration, so-called
Robot Learning from Demonstration. The concept of showing a robot what
task it should perform and how to do it, instead of manually programming it,
is appealing since it makes it easier to program robots and, in an extension,
almost anyone could program a robot. However, for a robot this skill is not as
simple as one might expect, based on our own everyday experience as human
beings.

One of the challenges is to find a general way in which the robot can extract
knowledge from a demonstration and use this knowledge to perform a novel
task. One particular challenge is to find a learning strategy general enough to
continue learning after the demonstration is done. To meet these challenges, a
robot should initially be trained by demonstration and later self improve its
actions so it even might become better than its teacher. Another challenge is to
put the robot into a real environment, that means an unstructured, non-static
and stochastic environment. Furthermore, in a real environment the learning
must be done in an online fashion (in contrast to batch learning) and meet
real-time constrains.

In order to deal with these challenges different approaches are used in cur-
rent research, usually either a symbolic approach (often refereed to as “Pro-
gramming by Demonstration”) or biologically inspired approaches (sub-sym-
bolic). Both of these approaches will be covered in this chapter. The structure
of this chapter is the following; first, in Section 4.1.1, how a demonstration is
captured is discussed, together with a description of the “German Humanoid
Robot Project”, which is one of the main applications in the field with its com-
prehensive sensor setup. In addition to the sensors, a model of the human body
is usually used. Since this thesis consider robotic arms a short description is in-
cluded on how a human arm can be modelled (Section 4.1.1). In Section 4.1.2
the concept of imitation, an important part of this chapter, is introduced and
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different approaches are classified and shortly described. Imitation is of impor-
tance because it can be used to learn from demonstration. A problem in imi-
tation (but not specific to imitation), called the correspondence “problem” is
discussed in Section 4.1.3. Knowledge extracted from a demonstration must be
represented is some way, two approaches will be presented; a tree representa-
tion and a parametric description (Section 4.1.4). The work by Bentivegna et al.
[2004], presented in Section 4.1.4, consider several of the above challenges. In
Section 4.2, Aleotti’s work using a symbolic approach to Robot Learning from
Demonstration is presented, along with work on a biologically inspired ap-
proaches based on neural networks (Section 4.2.2), presented by Billard and
Matarić and Kuniyoshi’s group respectively. Last, Billard’s work on what to
imitate from a demonstration is presented (Section 4.2.3).

4.1 Introduction to Learning from Demonstration

If a person (the teacher) shows a task to another person (the imitator) it is of-
ten quite obvious, at least for us as human beings, what the teacher want the
imitator to do. However, for a machine learning system it is far from easy to
determine the teacher’s intention, even if all the relevant data from the demon-
stration were available.

The traditional way of programming manipulator is to hand code the mo-
tions into a program, and then load the program into the controller that ex-
ecutes it (see Section 2.6.2). To automate this process, by applying learning
agents or by some other technique, is a far from trivial task. One measure of a
successful application is one that decreases the programming and/or reprogram-
ming time. To accomplish such an automatic system, several aspects have to be
discussed. The first problem to deal with when learning from a demonstration
is to capture the demonstration, that is, to observe the teacher’s movements and
how (or if) the environment has manipulated. Other aspects are:

• what sensor system(s) should be used?

• for what purpose?

• and how should the knowledge be represented?

Another aspect is how to reproduce the demonstrated task. Is it just enough
to copy the task? Or is it required to obtain a certain level of understanding to
be able to perform the task, possibly in a different way? It has been shown to
be possible for a robot to reproduce a teacher’s motions, while to “understand”
the teacher’s intentions has been shown to be hard. Systems that “understand”
what the teacher does, usually knows the task before, and classify what has
been shown. However, learning arbitrarily new skills based on demonstrations
has shown to be very difficult, and no one has yet succeeded in making a real
working system.
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4.1.1 Capturing a Demonstration

To perform a demonstration is quite natural for us as humans, but it is not so
simple for a machine to capture the demonstration. There are basically three
ways in how a demonstration can be captured (inspired by the classification in
Li [2004]):

Imitation. The teacher’s motions are observed and an imitation behaviour is
extracted from this data. A motion capturing system is required to ob-
serve the teacher. Work on systems performing imitation has been pro-
posed by Billard [2001] among others.

Direct control. The teacher directly controls the robot by telemanipulation,
while the robot records information of the task. The teacher is never ob-
served directly, only the actions taken at the observed state. It can be said
that the teacher and imitator share the same body, but not necessarily the
same sensors. Work on systems controlled by the teacher and observed
by the agent has been proposed by Rosenstein and Barto [2004] and Li
[2004] among others.

Indirect control. The third approach is a combination of the above two ap-
proaches. The demonstration is captured from a teacher equipped with a
motion capturing device, where data is mapped onto a model that indi-
rectly controls the robot. This approach has, among others, been used by
Riley et al. [2003] and in our work (see Section 5.2).

A motion capturing (MC) system performs data tracking of a person to record
the person’s motions.

Sensor Systems for Demonstration

It is probably never the case that all information from a demonstration is avail-
able, only a small fraction of the demonstration can be captured by sensors such
as camera, MC devices, microphones etc. A usual approach for demonstration
capturing is to use several sensors in combination and fuse the information
(Rogalla et al. [1998], Riley et al. [2003], Ude et al. [2004]). One such system
can be an MC device attached to the demonstrator, such as gloves or magnetic
position and orientation trackers (Dillmann et al. [1999], Aleotti et al. [2004b],
Ekvall and Kragic [2005]). Other types of MC systems are based on vision data
(for example, used by Riley et al. [2003], Ude et al. [2004]). The types attached
onto the teacher, wearing the measuring device, usually provides better accu-
racy and can measure more data points than a vision based system, but at the
cost of the physical inconvenience of wearing the devices. In addition to motion
capturing a speech recognition systems can also be used to capture audio infor-
mation from a demonstration. Typically such a system is used as a complement
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to other sensors, for example, in order to help to distinguish different types of
actions from each other (Ehrenmann et al. [2003]).

The platform used in our experiments, which is presented in Chapter 5, is
an MC device attached to the demonstrator’s arm as long strip, which track 32
points (see the Measurand manual).

A Comprehensive Sensor Platform for Demonstration

In Dillmann [2004], a “Programming by Demonstration” platform (hereafter
abbreviated PbD), using multiple sensors, were used for capturing demonstra-
tions in a kitchen environment with typical household tasks. In the experiments
they conducted, a robot learned pick and place operations, including techniques
for grasping (Dillmann et al. [1999]). The robot used in their experiments had
a mobile base and two 7 degrees-of-freedom (DOF) anthropomorphic manipu-
lators (arms) mounted on top of it. The sensors used for task recognition were
not the same as the sensors mounted on the robot. Instead these sensors were
either a part of the environment or worn by the demonstrator. The motivation
for using sensors located in the environment rather than those on the robot, was
that it made the demonstration independent of the robot’s sensing capability.

A speech recognition unit, that is a microphone optimised for speech with
a reduced vocabulary, provided the system with commands from the user. The
speech recognition was used to clarify whether a motion was a gesture or an ob-
ject manipulation, that is, an action, or an commanding instruction, like “stop”
(Ehrenmann et al. [2003]). Vision sensors, recording the instructor’s demonstra-
tion with objects, were used together with a position- and orientation-tracker
mounted on the demonstrator’s hand and a data glove that recorded finger pos-
tures (details in Dillmann et al. [2002]). The sensor system was provided with
background knowledge of the tasks, for example, to detect an event like door
opening. The background knowledge was implemented as classification of pre-
programmed task, for example, a neural network was used for grasp detection
(Dillmann et al. [1999]). Despite the impressive platform, no results have been
presented yet, presenting measures as ratio of correctly interpreted tasks, num-
ber of tasks to distinguish between, time to program a task and so on.

Using A Human Model for Capturing

The use of a model of a human body in combination with an MC system means
that the model can be fed with data from the MC system, which simplifies the
use of the MC data with the a priori knowledge of how humans look like.
In turn, this model of the human kinematics can drive the reproduction of a
robot’s path or trajectory (Rigotti et al. [2001], Skoglund et al. [2005]). Many
different models for the human body have been proposed during the years,
which tend to be very similar for obvious reasons.
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Figure 4.1: A simplified model of the human arms on an immobile torso. Each shoulder
and wrist have 3 DOF each and each elbow has 1 DOF.

Since in this thesis the focus is on robot manipulators, there is no need
to use a model of a human body as whole, but only the parts actually used,
that is one arm. A simpler model is preferred rather than a more detailed one,
first because an MC system will not be accurate enough to provide a “perfect
model”. Secondly, even if the MC could capture all the DOFs of a human,
to the best of our knowledge there are no robots (today) that can match that
number of DOF. Concerning industrial manipulator, typically with 6 DOF, it
is simply enough with a 7 DOF model, while 6 DOF would not correspond to
the human arm and even less would mean that both position and orientation
cannot be represented. Figure 4.1 shows a simple model of the human arm with
7 DOFs for each arm, attached to an immobile torso. Since the arm model has
7 DOF it is redundant, thus it offers dexterity (see Section 2.8). When tracking
the end point of the arm with the MC system, this point can mapped on to the
module using the pseudo inverted Jacobian (using Equation 2.23):

Θ̇ = J+v̇

Where Θ̇ are the joint’s differential angles of the model, J+ the pseudo inverted
Jacobian and v̇ is the tracking point’s differential position. The shoulder is
modelled as 3 DOF, the elbow as 1 DOF and the wrist as 3 DOF.

By mapping the MC devices data onto the human arm model, the model
can be used to give a hint of the environment’s status. The environment model
can, for example, be used in collision free path planning.



54 CHAPTER 4. ROBOT LEARNING FROM DEMONSTRATION

4.1.2 Learning by Imitation

In this section, the concept of imitation is explained. Imitation is a mecha-
nism for the transfer of knowledge from one agent to another (Dautenhahn
and Nehaniv [2002]). Imitation is also studied by other scientific fields, such
as psychology, behavioural science, etc., but imitation in their contexts are
not covered in this thesis. One of the core components in imitation is the be-
haviour matching, that is, what action can an imitator do that corresponds to
the demonstrated action (Demiris and Hayes [2002]). This matching, or miss
matching is called a correspondence problem, discussed in Section 4.1.3. In
this thesis the relevant aspect of imitation is robotics, which concerns the study
of how imitation is implemented in robots (Billard [2001]). Another relevant
aspect of imitation is computational modelling, which can be a source of inspi-
ration for robotics, but is not directly addressed in this thesis. Computational
modelling concerns how humans and animals perform imitation using neural
mechanisms and structures (Schaal et al. [2003]).

Demiris and Hayes [2002] suggested a distinction between passive and ac-
tive imitation. Imitation is passive when no motor commands are involved
during the perception (sensing) phase, while during active imitation the mo-
tor system is active. Imitation is active, in contrast to passive imitation, when
the perception is tightly coupled with the action generation, that is, the motor
system is active during the perception. This approach do not incorporate an
explicit task recognition step that segments the demonstration into a sequence.

An architecture for active imitation is described by Demiris and Hayes
[2002], using behaviours to generate actions that are fed through a forward
model. Each behaviour is paired together with a corresponding forward model.
The behaviour is responsible for action generation based on the current state
and target, while the forward model is an internal prediction of the outcome of
a given state and action. The combination of behaviours and a forward mod-
els has earlier been suggested for robot arm trajectory learning by Jordan and
Rumelhart [1992].

A Developmental Approach to Imitation

Kuniyoshi et al. [2003] defined imitation in different development stages, a so-
called developmental learning approach. The developmental learning approach
was first proposed by Weng et al. [2000], as a way to have robots with de-
velopmental learning instead of preprogrammed knowledge. This approach is
defined by: the task to learn is neither known at the time of programming,
nor by the programmer but can be represented. Furthermore, learning should
be on-line and in real time and should first learn basic tasks and then move
to more complex tasks. Kuniyoshi et al. argue that in order to understand the
human ability to imitate a developmental approach is needed (Kuniyoshi et al.
[2003]). They proposed a framework with three different stages or modes of
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imitation for robotics, defined in the relation between a model and the imi-
tation. However, robots need not to undergo the same developmental process
that humans do for task learning. The three proposed stages were:

Appearance level. The teacher’s movements, which are observable, are repro-
duced. On this level the task is not understood.

Action level. The teacher’s movements are reproduced, and also the demon-
strations influence on the environment. On this level there are indicates
for some understanding of the task.

Purposive task level. The task and its goal are understood and new solutions
can be found, which are not necessarily equal to the demonstration.

It has been shown that infants, as young as 12 months, are capable of inter-
preting the goal of a task (moving a toy around and placing it into a “house”)
demonstrated by a teacher (Carpenter et al. [2005]). Thus, an infant can al-
ready at that age interpret an action’s goal and be said to have “achieved” the
purposive task level for certain tasks.

4.1.3 The Correspondence Problem

One problem in imitation learning is the mapping of action sequences from
the teacher to the learner. It is easy to see that it can be troublesome if the
teacher and the learner have different body configurations. Consider, for exam-
ple, a standard industrial manipulator configuration, called “elbow up”, which
is quite different from the human arm with an “elbow down” configuration
(see Figure 5.2 and 5.3, in the next chapter for examples on the respective con-
figurations). If a direct mapping of joint coordinates from the teacher’s joints to
the imitator’s joints were made, there will be a mismatch in joint coordinates,
when the teacher and the imitator have different body configurations. Hence, a
correspondence problem occurs when there is a mismatch between the teacher
and the imitator.

Research focusing on the task reproduction, using 6 DOF manipulators,
usually do not address the correspondence problem, because it is assumed that
a 6 DOF manipulator can perform the tasks shown to it. Since our work (pre-
sented in Chapter 5) assume the 6 DOF manipulators to be able to follow the
position of the human hand, we do not consider the correspondence problem.

ALICE: A Solution to the Correspondence Problem

One important issue to imitation is to know if an agent can imitate the demon-
strator to fulfil a given goal, which lead Alissandrakis et al. [2002] to propose
one solution for the correspondence problem in the framework ALICE (Ac-
tion Learning via Imitating Corresponding Embodiments). ALICE builds up a
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Relative displacement Absolute displacemant

Figure 4.2: Here a the displacement metric is shown for two different cases for a box
pushing task. The left figure shows a relative displacement and the right an absolute dis-
placement. The solid box shows the position of the manipulated object and the dashed
box the object’s new position. The metrics are indicted by the arrows.

database, containing actions that should be executed that correspond to the
demonstrated action. The relation between the demonstrated action and the
action that corresponds to it, is based on two measures, metric and granularity.
Granularity can be called the “resolution” of the motion to be imitated, it can
be at the level of end-point’s trajectory or path. What metric to use was inves-
tigated for an object manipulation task, where the metric was the manipulated
object’s position or rotation (Alissandrakis et al. [2005]). Different represen-
tations of this metric were considered, such as relative/absolute displacements,
angular and mirror effects, see Figure 4.2. Since both a human and a 6 DOF
robotic manipulator can manipulate objects including both rotation and trans-
lation, the simulated manipulator was able to match a human behaviour. How-
ever, depending on how the extraction of a goal from the demonstration is
done, the result might not be as desired, and a different metric or granularity
has to be used to match the desired goal.

Mirror Neurons

Dautenhahn and Nehaniv [2002] hypothesise that the mirror neurons is na-
ture’s own solution to the correspondence problem, in that they are matching
mechanisms for mapping observations (visual input) to execution (motor out-
put). Mirror neurons is a kind of neuron that fire both when a demonstrations
is being observed and when the observed action is performed (Rizzolatti et al.
[1996]). These neurons were discovered in the monkey brain, but exist also in
the human brain and are scattered over different areas. The discovery of mirror
neurons has lead to an increasing interest in imitation in robotics. It has also
lead to a debate on what the actual functions of mirror neurons are. Is imitation
their only task? Are they only a part of the imitation learning? Or do they have
some other, yet to be discovered, property? (See Rizzolatti [2005] and Brass
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Pick&Place−SaucerPick&Place−Bowl

Figure 4.3: A tree structure where a composite task from a demonstration is decomposed
into basic task. A sequence of basic (elementary) tasks is created to from a new task.

and Heyes [2005]). It is not yet clear if these neurons are what makes imitation
possible or if they just participate in the motor reproduction of movements.

4.1.4 Knowledge Representation of Skills

To represent the knowledge acquired from the demonstration, a data structure
is required. For the representation of what was demonstrated, a hierarchic tree
like data structure is common (Ehrenmann et al. [2003], Aleotti [2006]).

Assuming that specific skills, like grasping, were already implemented on
the robot system, Ehrenmann et al. [2003] concentrated on learning at the task
level. The goal was to reduce the needed background knowledge to a minimum,
while still correctly interpreting the demonstrator. Their system should then be
able to use the knowledge acquired from the demonstration for other tasks as
well.

Representation with a Formal Grammar

To represent the knowledge acquired by the demonstration, Dillmann [2004]
chose a formal grammar, that is a finite set of rules. The elementary actions
are the terminal symbols, that is the “words” that can be used by the gram-
mar. Knowledge was stored in a tree structure of macro-operators, where a
macro-operator represents the action sequence on an abstract level. Tasks were
described as symbolic representations arranged in the tree structures where, for
example, the task Lay-table was divided into Pick&PlaceBowl and Pick&Place-
Saucer. In turn, Pick&Place-Bowl was divided into subtasks like Pick-Bowl
and Place-Bowl, see Figure 4.3 (examples from Ehrenmann et al. [2003]). A
demonstrated task was then represented by a sequence of several elementary
actions. The result of, for example, a detected grasp was a sequence of symbols
associated with the task, together with important recored data.
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Movement Primitives

Movement primitives (also called motion or motor primitives) are small units
of behaviour on a higher level than motor commands. They can also be de-
scribed as a parametric description of policies that in combination are capable
of achieving a complete movement behaviour (Schaal et al. [2004]). For exam-
ple, each primitive can be an element in the computation of the motor command
that executes a trajectory. There are evidence that movement primitives actu-
ally exists in nature. It has been shown that only a small number of primitives
was enough to encode a frog’s motor scheme, where a small number of force
fields represented the whole workspace of the frog’s leg (Bizzi et al. [1995]). In
robot applications there are different proposals on what to select as movement
primitives.

One suggestion was made by Williamson, who applied four movement
primitives to a 6 DOF arm that was able to reach a desired point either by in-
terpolation between two of the primitives, or by a winner-takes-it-all approach
(Williamson [1996]). The movement primitive were force fields that had one
equilibrium point in each corner of the workspace.

Another approach to use movement primitives was suggested by Matarić
[2002], who categorised movement primitives into three groups: discrete, like
reaching motions; oscillatory, that is repetitive such as walking; and postural,
that is different postures.

Task Learning from Observation and Practice

An application using motion primitive for task learning from observation was
presented by Bentivegna and colleagues, who conducted experiments with a hu-
manoid robot that learned to play air hockey (Bentivegna et al. [2002, 2004]).
For their experiment a number of primitives (like Straight-Shot, Bank-shot, Idle
etc.) were manually predefined. For learning the task locally weighted learning
(discussed in Section 3.1.4) was used, where the input data were the positions
and velocities of the tracked objects (puck, paddles and table edges). Their
framework, illustrated to the left in Figure 4.4, consist of three parts:

Primitive Selection. The selection of a primitive is made by a nearest neigh-
bour classifier that determines the weighted distance dm, which weight
different dimensions differently (equal to Equation B.2). The primitive
selection module selects what primitive to execute, based on the current
position q and the state space x:

dm(x,q) =

√

∑

j

(mj(xj − qj))2
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Sub-goal Generation. The previously calculated distance dm then becomes the
input for the sub-goal generation, here denoted d. For the selection a
kernel function is used:

K(d) = e−αd2

(4.1)

similar to Equation B.8 but using α that defines the range of generalisa-
tion. Equation 4.1 determines the weight of each data point. The output
is the computed by:

y(q) =

∑

yiK(d(x,q))
∑

K(d(x,q))
(4.2)

where i is a the number from 1 to n and 1 means the closest point is
chosen.

Action Generation. The generation of the actual motor commands that fulfil
the sub-goal is done in this module. In their work, different methods,
such as neural networks and kernel regression, were used for different
primitives.

The robot used in the experiment that Bentivegna and colleagues performed
was a 30 DOF humanoid, but only 17 DOF were used for the experiment
described here. The robot was equipped with a stereo vision head to track
the puck, the paddles and the edges of the table. Initially the learning agent
watched the teacher performing the task, and after some time the agent started
to perform the task itself. In order to improve, the agent evaluate its own per-
formance after the initial trials, in the same way as the teacher was evaluated.
The result is measured as a target error, that is, the error between the actual
hit and the target location at the opponent’s wall. At the end of the experiment
(500 shots in total of which 300 was from observing it own actions) the target
error was approximately 0.02 m. The error can be compared to an exact model
in a simulator where the target error approximately was 0.003 m.

4.2 Applications on Learning from Demonstration

There are two main problems in how to learn from a demonstration; the agent
must be able to reproduce the motion; and it must learn from the reproduction.
The interesting part(s) of a demonstration must be defined, for example, the
trajectory itself or the manipulation of some object. The region of interest will
specify if the task is trajectory reproduction or object manipulation.

For the second part for the problem, to learn from the reproduction, there
are some different approaches, with two main directions; a symbolic approach
where classical AI techniques are used; and a biological inspired (sub symbolic)
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Figure 4.4: To the left: The framework presented by Bentivegna et al. To the right: The
process followed by the “Programming by Demonstration” paradigm.

approach where the main inspiration comes from neural computational mod-
elling. The symbolic approaches often incorporate biologically inspired tech-
niques, such as neural networks. The biologically inspired approach focuses on
the understanding and modelling of imitation in biological systems, and how
to make artificial models of these systems. The biologically inspired approach
usually no not incorporate an explicit task recognition step, but instead has the
ability to imitate and can learn because of that.

4.2.1 A Sequential Process for Learning from Demonstration

The Programming by Demonstration approach, abbreviated PdD, uses what
can be considered a classical AI method. Typically such approaches involves
cycling through Sense-Plan-Act process. Since the imitator first must interpret
(understand) the task and learn from that demonstration, PbD can be consid-
ered as passive imitation, in contrast to other, also passive approaches, which
more or less directly imitate. The step the process goes through are as follows
(illustrated to the right in Figure 4.4):

Perception. First the demonstration must be captured or observed by using, for
example, an MC system, as described in Section 4.1.1
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Recognition. The observed demonstration is interpreted and decomposed into
some basic movements or skills (see Section 4.1.4)

Generation. After the recognition a motion has to be generated for the manip-
ulator (can be done as described in Section 2.6).

Simulation. This step is optional, but can provide useful information, like if
the demonstration was correctly interpreted by previewing the learned
behaviour before it is transfered to the real robot.

Execution. The final execution of the task.

Additional steps might be included for a better interpretation, generalisation
or to make the system robust to discrepancies in the demonstration. The last
three steps, that is generation, simulation and execution can be seen as one
single level: reproduction. Several platforms have been proposed, similar in the
aspect that the PbD approach has been used (Kuniyoshi et al. [1994], Dillmann
[2004], Aleotti et al. [2004a] and Ekvall and Kragic [2005]).

Leveraging on a Virtual Environment

Using the above introduced PbD process Aleotti et al. explored how a virtual
environment can be exploited for tasks whose features are known in advance
(Aleotti et al. [2004a] and Aleotti [2006]). The virtual environment was used
to analyse and simulate the demonstrated task before its actual reproduction,
given that the teacher agrees that the task was correctly interpreted. The teacher
wore a glove measuring the fingers’ posture together with a position tracker
measuring both the position and orientation of the glove. The glove also pro-
vided tactile feedback through actuators.

In the virtual environment the task recognition was based on changes in
the grasping state, generation of new operations was started when an object
was released. During the segmentation, each task was divided into the pre-
programmed composite tasks, such as Pick&place-on-table, Pick&place-on-
object and Peg-in-Hole. In the task generation phase a composite task was
decomposed into sequences of basic tasks, like translation, rotation and attach
object, which were executable for a real manipulator. The reproduction phase
was divided into a simulation phase and an execution phase, where the sim-
ulation provided the teacher with the ability to check the correctness of the
task.

Once a task was successfully simulated it was transfered to a real 6 DOF
industrial manipulator (a Puma560). To detect objects in the real workspace,
a 2D vision sensor was used. The time to perform four different tasks was
measured and a comparison was made to investigate if the tactile feedback
decreased the time to complete a demonstration. The four tasks were displace-
ment, stacking, peg-in-hole and a composition of them all. All tasks included
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Figure 4.5: The biologically inspired connectionist architecture based on neural net-
works used by Billard et al. (A simplified overview of Billard’s architecture, remade
from Billard and Matarić [2001]).

grasping and object transportation. Five different subjects participated and, in-
deed, the tactile feedback did improve the demonstration time, especially for
a composite task. However, their approach was restricted to pre-programmed
assembling tasks, that is, any new task learned had to be decomposable into a
sequence of the preprogrammed basic tasks. The main benefit their work pro-
vided was the virtual environment enabling the teacher to “preview” the task
before its execution in a real environment.

4.2.2 Neural Inspired Architectures

In contrast to the above sequential approach other architectures, based on or
inspired by neurological findings, have been applied to robot learning. Two
of these architectures are presented here, both using neural networks (see Sec-
tion 3.1.1) for implementing the movement reproduction ability on two robotic
platforms.
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Learning of Human Arm Movements with Connectionist Approach

Billard and Matarić [2001] proposed a biologically inspired connectionist ar-
chitecture based on a mixture of neural networks for learning human arm
movements by imitation. Their architecture is inspired by the primate brain but
very simplified. Different modules were implemented for the visual system, the
learning system and motor control respectively. Figure 4.5 shows a schematic
overview of the architecture, with the different modules.

In the visual system the temporal cortex module resides, which is respon-
sible for tracking the demonstrator’s movements (external coordinates), and
transform this to internal joint coordinates. In the temporal cortex module two
cells are used per DOF and joint for encoding the joint angle. The attention
module, also in the visual system, is responsible for detecting significant changes
of demonstrator’s movements.

The spinal cord module, in the motor control system, is the lowest control
level responsible for different muscle actions, like extending and retraction. The
primary motor cortex module is the high level control and contains a “motor
map” of the body, which is used to control the properties of the motions. Two
layers of three neurons are used for each muscle pair in the primary motor
cortex.

In the learning system, the premotor module has the function equivalent to
the mirror neurons, in that it responds to signals from both the visual system
(temporal cortex) and corresponding signals from the cerebellum module. Both
these module in the learning system were implemented using DRAMA (Dy-
namical Recurrent Associative Memory Architecture), introduced by Billard
and Hayes [1999]. The decision module activates the execution of movements
by activation one of the nodes in the cerebellum module, which is then passed
down to the premotor cortex module.

Billard’s architecture was implemented and tested on an avatar (a virtual
body) in reproducing figure eights movements shown by a demonstrator. The
avatar was a 37 DOF simulated humanoid robot. While the movements varied
in amplitude and speed, the model managed to filter out noise and extract the
main features of the motions.

Early Imitation with a Neural Approach

A second system, also based on neural networks, inspired by findings of exces-
sive random connections in neonate brains, was proposed by Kuniyoshi et al.
[2003]. They state a hypothesis that the excessive random connections treat
vision and motor data as one entity. Based on this hypothesis a robotic system
was developed that combined the feature vectors from vision and motor data
into one vector, and provided the combined vector as a single input to one large
neural network. The neurons in the network were of a type called “nonmono-
tone neural net” introduced by Morita [1996], and the network had a recurrent
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Figure 4.6: To the left: A system overview of the platform used by Kuniyoshi et al. To
the right: The network architecture, where the sensor and motor neurons are combined
into one large nonmonotonic neural network.

structure, which is suitable for learning temporal sequences. Their robot had no
prior knowledge of its own motor system and was trained to learn motor con-
trol by performing three predefined movements with its manipulators in front
of its camera. The robot in their experiments was equipped with two 4 DOF
arms (but only 3 DOF were used in their experiment), which first learned to per-
form and then recognise and reproduce the three different movement patterns.
In 81% of the trials the robot succeeded to reproduce the movement pattern
shown to it by a human (hand), using a vision sensor trained by the robots own
movements (no prior knowledge of recognising human hands). They claim to
have a robotic implementation of the appearance level (see Section 4.1.2), a
system capable of reproducing movements without any knowledge of the task
it was supposed to learn.

Their work is very interesting in that it learned to imitate simple human
motions through a vision system without any prior knowledge neither of its
own nor the human motion actuators. Their implementation serves as a start-
ing platform capable to imitate on the appearance level. However, far more
research has to be done to reach the next level, the action level, using their
approach.

4.2.3 Determine “What to Imitate”

When a task has been demonstrated, the relevant parts of it have to be ex-
tracted to know what to imitate. If an object was moved, should its path be
followed, or the trajectory (that is, the path including a time dependence, see
Section 2.3), or is it enough to reproduce the start and end position? This is the
correspondence problem, earlier described in Section 4.1.3. Assuming that the
teacher and imitator share the same body structure, the imitation could then be
on a very detailed level, where the imitator tries to follow every joints’ move-
ment and its velocity profile. The question these concerns arrives at is how can
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a performance measure of an imitation be defined? And what could this metric
be?

Imitation Strategies for Arm Movements

Billard et al. [2003] investigated how to minimise the discrepancy between the
demonstration and the imitation. In their experiments, the demonstrator’s joint
angles were recorded into a vector containing the angular position, speed and
velocity, denoted Θ and the manipulated object’s position, speed and velocity,
denoted xo. A dataset D was generated by the demonstration driven by the con-
troller U , where U is such that D(U) = {xo, Θ}. The imitation was equivalent
to a controller U ′ generating a dataset D′(U ′) = {xo

′, Θ′}, with the objective
to minimise a cost function, that is the metric denoted M , between the demon-
strator and the imitator. This means to minimise δM(D, D′). The metric was
defined as a weighted sum of individual metrics:

M =
L

∑

i=1

Sl
∑

j=1

wij ·Msij
(4.3)

where the weights wij were determined by the probabilities of the observed level
and the associated strategy P (slj ). L is the level of imitation, like reproducing
exact gestures or reproducing-the-path-followed-by-the-target. S is the strategy,
like which-arm-to-choose or choose-close-far-arm. The individual metrics were
determined by:

Msij
= |P (slj )− P ′(slj )| (4.4)

where Msij
is the individual metric, slj is a level and the associated strategy,

P (slj ) the probability of the observed metric and P ′(slj ) the probability for the
imitated metric. To determine the probability of each strategy s, different kinds
of neural networks were used for the different tasks; sequence determination
and gesture recognition.

An avatar and a 30 DOF humanoid robot were used in their experiments,
which learned to recognise and reproduce gestures of four different stylised let-
ters drawn in the air. Three different object manipulation tasks were also tested
where the teacher demonstrated pushing and moving of boxes. The tasks in-
cluded the reproduction of; only the box’s goal position; the path the box took
during the demonstration, and finally; one where the agent should distinguish
which hand to use. Their work provided a metric on how good an imitation
was performed, but only for the above tasks.
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4.3 Summary on Learning from Demonstration

This chapter has presented the basic concept on Robot Learning from Demon-
stration. Challenges, as well as problems, such as capturing of a demonstration,
matching of the demonstration and the robot’s action and imitation have been
introduced. Furthermore, applications using demonstration to learn a task has
been reviewed from a conceptual aspect. Robotic applications on task and mo-
tion imitation has also been covered. Two main directions can be seen: one
that process the demonstration in a sequential way, step by step, another that
thought the capability to imitate, learn a motion while the motors are active.
The latter approach usually has a foundation in neuroscientific findings, and
often neural networks are used as the learning technique.

Instead of developing a learning system able to learn a specific task, the
challenge is to develop one single and general learning system able to learn any
task. Using this utopia learning system a robot should be able to learn whatever
task shown to it. In the case it can not perform the task in the demonstrator’s
way it should learn another strategy for achieving the same goal. Furthermore,
when the task is learned and the teacher has agreed that the agent performs
satisfying, self improvement should then be possible by exploration.



Chapter 5

Experiments on Learning from

Demonstration

Previously conducted and published experiments, where the author have par-
ticipated, are presented in this chapter. Section 5.1 describes an experiment for
position teaching of a robotic arm using neural networks and a minimum dis-
tance classifier (Aleotti et al. [2004b]). In the second experiment presented in
Section 5.2, a Dyna-Q algorithm is used to learn a reaching task, from a demon-
strated trajectory, where the captured demonstration is mapped onto a model
of the human arm (Skoglund et al. [2005]).

5.1 Position Teaching of a Manipulator

Different robotic manipulators have different configurations and kinematic con-
straints. Most do not permit a straightforward mapping from the human arm
domain to the robot’s restricted joint space. In this experiment, the aim is to
provide a general method for mapping human motions to the robotic arm do-
main, assuming that a redundant human arm is used to teach a robot arm with
few degrees of freedom (DOF). Our approach attempts to capture human be-
haviours without restricting the motion of the human. Data capture is achieved
with the special motion capture sensor called ShapeTapeTM that is worn by the
human operator (see Section 5.1.1). The method is general in the sense that
any human arm (or even leg, neck or spine) could be mapped onto any robotic
manipulator.

With our approach, the mapping from human to robotic joint angles need
not be isomorphic (one-to-one); the method permits a human demonstrator to
control non-anthropomorphic robots and to decide for him/herself which arm
motions to associate with different robot movements (controls). Non-linear
function approximation algorithms such as artificial neural networks are used
to learn a direct sensor-motor coupling from the sensor readings to the de-
sired joint angles of the robot. An interactive training method is also proposed,

67
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Figure 5.1: A simplified schematic picture of the experiment setup.

whereby the robot and human take turns to follow each others’ actions until
the learned mapping is considered satisfactory by the user. Experiments with a
real manipulator are presented (Section 5.1.3).

5.1.1 Experiment Setup

The experimental setup consists of a motion capture sensor, a robot manipula-
tor and two workstations running Windows. Figure 5.1 provides a schematic
overview of the setup.

The Robotic Manipulator

The robotic system comprises a light-weight arm called PANDI-1, shown in
Figure 5.2, developed “in house” at the AASS Intelligent Control Laboratory
(Ananiev et al. [2002]). It has six degrees of freedom and can lift a maximum
payload of 3.5 kg (nominal 2 kg), and weighs about 18 kg, including controller
and power electronics. Only the first three joints were used in this experiment.

The platform has a client-server structure shown in Figure 5.1. The client
runs an user interface written in C++. This interface is a text console that al-
lows the user to choose between different options: to collect the data for the
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Figure 5.2: The light weight robot ma-
nipulator Pandi-1 used in the experi-
ments.

Figure 5.3: The ShapeTape attached to a
demonstrator.

training phase, to train and test the learning algorithms, or to control the robot
manipulator in real-time with the trained system. The server runs a visual C++
application that accepts TCP/IP commands from the client and sends low level
command signals to the robot controller. Moreover it allows initialisation of
the joints of the manipulator. The communication protocol between the client
and the server is based on a simple grammar. For example, to move the arm in
joint space the client sends a string to the server with the following structure:$>>REQ>>MOVEJ: angle1 : angle2 : angle3$
Motion Capturing

The motion capture sensor used for collecting the human arm data is the
ShapeTape from Measurand Inc. shown in Figure 5.3. The ShapeTape, a multi
degrees of freedom input device, is a 1.84 m long strip containing optical light
sensors that measure the bend and twist angles between two sensor segments.
It is well suited for applications that deal with computer-human interaction be-
cause is based on a lightweight and low-power technology. Its sampling rate
is 110 Hz. The sensor provides curvature data in vector format: the data are
paired in bend and twist angles for 16 distinct positions along its length. The
included software package provides conversion of the data into Cartesian coor-
dinates. The tape is attached to the demonstrator’s arm with straps. In order to
fit the arm of the demonstrator, a part of the sensor is looped onto the back of
the demonstrator. The system is easily reconfigurable to detect, for each demon-



70 CHAPTER 5. EXPERIMENTS ON LEARNING FROM DEMONSTRATION

strator, the correct number of sensors that must be used to cover the region from
the shoulder to the wrist.

5.1.2 Methods

We propose a general training strategy that does not impose any constraints
on the demonstrator’s movements. The method is based on learning a direct
sensor-motor coupling from the the ShapeTape captured data to the joint space
of the robot.

Mapping the sensor readings to the desired joint angles is non-trivial be-
cause the input state space is large and the unknown target function is non-
linear. This gives us a “2m-to-n” mapping problem which could be illustrated
in the form:
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where bm and tm are the bend and twist angles respectively for each of the m

sensors and θn is the angle for each of the n joints. In practice, as stated before,
not all of the sensor values from the ShapeTape can be used (only those which
are actually located along the human arm). In the experiments presented here,
m = 7 and n = 3.

The performance of two different learning algorithms were investigated,
namely a minimum distance classifier (MDC) and a multi-layer feed-forward
(MLFF) neural network. The main advantage of these learning algorithms is
that they hide the internal relationships between the input and the output space,
since different sections of the ShapeTape will correspond to the same manipu-
lator joint for different human demonstrators.

Interactive Learning

The user interface allows the demonstrator to teach the system with an inter-
active learning procedure. The system informs the demonstrator and asks for
feedback after each cycle in the interactive learning loop that is shown in Fig-
ure 5.4. We divide the interactive cycle into three different phases: the training
phase, the recall phase and the decision phase. The system goes through each
phase as follows:

Training phase. The robot makes a sequence of motions and the human demon-
strator copies them. Then the recorded data from the ShapeTape and the
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Figure 5.4: A flowchart of the interactive learning process.

manipulator are used for training and testing the selected learning algo-
rithm.

Recall phase. The human demonstrator controls the robot in real-time by mov-
ing his or her arm and the robot performs the corresponding commands
by using the learned behaviour.

Decision phase. The human demonstrator decides whether the resulting mo-
tion was satisfactory.

These phases are repeated until the human demonstrator is satisfied with the
result (this is a subjective decision made by the user).

In the first phase, the robot is programmed to perform a sequence of small
movements and, after each movement, the user is asked to copy the observed
motion in his/her workspace by moving the joints of his/her own arm to the
corresponding final position. The user is free to choose for him/herself which
motions to associate with different robot joints movements. For each movement
the system records 100 sensory readings and then computes the average for each
sensor of the ShapeTape. This process takes approximately one second while
the user is asked to leave his or her arm in a fixed position. This approach tries
to compensate for small variations in the position of the arm and noise on the
sensor readings. After the data collection procedure the sensory readings are
preprocessed to get transformed variables with zero mean and unit standard
deviation.

In the recall phase the systems cycles through a loop that consists of several
steps. First a new input pattern is read from the ShapeTape sensor that corre-
sponds to the current configuration of the demonstrator’s arm. These raw data
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are then preprocessed and used as input to the trained system, which computes
the output joint angles. The outputs are discarded if they exceed the joints’ lim-
its or if the difference between each new computed angle and the previous one
exceeds a predefined threshold, for safety reasons. Otherwise the movement
command is sent to the server that controls the robot arm.

In the decision phase the demonstrator decides whether the robot’s motion
was satisfactory or not according to the error between the resulting perfor-
mance and the expected behaviour. If the demonstrator accepts the learned pol-
icy then the interactive learning process ends. The parameters of the learning
algorithms are saved and can be reused by the same demonstrator in a future
session.

Minimum Distance Classifier

The first algorithm that was implemented is based on a minimum distance clas-
sifier (MDC, see Duda et al. [2000]). In this method, mean vectors are calcu-
lated for each class in the training data. To classify a new input vector, the
squared Euclidean distance (Equation B.1) to each of the mean vectors is cal-
culated, and the vector is assigned to the class with the shortest distance.

Equivalently, the decision function for a minimum distance classifier can be
written as:

dj(x) = xT mj −
1

2
mT

j mj

where x is the pattern vector to be classified, and mj is the mean vector for
class j. Classification is then determined by the class that produces the highest
decision value.

In our implementation, the classes are points organised in a grid, and each
point is associated with a vector of bend and twist data stored in a look-up
table.

The MDC was successfully tested on a two-joint workspace for the ma-
nipulator. During the data collection phase, the manipulator is programmed to
reach each vertex in its workspace and the user is asked to copy the robot by
moving his or her arm towards a corresponding position. The robot cycles sev-
eral times through the grid to collect enough data for the training and testing
phases. In the training phase the look-up table is built by simply associating
the preprocessed ShapeTape data, read from one loop, with the corresponding
joint angles of the manipulator.

During the test and recall phases the MDC finds the point in the look-up
table with the minimum squared distance from the actual input vector. Then
linear interpolation between the nearest vertex and its neighbours in the vertical
and horizontal directions is applied in order to obtain a continuous function
approximation from the sensory inputs to the desired outputs.
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Figure 5.5: Ensemble of MLFF networks.

While this particular learning algorithm provided an useful proof of con-
cept, generalisation of this approach to higher dimensional grids would be te-
dious and time consuming (due to the well-known “curse of dimensionality”).
We therefore investigated the generalisation capabilities of artificial neural net-
works, described as follows.

Ensemble of Multi-layer Feedforward Networks

The second learning algorithm that was integrated into the system is based on
an ensemble of multi-layer feed forward (MLFF) neural networks (see Sharkey
[1996]). One MLFF network is trained for each of the robot’s joint angles. The
structure of the neural network ensemble is shown in Figure 5.5. The stan-
dard MLFF architecture was applied, using sigmoid activation functions in the
hidden units and linear activation functions in the output units (described in
Section 3.1.1).

The 2 ∗m raw input data are first preprocessed, then the transformed vari-
ables are used as input to the three independent MLFF networks, one for each
used joint of the manipulator. The reason for this choice is that the joints work
independently and can be treated separately. Therefore each network can be
individually trained and tested to achieve a good performance. An alternative
solution with only one neural network with three outputs was also investigated
as a reference.

The parameters that can be changed in the training phase include the num-
ber of hidden layers and units, the number of training epochs, and the error
tolerance for the backpropagation algorithm. In our experiments, the number
of hidden units was determined manually by validation on the test data, but an
automatic procedure for adding and pruning hidden units could also be used,
such as the cascade-correlation algorithm (Fahlman and Lebiere [1990]) or a
dynamically adaptive RBF network, see Section 3.1.2. After the training pro-
cess each network generates a weight file that is used for the test and recall
phases.



74 CHAPTER 5. EXPERIMENTS ON LEARNING FROM DEMONSTRATION

Figure 5.6: A sequence of images showing the recall phase.

Algorithm No. SSE Mean
joints Error(deg)

a MDC (9 ∗ 9 grid) 2 2.95 9.00
b MDC (5 ∗ 5 grid) 2 5.43 23.45
c 1 MLFF 2 8.20 15.00
d 2 MLFF 2 2.40 8.13
e 3 MLFF 3 3.60 8.13

Table 5.1: Experimental results from the test phase.

5.1.3 Experimental Evaluation

Our first experiment was a simple reaching task where the human demonstrator
tries to lead the robot manipulator to a specific point in space or to follow a
sequence of movements. The two learning algorithms were evaluated on tasks
that involve the first two joints of the manipulator. Table 5.1 summarise the
results: the chosen performance measures are the sum squared error (SSE) and
the mean error per joint expressed in degrees on an independent test set.

The data set in the robot’s workspace consists of a grid of 81 points (9 ∗ 9)
equally spaced in the horizontal direction by 20 degrees and in the vertical di-
rection by 10 degrees. Thus the resulting grid lies on the surface of a sphere.
The demonstrator was asked to copy the robot’s movements, producing 81 cor-
responding configurations of his or her arm, and to repeat the whole sequence
3 times (thus the total size of the data set was 243 examples). For the training
phase, one group of 81 examples was chosen for both the MDC and MLFF
algorithms, while the remaining examples were used for testing. In experiment
b the MDC was trained with a smaller data set of 25 points to investigate how
the performance degrades if the resolution of the grid decreases.

The best result with the lowest SSE of 2.4 (experiment d) was obtained with
2 neural networks, each one controlling a specific joint. The corresponding
mean error is 9 degrees for each joint. Figure 5.7 shows the expected and output
angles of the first joint for a sequence of patterns (experiment d). Experiment c

comprised a single neural network with two outputs: the resulting mean error
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Figure 5.7: Expected angle and output angle for the base joint 1 (16 test patterns).

is quite large and almost 80% of the error was due to the second joint. This
demonstrates that the solution with only one neural network is not effective.

In the experiments the MLFF networks were trained with non-linear sig-
moid activation functions in the hidden layers and linear activation functions
in the output layers. The size of the hidden layer was fixed to 4, based on the
SSE on the test data.

The reaching task was also extended to learn the position of three active
joints using the ensemble of MLFF networks (case e). The system was trained
in free space by collecting a sequence of 243 examples with multiple demon-
strations. After training, the performance was validated in the recall phase. The
robot arm was able to follow the user’s actions as shown in the sequence of
pictures in Figure 5.6.

After the training phase the user remarked that he found it hard to show
the robot the same position several times, because reaching a point in free space
with the same configuration of his own joints is non-trivial in the absence of
some reference. This is probably the main source of error in the current system.

We have also tried some more complex experiments that involve grasping
of objects. While moving his arm, the demonstrator can also open and close
the end effector of the robot by pressing a keyboard. The performance was not
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satisfactory because the trained algorithm produces a position error of some
degrees that often prevents a sufficiently accurate placement of the gripper.

5.1.4 Discussion

We have described a robot learning from demonstration system to capture and
apply a human’s control abilities for driving a robot arm, and how a motion
capture sensor can be used to train a learning algorithm to position a robot
manipulator, without restricting the human motion. The aim of the project is
to make it easier to train robotic manipulators by demonstration rather than
explicit programming. In this context the use of the ShapeTape sensor and the
proposed learning strategy are new, although the performance is not yet satis-
factory on complex tasks. The main cause of discrepancies in the current system
is probably the use of absolute bend and twist angles in the input to the learn-
ing algorithm, since it is very difficult for a human demonstrator to position
his/her arm at exactly the same configuration in repeated trials.

5.2 A Dyna-Q Application for a Robotic Arm

This experiment address some of the difficulties needed to overcome when de-
veloping a robot that can learn a task shown to it. We try to use a concept of
combining acting, learning and planning, known as Dyna (see section 3.2.4),
and implement it on a simulated articulated robotic arm. The first problem to
address is how to perform data capture of what is shown and then interpret
it. We use a model of the human arm that the data of the capturing device is
mapped to. The human arm model was introduced due to the inaccuracy of the
learned model, described in the previous experiment. In this work the aim is
to make the demonstration that provides the reinforcement learning agent with
knowledge of the task.

One solution to the learning problem would be to apply a direct supervised
learning algorithm, where the teacher tries to provide input-output mapping
examples of all possible situations by error minimisation. However, this ap-
proach is problematic because the demonstrations may be incomplete and only
partly correct (see Kaiser et al. [1995]). Instead our approach is to apply rein-
forcement learning (see Section 3.2), where the demonstration may be given in
order to guide and accelerate the learning through autonomous exploration.

5.2.1 Learning from Demonstration

The goal is to teach an articulated robot arm to perform different handling
tasks (behaviours) in a human-like manner. The motivation includes:

• Simplification of the teach-in-process for selected industrial and non-in-
dustrial tasks L. Hanson et al. [1999], for example, spray painting, clean-
ing, grinding, polishing, etc.
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• Teaching of service robots in a human-like way.

• Improvement of teleoperations for human demonstrators in human-hostile
environments and for space operations.

After having performed several typical handling movements, the robot can
learn typical parameters of the movement of the human arm, for example
smoothness of the trajectory, distribution of the motion over the individual
links, execution time, dynamics of the trajectory of the end-effector, etc.

5.2.2 Experiment Setup

The same motion capture system, ShapeTape from Measurand, was used in this
experiment as in the previously described experiment, see Section 5.1.1. The
training is done by a human demonstrator by means of this wearable sensor
device. The sensor signals of the input device are used to drive the motors in
the robot’s joints so that the robot copies the motion of the human arm in the
most exact way possible.

5.2.3 Method

By using the Dyna-Q algorithm, which combines learning and action with plan-
ning (see Section 3.2.4), a learning agent is used to control the robotic ma-
nipulator. When the agent has made its first action and the environment has
responded the Q-table and the model are updated. The model contains infor-
mation about which states that have been visited, what actions were taken
there, what state that action brought it to and the expected reward. When the
agent has taken a real action and observed the next state and reward, it starts
planning for n iterations using the model. This way an evaluation can be made
of the received information about the surrounding states.

In our implementation a discrete state-space is used and the learning aims
at making the manipulator reach a goal configuration from any position. There
are 1331 states (each joint position is divided into 11 discrete states, in total
1331 states) and at each joint an action can be go forward, backward or stay. In
all our experiments the learning rate, α, was set to 0.1 and the discount factor,
γ, to 0.95.

For reaching the goal configuration a reward of 100 was given and -1 for
all other state transitions. The task is episodic, that means when the goal con-
figuration is reached the trial terminates.

In our implementation the Dyna-Q algorithm described in Table 3.2 is used.
At the start the Q-table and the model are initialised with zero values. At each
new trial the manipulator is initialised to a random position. If it is in the
goal state the trial is terminated, otherwise an action is selected using ǫ-greedy
selection from Q and s. Then the observed new state, s′ and the reward are
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Figure 5.8: Block scheme of the system including demonstrator, shape tape, human arm
model, and robot.

determined, and the Q-table updated accordingly. The new state s′ and reward
are also stored in the model. The planning then starts, where the agent selects
one of the visited state-action pairs and retrieves the expected reward, and uses
this to update the Q-table. This planning can be called a “mental rehearsal”
process, thus implementing an indirect reinforcement learning algorithm.

If demonstration by the teacher should be used (the first n trials, where n

is the number of demonstrated trajectories) one of the recorded trajectories is
replayed to the agent to bootstrap the Q-table. When all demonstrated trajec-
tories are done, randomly initialised starting positions are given to the agent.

5.2.4 Human Arm Model

The first step in our system was a simple imitation of the motion of the hand of
the demonstrator which has already been realised by a direct connection of the
ShapeTape sensor and a kinematical model of the robot. Yet it turned out that
a plain imitation ignores the configuration of the demonstrator’s arm during
motion completely and offers no additional DOF to influence the robot’s con-
figuration. Therefore a model “in between” has been adopted that imitates the
kinematics of the human arm as much as possible. The features of the human
arm model are:

• direct analytical models with kinematical parameters, for example, link
lengths, ranges of angles, singularities, work spaces, numbers of DOF

• differential inverse kinematics to calculate the joint angles corresponding
to given Cartesian coordinates (Liegois [1977] and Palm [1992]).

The human arm is modelled by a 4-link mechanism with 7 DOF and the robot
as a 6 DOF mechanism, see Figure 5.9.
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Figure 5.9: A kinematical model of the human arm and the robot.

The redundancy of the human arm model and the different numbers of
degrees of freedom between the human arm model and the robot requires the
calculation of their direct and inverse differential kinematics, taking further
into account the position and the orientation both of the human hand and the
end-effectors of the robot. Figure 5.8 shows the block scheme of the whole
setup.

To the left in Figure 5.10 shows a simulation of a trajectory being taught by
the demonstrator using the ShapeTape. Ergonomic reasons led to the idea not
simply to imitate the trajectory of the human arm but to mirror it. The method
presented also makes the consideration of restrictions or side conditions possi-
ble, with respect to kinematical configurations and obstacles.

5.2.5 Simulation Results

For demonstrating the concept, a simulated robot was given the task to reach
a goal configuration, shown to the right in Figure 5.10, from a randomly ini-
tialised position. The simulations are done using Matlab and a robotic toolbox
(Corke [1996]), which also provides a visualisation of the simulation. To make
the state space convenient for calculations but without being unrealistically
small the number of used DOFs is reduced from six (in conventional industrial
manipulators such as the Puma 560), to only use the first three links. This per-
mits the manipulator to reach a certain position but not a specific orientation.

The actions are deterministic, which means the manipulator will move into
the next state from all states except from those that bring the joint out of range.
The range spanned from −180 to 180 degrees for each joint.
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Figure 5.10: To the left: simulation of the mapping between the wearable input device,
human arm model and robot. To the right: the simulated Puma560 robot in the Robotic
toolbox.

The ǫ-parameter has, in our experiments, little influence on the learning
curve. Instead the number of planning steps are of greater interest. Compar-
ing 0 and 100 planning steps together with a “soft planner” (when the state
space contained 1331 states) affects both the learning rate and the computa-
tional time. When we use 100 planning steps we call it “full planning” abbrevi-
ated FPL, and 0 planning steps we call “non-planning” abbreviated NPL. The
so-called “soft planner” (SPL) is a planner that decreased the number of plan-
ning steps linearly from 100 to 0 per episode with one planning step less per
episode. Six different experiments were carried out investigating the planning
variable, together with the RL bootstrapped by a demonstration (denoted GU
for GUided), versus RL with random exploration (denoted RA). Guided (GU)
and randomly initialised (RA) reinforcement learning are combined with full
planning (FPL), non-planning (NPL) and a soft planner (SPL). GU and RA are
combined with different planners FPL, NPL and SPL.

The graph in Figure 5.11, where the agent uses the demonstrated trajec-
tories to provide the exploration policy for the first 20 episodes in order to
bootstrap the learning, shows how the learning curve jumps up when the agent
is “released” and explores autonomously. The non-planning agent jumps up to
about 200 trials and slowly converges, while the two planning agents perform
equally well, initially about 40 steps per episode. The graph in Figure 5.12
shows initially random agents and compares the planning and non-planning
cases. Here the non-planning agent, as before, needs several more episodes be-
fore converging compared to the planning agent.

A comparison between the guided and initially random case is shown in
Figure 5.13. Between the 20th and the 35th trial the initially random agent
actually performs a little better than the guided agent.
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Figure 5.11: The average number of steps per episodes measured over 20 experiments
with 1331 states and 27 actions. Guided (GU), initially random (RA) reinforcement
learning are combined with non-planning (NPL), a full planner (FPL) and soft planner
(SPL). The left graph shows guided RL.

Planning improves the convergence result and speeds up learning, measured
in steps per episodes, but slows down learning when measuring CPU time. Even
though the first trial in the unplanned tasks took approximately 2500 steps, the
computational time was the lowest, about 50 times faster than its correspond-
ing planning agent. The soft planning agent performs roughly twice as fast
compared to the full planning agent. Since the planning has its main impact on
the first trials, other planners will be investigated in our future work. Table 5.2
summarise the comparison between the computational times needed for 0 and
100 planning steps together with the soft planner.

In these simulations the trajectories from the ShapeTape-sensor for the guid-
ed agent was not used, instead we used a set of hand-generated trajectories (20
in total). Our aim is to integrate the two modules in our future work.

5.2.6 Discussion

We have shown some of the problems to overcome on our route towards a
guided robotic manipulator that can learn to imitate simple behaviours from
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Figure 5.12: The average number of steps per episodes measured over 20 experiments
with 1331 states and 27 actions. Guided (GU), initially random (RA) reinforcement
learning are combined with non-planning (NPL), a full planner (FPL) and soft planner
(SPL). The shows graph the initially random case.

a teacher. This can be applied to teleoperation or as a starting point for more
sophisticated teaching by demonstration tasks.

We have also shown how a demonstration can speed up the learning and
how reinforcement learning then continues as the agent continues to explore.
The planner further accelerates the learning. After the agent’s initial fully guided
trials it starts to run autonomously but is still not optimal. While these prelimi-
nary results are encouraging, the learning time is still too high to be really useful
on actual robotic systems.



5.2. A DYNA-Q APPLICATION FOR A ROBOTIC ARM 83

0 5 10 15 20 25 30 35 40 45 50
0

10

20

30

40

50

60
Average learning curve of a series of 20 experiments, epsilon 0.01

S
te

p
s
 p

e
r 

e
p
is

o
d
e

Episodes

GU + SPL
RA + SPL

Figure 5.13: The guided case compared with the initially random case, the guided agent
replays the demonstrated trajectories the first 20 steps, and is then released to work
autonomously.

Planning mode Guided Initially random

Non 14.6 sec 25.4 sec
Full 708.0 sec 1435.4 sec
Soft 237.1 sec 752.0 sec

Table 5.2: Number of seconds for each computation displayed in the Figures 5.11, 5.12
and 5.13. 100 planning steps increases the computing time, but decreased the number of
iterations before the learning converges, while 0 planning steps increases the number of
episodes before convergence, but decreases the computational effort. The soft planner is
a trade-off of both.





Chapter 6

Conclusions and Future Work

This chapter gives a short summary and conclusions to this thesis and proceeds
with a future work section. In the future work section, an outline is given of
our intended direction, expected contributions and the over all goal with our
work.

6.1 Summary and Conclusions

In this thesis, the basics of manipulators, that is robot arms, were given in
order to introduce the topic to the reader. Also different methods for robot
learning have been reviewed, looking at applications and methods aiming at
robot learning from demonstration. Methods that enable self-improvement are
of special interest, such as reinforcement learning, simply because it is beneficial
to have one learning technique that is independent of if learning is from observ-
ing a demonstrator or by observing its own actions. An overview of the field
of Robot Learning from Demonstration was also presented, which emphasised
work on robots with several degrees of freedom, such as manipulators and hu-
manoid robots. Some initial experiments were presented in Chapter 5, using
learning methods for teaching of manipulators.

Demonstrations should be used for two reasons; they can provide knowl-
edge of the task, otherwise hard (or impossible) for the agent to gain; and
secondly, the demonstration should improve the performance of the system
by decreasing the time to program the robot (speed up the learning). Learn-
ing can provide the agent with basic behaviours, without knowing the task at
programming time. Another important issue that has been mentioned is the
dimensionality of the task. Given an anthropomorphic manipulator the num-
ber of possible states and actions are very many. This dimensionality problem,
when using continuous spaces, require suitable function approximators, which
is covered in Chapter 3.

An overview of related work within robot learning from demonstration was
given in Chapter 4, which outlined questions and solutions, focusing on how
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to learn from a demonstration. The main issue for this research is on how and
what kind of learning should be deployed to benefit from a demonstration and
continue to learn by self observation. The most challenging task is to develop a
general learning architecture that is capable of:

1. first learning new tasks from a demonstration,

2. continue to learn after the demonstration is finished (self improvement),

3. do this in a real environment.

Although our experiments, presented in Chapter 5, are at an initial state and
have not yet produced any substantial result, they are encouraging. To further
develop our system, the next section outlines a proposal for future work, which
goal is to provide a manipulator that is simple to teach, has “built-in” basic
behaviours, and the ability to learn new basic and complex task.

6.2 Proposed Future Work

For the future work we propose a system consisting of a manipulator equipped
with range sensors, that is instructed to follow a trajectory demonstrated by
a human teacher wearing a motion capturing device. During the demonstra-
tion a three dimensional occupancy grid of the environment is built using the
range sensor information and the trajectory. The demonstration is followed
by an exploration phase, where the robot undergoes self-improvement of the
task, during which the occupancy grid, updated by the range sensors, is used
to avoid collisions. In parallel a reinforcement learning (RL) agent, biased by
the demonstration, learns a point-to-point task policy. When changes occur in
the workspace the occupancy grid will be updated online by the sensors. The
learning system should, in case of a change, also either update the policy, create
a new policy or if all fail request a new demonstration.

The goals for the future work outlined in this section are to achieve a robot
system with a manipulator that is easy to teach and possesses learning and
sensing capabilities. These goals could be achieved with a system that learns
a task by demonstration and, by using feedback from range sensors during
the demonstration, is able to learn an internal model of the environment, bi-
ased the demonstration. The system should also determine for itself where the
manipulator can go safely, which means obstacle avoidance is included. The
task’s trajectory is improved by using off-policy reinforcement learning, but
if the uncertainty is too high for making exploration, further guidance from
the teacher is needed. This will altogether become a platform that is flexible
and self-improving for simple handling tasks. Thus, a manipulation scenario
becomes possible, where new items can be introduced and removed from the
workspace, making the robot work in a non-stationary environment. By using
a motion capture device instead of a teach pendant (the manipulator’s control
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panel) the teaching is intuitive, fast and natural, however, not very accurate.
The teacher can very easily show the manipulator a task’s trajectory and which
parts of the workspace that are free.

6.2.1 Proposed Method

From an RL-agent’s point of view the purpose of the initial demonstration is
two-fold; first the start and goal position of the task is obtained. Secondly the
demonstrated solutions will guide the agent and avoid the long trial-and-error
search that the RL-agent must otherwise face. This way the agent will not per-
form any trial-and-error search until it has gained some confidence about the
current state of the environment. If the self-improvement property is unwanted
then there is no need for exploration until the sensors indicate a change in the
environment, for example that an obstacle has been detected.

During the demonstration the trajectories will be recored and stored in a
three dimensional occupancy grid, where the traversed grid cells are marked
as free. When the robot approaches a state not visited before, or the environ-
ment has changed then the agent needs to explore. This exploration should be
done very carefully (that is, run at slow speed) and rely on the occupancy grid
to avoid collisions by using virtual collisions. With these virtual collisions the
range detector indicates an object, before a real collision occurs (see Martín
and Millán [1998]).

The Three Dimensional Occupancy Grid

An occupancy grid is a 3D representation of the workspace, where each grid
cell represent a region and the perceived sensor information is used to determine
a specific cells value. This grid is used by the policy learning to limit random
exploration used by the RL-agent in dangerous cells (that is not visited before)
to avoid collision. The occupancy grid will be continuously updated using range
sensor information. This will become very important when investigating non-
stationary workspaces and when the teacher is no longer available.

The occupancy grid can be represented by a number of cells, where each
cell is associated with a probability of being occupied by either an object that
should be manipulated or an obstacle. Cells visited many times during the
demonstration are marked as free with a high probability. There are two rea-
sons for having a coarse resolution of the grid cells:

1. the measurement error in the range sensors (that is, sonars) is relatively
high and

2. too high resolution will make the grid computational expensive.

The cells in the occupancy grid may also have irregular shapes with less
accuracy in the space far from the robot and with higher accuracy closer to the
centre of the workspace.
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With the occupancy grid, tools from other fields of robotics can be used,
dealing with similar problems. Within mobile robotics much work have been
done in obstacle avoidance and mapping. For example, Fairfield et al. [2005]
used a 3D-evidence grid (equivalent to an occupancy grid) for navigation of an
underwater robot.

Policy Learning and Planning

The RL-agent’s objective is to learn a policy, a mapping from given states to
actions, that leads to the highest accumulated reward. The reward is given at
the end of the task when the agent has reached the goal or, if the agent fails,
a punishment (negative reward) is received. By giving a small negative reward
every time step the agent will also try to minimise the time spent in searching
for the goal state. To avoid tedium when waiting for the agent to learn an
acceptable policy, which can take a long time, the initial policy is obtained
from the demonstration.

To shorten the planning sequence a Dyna-Q algorithm will be used (see Sec-
tion 3.2.4), which uses an internal model of the world by storing the next state
and the expected reward for each experienced state-action pair. Dyna-Q pro-
vides an architecture for making mental rehearsals, that is, planning or actions
that take place only in simulation. This accelerates learning and improves the
performance without performing actual actions (that is, indirect reinforcement
learning). This is a very important property since it can prevent the manipulator
from making real mistakes, which is not tolerable.

Putting it all together the problem is formalised in the form of states, actions
and rewards. This can be defined as:

States s the joint space where the manipulator works, Θ

Actions a joint velocities, Θ̇
Objective r a positive scalar reward for reaching the goal position,

given by the robot’s internal sensors, a negative reward
given by the range sensors and for each time step.

The state space is continuously covering the manipulator’s work space. The
actions are the joint velocities, with appropriate limits for each joint.

When the agent explores it also indirectly improves the occupancy grid mak-
ing it more reliable. The policy learning and the occupancy grid are updated in
parallel. An open issue here is how to use the 3D model for indirect RL. Ex-
ploration should be possible even if the uncertainty is high in some regions,
therefore joint velocities will be limited by an internal supervisor. The internal
supervisor interprets the occupancy grid and decides what actions to forbid.
The internal supervisor could also provide an adjustable trade-off between ex-
ploration and exploitation based on the distance to the goal and the time spent
in search for the goal. Because of the collision risk the actions should further
be limited by the range detectors, preventing the manipulator from moving into
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occupied cells, by making some actions forbidden. The range sensors could also
be used for giving a negative reward signal, for example, when the distance to
an obstacle is too small.

The RL-agent receives a reward signal when taking the end-effector to the
goal position, this signal is generated by using the manipulator’s internal sen-
sors (the encoders).

For continuous state and action spaces, Locally Weighted Learning (LWL),
see Section 3.1.4, will be used as a function approximator for the state-action
values, that is the Q-values. LWL is an instance-based learning technique, hence
no explicit training phase is needed, the training examples are simply stored in
the memory and a generalisation is made upon a query. While more and more
data is stored the query time will increase, so it is important to use an effective
way of retrieving stored data.

From Static to Non-stationary Environments

The demonstration is conducted in a static environment, where the RL-agent
builds its internal model of the world. During the demonstration the RL-agent
is passive and has no responsibility in action selection. In parallel, during the
demonstration, the 3D occupancy grid is filled with the perceived sensor infor-
mation. When the manipulator has performed the task, guided by the teacher
and trained by the mental rehearsals it can gradually become more and more
autonomous, that is, it takes actions according to the learned policy instead
of the recorded guided actions. The robot must also be able to cope with a
changes in the environment after the initial guided learning phase is finished.
Since the range sensors are continuously in use the 3D-occupancy grid will get
continuously updated. However, the internal model the RL-agent will not be
immediately updated, and it is an open question on how new data, interfer-
ing with old data, should be treated. Another problem is that since the whole
workspace is not in view the at all times, some part might not be within range
or occluded. Another issue is if some drastic changes occurs, when the robot
rather than try to solve this should contact the demonstrator/operator’s atten-
tion to provide assistance.

Figure 6.1 shows an overview of how the different parts discussed in the
above sections interact.

The Platform

Different small sized manipulators will be used for testing the simulated results
in a real environment. The range sensors (sonars) can be mounted in several
different ways, aligned with the links, perpendicular to the links, something in
between or a combination (not shown), see Figure 6.2 for examples.

Since cheap sensors has been chosen they might not be very reliable, so they
should not be considered as a replacement of a safety system to protect humans,
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Figure 6.1: A schematic overview of the proposed system.

Figure 6.2: Three different ways of mounting the range detectors onto the links. The
filled triangles mark the sensor locations and the dashed lines the beam patterns.

but as a safety system for the manipulator. A natural extension is to also mount
a range sensor on the gripper, making the approaching of objects safer.

6.2.2 Action Plan for the Future Work

The work outlined in this chapter will serve as a test bed for developing teach-
ing manipulation tasks and to test learning techniques on a manipulator. Meth-
ods originally developed for mobile robots, such as the occupancy grid, will be
tested for manipulators. The future work’s main steps will include the follow-
ing:

• develop an algorithm that can build a 3D occupancy grid from the teacher’s
motions,

• include the range sensors as a kind of “skin” for the system,

• investigate how the 3D model can be used as a dynamic map of a non-
stationary environment,

• investigate how the Dyna-Q learning algorithm must be modified and
extended to suit our needs in a non-stationary environment.
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This action plan concerns the methods but not the realization of the plat-
form itself, because the scientific value is in the methods, not in the platform.

6.2.3 Future Work Discussion

Our proposed platform is capable of recording human actions and mapping
them on to a robot manipulator for execution, and with the integration of learn-
ing capabilities we are working towards a self-improving system with planning
abilities and a basic obstacle avoidance strategy.

Other issues to investigate in future research, not addressed in this chapter,
are other behaviours, for example, different “approach object” strategies. It is
our belief that manipulators of the future must be simple to program (teach)
and need to possess basic behaviours such as avoiding collision, pick and place,
trajectory following, etc. Due to the simplified programming process this plat-
form could, for example, be used in workshops with small product series. The
ability to act in a non-stationary environment should make small and mid-size
enterprises more attracted to such an application.

To summarise the work suggested here, the two main components are the
platform and the methods applied to it. The platform, consisting of an indus-
trial standard manipulator, motion trackers for recording the demonstrators ac-
tions and range sensors. By applying learning methods to real robot scenarios,
using our platform, we hope to gain new knowledge and develop new solutions
to improve human robot interaction.





Appendix A

Notations and Symbols

Symbols used in Chapter 2:
i, j Index variables for joints and space respectively
n, m Number of joints and space variables respectively
DOF Degree(s) of freedom
θ Joint angle
Θ A column vector of joint angles
A
BRX(α) A rotation, α, around X-axis in frame A, resulting in frame B
T Arbitrary transformation matrix
J The Jacobian matrix
D A differential matrix
v Cartesian space position and orientation
v̇ Cartesian space differential
f() The forward kinematics function
f−1() The inverse kinematics function
J+ The Moore-Penrose pseudo inverse of the Jacobian
Kp Positional gain
Kv Velocity gain
Ki Integral gain
ts Starting time
tf Final time
τ Torque
θ̈∗ Corrected acceleration
R̂−1 Inverse model of the manipulator
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Abbreviations and symbols used in Chapter 3:
s State
a Action
r Reward
α Step size parameter
γ Discount factor
Q(s, a) State-action value
Q⋆(s, a) Optimal state-action value
x Input vector
y Scalar output value
E Error
y Output vector value
q Multidimensional query point
dE Euclidean distance
REINFORCE REward Increment = Nonnegative Factor times

Offset Reinforcement times Characteristic Eligibility

Abbreviations and symbols used in Chapter 4:
PbD Programming by Demonstration
MC Motion Capturing (system)
DOF Degree(s) of freedom
Θ Vector of joint angles
J+ Pseudo inverted Jacobian
x Vector of Cartesian coordinates
ALICE Action Learning via Imitating

Corresponding Embodiments
DRAMA Dynamical Recurrent Associative Memory Architecture
M Imitation metric
L Imitation level
s Imitation strategy
P (sl) Probability of strategy s associated with l

Abbreviations and symbols used in chapter 5:
x Pattern vector
m Mean vector
α Learning rate
γ Discount factor
s Present state
s′ Next state
FPL Full planner, a fixed number of planning steps on every iteration
ZPL Zero planner, no planning steps
SPL Soft planner, the number of planning steps are decreased

linearly for every iteration
RA Initially random, no demonstration in used
GU Guided, a demonstration is used to bias learning
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Abbreviations and symbols used in chapter 6:
s The agent’s state space, that is the manipulator’s joint space
a The agent’s action space, that is the manipulator’s joint velocities
r A scalar reward, positive or negative





Appendix B

Scaling and Weighting

B.1 Dimensional Scaling

The list below provide different (the most commonly used) measures for di-
mensional scaling, used in locally weighted learning.

• Unweighted Euclidean distance,

dE(x,q) =

√

∑

j

(xj − qj)2 (B.1)

• Diagonally weighted Euclidean distance,

dm(x,q) =

√

∑

j

(mj(xj − qj))2 =
√

(xj − qj)TMT M(xj − qj) (B.2)

M is a diagonal feature scaling matrix.

• Fully weighted Euclidean distance,

dM(x,q) =
√

(xj − qj)TMT M(xj − qj) = dE(Mx,Mq) (B.3)

M is an arbitrary feature scaling matrix, also known as the Mahalanobis
distance.

• Unweighted Lp norm,

dp(x,q) = (
∑

i

‖xj − qj‖
p)

1

p (B.4)

• Diagonally weighted Lp norm,

dp(Mx,Mq) (B.5)
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B.2 Weighting Functions

When there is a need for weighting each data point, the following measures are
commonly used:

• distance to a negative power,

K(d) =
1

dp
(B.6)

• inverse distance,

K(d) =
1

1 + dp
(B.7)

• Gaussian kernel,

K(d) = e−d2

(B.8)

• exponential kernel,

K(d) = e−|d| (B.9)

• quadratic kernel,

K(d) =

{

(1− d2) if |d| < 1
0 otherwise

(B.10)

• tricubic kernel,

K(d) =

{

(1− |d|3)3 if |d| < 1
0 otherwise

(B.11)

• uniform weighting kernel,

K(d) =

{

1 if |d| < 1
0 otherwise

(B.12)

• triangular kernel,

K(d) =

{

1−|d|
|d| if |d| < 1

0 otherwise
(B.13)
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