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Abstract

A framework for validating the images produced by the USARSim simu-
lation is set up. A standart college dormitory room is modeled in the simula-
tion to produce a controlled virtual environment. Four basic image process-
ing algorithms - Canny edge detection, template matching, active contours
and optical character recognition are implemented and metrics for evaluating
their performance are defined. Tests are run on images from the simulation
and from the real world, producing very similar results on three of the four
algorithms.

1 Introduction

UsarSim(Urban Search And Rescue Simulator) is a high-fidelity, real-time simula-
tor, built on top of the Unreal Tournament game engine[1]. The Simulator provides
a virtual environment for development and testing of robot control algorithms that
can easily be migrated to real robots. USARSim consists of three major parts
- a game engine, environment and robot models and a simulation engine. The
game engine provides a scalable client-server architecture, the Karma Engine [2] -
a powerful physics engine with realistic rigid body simulation, and a high quality
3-dimensional graphics rendering engine. On top of these components USARSim
provides levels - realistic 3-dimensional environment models. These are easily
created and edited using the provided UnrealEd editing tool. The Simulator also
provides models of some research robots, which are equippedwith a variety of
sensors. Both the robot models and their sensors are editable and programmable
using UnrealScript - an object oriented scripting languagethat comes with the Un-
real Tournament game. On top of these sits the simulation engine that provides a
socket API for controlling the robots during the course of the simulation and de-
livers sensor information to the programmable robot controller. Thus USARSim
provides a virtual environment for the development and testing of robot controllers,
before they are deployed on the real hardware robot.

One of the major challenges to be dealt with when programmingan intelligent
robot controller is robot navigation and consequently map exploration. The pre-
dominant method for solving this problem is the usage of a range-scanner sensor
to obtain an occupancy grid of the environment. The grid is then used to build a
map and frequently to determine the robot position as well - atechnique known
as SLAM[3]. The map is then used to navigate the robot around the obstacles.
In the past twenty years, however one other major approach has been developed
- vision based robot navigation[4]. In 1998 Taylor and Kriegman[5] proved that
vision can be used to extract specific features in the environment and thus for robot
navigation and obstacle avoidance. They also described an algorithm for obstacle
avoidance and navigation, while taking the image processing and feature extraction
and recognition for granted. Later, Ohya, Kosaka and Kak[6]constructed a prac-
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tical vision-navigated mobile robot. Their work, however concentrated on robots
that had knowledge of their environment - either a pre-builtmap or a sequence of
images with specific features. Other research groups like Schmitt et. al.[7] also
used vision oriented systems to construct realistic modelsof the environment and
subsequently enhance robot localization. In all these and many other applications
the use of the camera is predominant and crucial to the successful termination of
the algorithms used. Thus, the fidelity of the camera sensor in any mobile robotics
simulator is of great significance. In 2005 Koes et. al.[8] presented efforts to val-
idate USARSim as a simulator for Human Robot Interaction (HRI). Those efforts
however did not prove the validity of the camera sensor and thus its utility for an
automated mobile robot controller.

Most of the sensors available to real robots are also implemented in the simulator.
Some of the more common sensors include the sonar, range scanner, compass, INU
(Internal Navigation Unit), odometry and camera. We are predominantly interested
in the camera sensor, which provides snapshots of the environment, through the
graphics rendering engine of Unreal Tournament. Our aim is to construct a realis-
tic environment model and then extract images from precisely fixed points in this
model and compare them to images taken from the real environment. We will aim
to validate the camera sensor of the simulator by running andbenchmarking vari-
ous image processing algorithms on both sets of images and comparing the results.
For this purpose, we constructed three major components :

• Camera Bot - A small simulated robot which is able to take images at precise
locations in the simulated environment

• Environment - A three dimensional one-to-one model of a small confined
testing environment

• Benchmarker - A semi-automated program that runs a set of predefined im-
age processing and object recognition algorithms on the simulator and real
images and compares the results

We also predefined the performance metrics for the algorithms, as well as the pa-
rameters of the real environment and the real camera. We concentrated on some
of the major algorithms described in [9] and [10] as these have great practical use
and will provide a solid basis for comparison. The major algorithms tested are as
follows:

• Edge detection using the Canny operator as described in [11]. This algo-
rithm uses a combination of a few operators to achieve an accurate edge
detection. The first step is to use a Gaussian filter to remove some of the
noise. Then, a Sobel edge detection operator is applied - a template convo-
lution between the image and a Sobel template. Then a technique, known as
non-maximum suppression is used to thin down unnecessarilythick edges.
Finally, thresholding is applied on the image. The size of the Sobel template
and the threshold level are usually obtained empirically.
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• Template matching using Fourier descriptors [12]. This algorithm uses a
fixed template that is matched with features in the image. As comparing
pixel-by-pixel is slow and costly, this algorithm uses the correlation function
of the template matrix and the picture matrix to obtain a measure of the
similarity between the two. A further increase in speed is obtained by using
the FFT algorithm, transforming the correlation to a convolution and then
performing the convolution as multiplication in frequencydomain.

• Flexible shape extraction using the method of active contours as described in
[13] and in particular, the greedy snake implementation as in [14]. The snake
technique is a state-of-the art algorithm of image processing. It creates a set
of points, placed outside the target feature, that evolves to enclose it. This is
achieved by defining a function for the snake, whose energy decreases as the
snake points match the target feature.

• Optical character recognition using the generalized Houghtransforms, as
described in [10]. The Hough transform is a mathematical technique to lo-
cate shapes in images. It can be used to create template glyphs that are then
matched against the templates of printed characters, usually stored in a pre-
learned database.

For each of these algorithms we also define metrics accordingto which we will
asses their performance on the test images. We will then compare the performance
on the simulator and real-world images and try to infer the validity of the USAR
Sim simulation.

• Edge detection - we will test edge detection on three sets of images pro-
duced - one from the simulation and two from the real environment, where
we will vary the lightning conditions. We will compare the difference be-
tween the pixels of the edges produced. As the formal verification of images
produced by edge detection algorithms is still an open topicand requires the
implementation of complicated filters [17], we will try a slightly different
approach. We will compute the 2-dimensional correlation between images
from the simulator and the environment. We will compute fourquantities -
the autocorrelation of the simulated image, the correlation between the sim-
ulated image and each of the two real images and the correlation of the two
real images. Thus, we will produce a basis of comparison to asses the per-
formance of the Canny edge detector.

• Template matching - we will take pictures of the IUB logo at a fixed angle,
but varying the position. As the implemented template matching algorithm
is only 2-d position invariant and very sensitive towards rotation and scale
deviations, we will try to keep the distance to the image and the rotation of
the camera constant, but vary the other two degrees of freedom.

• Active contours - pictures of the mugs will be taken with varying roll, pitch,
yaw and position of the camera. We will measure the distance between the
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expected contour and the one produced by the algorithm and compare the
results. in order to measure that, for each snake point we will compute the
distance to the closest point from the expected contour and take the average.
This will give us the average distance from the snake points to the contour
we are looking for, but will not ensure that snake points havefit the contour.
In order to check that, we will visually inspect the images produced.

• Optical character recognition - two sets of images of text will be produced
and an OCR algorithm will run on each. We will then compute thelongest
common subsequence of the recognized text and the original text. This num-
ber will be normalized by the number of characters in the original string to
produce a rough percentage of successfully recognized characters.

These algorithms provide a broad basis for comparison and are frequently used in
many image processing applications. Salt and Pepper noise filtering will also be
implemented and both sets of images will be fed through the noise filter before
processing, as this is a common procedure to improve the picture quality before
processing.

2 Experiments and Procedure

In the following section we explain how each of the three components discussed in
the introduction was implemented.

Figure 1: CameraBot inside a skeleton environment

2.1 The Camera Bot

In order to implement the camera bot we first created a very simple model for the
body of the bot. The model consists of two cubes, with the smaller cube placed
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on top of the bigger one. This model was then saved as an UnrealMesh using
the unreal Tournament Editor[1]. It is also important to note that the mass of the
cube was set to zero, to the effect that the cube can levitate in midair, regardless
of its spawning position. After constructing the model, an UnrealScript[1] class
called CameraBot.uc was derived from the KRobot class, provided in the USAR-
Sim package. The class is a very simplified one, as the model does not have any
actuators, and thus no joints. The camera sensor was attached to the upper cube
and the UsarSim.ini file was updated to also provide the newlyadded class. Af-
ter recompiling the USAR package, the CameraBot was fully integrated into the
simulator and could be spawned at any desired position and orientation, using the
Usar.exe executable, that is provided with the simulator. In order to view the arena
from the camera of the bot we simply need to right-click inside the simulation to
attach the viewpoint to the camera. A snapshot of the CameraBot inside a skeleton
arena is provided in Fig 1. All further images from the simulation environment
have been taken as viewed from the camera sensor of the bot.

2.2 The Environment

Figure 2: Screenshot of the environment in UnrealEditor

In order to construct the simulation environment detailed measures of the real-
world model have been taken. All lengths in centimeters weredirectly mapped
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to unreal units. Using Unreal editor a set of Unreal brushes were created and
positioned, as to match exactly the positions of the objectsinside the testing envi-
ronment. Pictures of the objects were taken with a digital camera and the images
were processed, as to create textures for the simulation. The objects of interest
were also added to the environment at their corresponding locations. A screenshot
of the unreal model of the environment is provided in Fig 2

2.3 The Algorithms

All four algorithms were implemented using Matlab [18]. Thefirst three algo-
rithms were modeled after their description in [9], while OCR was modeled accord-
ing to the techniques described in [10]. We will now explain in detail how each al-
gorithm works, as well as some details about how the algorithms were implemented
and tuned. All of the code is available athttp://pandora.iu-bremen.de/t̃stoyanovor
upon request from the author.

2.3.1 Edge detection

Figure 3: The steps of the Canny edge detection operator

The edge detection algorithm implemented was the Canny edgedetection operator[11].
The stages of the algorithm are shown in Fig.3. First, a Gaussian filter is passed on
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the image, in an attempt to reduce the noise. A 5 by 5 pixel Gaussian template is
generated and convolved with the original image. This ensures that salt and pepper
noise and white noise are eliminated from the image, while retaining a reasonable
amount of detail. The second step is to apply the Sobel edge detection operator,
which yields the bottom left image in Fig.3. The Sobel operator is a first-order
edge detector that applies a template to separate regions ofhigh horizontal or ver-
tical frequencies in the image. The template size used was 3 by 3 pixels. The next
step of the Canny operator is a procedure called non-maximumsuppression that
passes a 3 by 3 matrix along the image to remove clustered pixels. This produces
lines of width only 1 pixel. The final step is to pass through the image, identify
pixels above a certain upper threshold and connect them to all neighboring pixels
that are above a certain lower threshold value. This yields the bottom right image in
Fig.3. This algorithm was tweaked for good performance on sample images from
the simulator and has constants specific for the simulated images. Those constants
were not changed for the real images, to analyze whether the algorithm can eas-
ily be migrated from the simulation to the real world. A certain limitation of this
configuration is that the neighborhood that is searched for pixels above the lower
threshold is limited by a recursion limit of 3 function calls, as allowing more calls
exponentially increases the runtime. Thus, a neighborhoodof maximum 27 by 27
pixels is searched around each edge point.

2.3.2 Template matching

Figure 4: Template matching. Picture of template (left), image with target fea-
ture(middle) and correlation(right)

For the template matching algorithm a simple template correlation was used. First,
the two dimensional Fourier transform of the image is computed using the Matlab
implementation of the two dimensional FFT algorithm. Then the template image is
transposed and padded to the size of the image. Then the Fourier transform of the
template is taken and multiplied with the transform of the image. Taking the inverse
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transform of the result gives us an image of the template convolution. We take the
transpose of the template instead of the template itself because the algorithm needs
to obtain the correlation of the two images and not the convolution. A complete
derivation of the formula is available at [9]. An example is show in Fig.4. On
the left is the template, followed by the inverted Sobel of the image and the final
result. The darker regions are the locations in the image where the template is
most probably located. In this example there are two distinct peaks, close to each
other. Such variations occur when the size of the template does not exactly match
that of the feature in the image, as this algorithm is not scale invariant. The usual
practice to obtaining a scale invariant implementation involve generating a pyramid
of possible templates of different sizes. A similar technique is used for obtaining
rotation invariance, although in this case the problem is more complicated, due to
the interpolation errors that occur when a digital image is rotated.

2.3.3 Snakes

Active contours, or snakes are one of the best performing feature extraction tech-
niques developed and also one of the most complicated ones. The idea is very sim-
ple - start by a number of points that encompass the targeted feature. The points
form a contour with total energy

Esnake =

1∫

s=0

Eint(v(v)) + Eim(v(v)) + Econ(v(v))ds (1)

whereEint is the internal energy of the contour,Eim is the energy component from
the image andEcon is the constraint energy. The internal energy is implemented as
the average distance between each two neighboring snake points, the constraint en-
ergy is the curvature of every three consecutive snake points and the image energy
is proportional to the value of the pixel that the snake pointis currently occupy-
ing. On each iteration of the algorithm the snake points are moved to minimize
the snake energy and eventually shrink the contour to that ofthe targeted feature.
There are several methods to solve rigorously and implementthe continuous solu-
tion of the snakes algorithm in a discrete space(ex. Kass Snakes[13]), however all
of them are beyond the scope of this project and thus a more simplified solution
was chosen for implementation. This solution is known as thegreedy snakes algo-
rithm and performs a greedy search on points in the vicinity of each snake point. It
computes a discretized version of equation(1) for each pixel in a 3 by 3 neighbor-
hood and moves the snake point to the pixel that has the lowestvalue forEsnake.
For the purposes of this algorithm the image energy is computed as the value of
every pixel in a normalized, inverted Sobel edge transform of the original image.
This implementation has a few inherent problems that sometimes lead to a com-
plete failure of the algorithm. the first, and most serious shortcoming is that the
snake points can get stuck at local minimums and stop moving.In general this is
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not that frequent, as if only one point moves this will likelytrigger motion of other
points and thus move the whole snake. To prevent cases when all points are stuck
we have increased the size of the search window from 3 by 3 to 9 by 9 pixels, which
has no considerable effect on the execution time, as the number of snake points is
generally low. The second problem concerns the choice of weighting coefficients
for each of the three components of the snake energy. Choosing a high value for
the image energy makes snake points migrate to the closest edges and distort the
original shape of the contour. Choosing too low a value on theother hand makes
the contour static, because even small changes in the spacing between points and
in the curvature have a huge impact on the total energy. Thus,choosing the proper
constants becomes a tedious process that is specific for eachimage analyzed. Over
a few tests constants that have a stable performance on the simulated images were
chosen, again with the purpose of testing how well the tweaked algorithm would
later perform on the real images.

2.3.4 Optical Character Recognition(OCR)

Figure 5: The stages of Optical Character Recognition

Optical Character Recognition is the problem of extractingtext from raster images
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of text. The algorithm described here works with very high accuracy on images
with low noise levels, but does not perform that well on very noisy images. The
first step of OCR is to properly align the text, so that all rowsare parallel to the
X axis. This is achieved by computing the Hough transform of the text image and
rotating it around an angle, equal to the most frequent Houghangle. The Hough
transform is a common tool for image processing which translates an image from
point space to line space, in accordance with the point-lineduality principle. Thus,
co-linear points are translated to the same line in Hough space. Assuming we have
a long enough text, all parallel lines that belong on characters will intersect in
Hough space and thus the angle of rotation can be determined.The next step is to
compute the vertical projection of the image and separate each row into a separate
glyph. This is possible, because of the white spaces betweenrows which are dis-
tinctly visible on the vertical projection of the image. Using a similar argument, we
can compute the horizontal projection of each row and separate letters into different
glyphs. The glyphs are then fitted to ensure there are no extrawhite spaces. This
algorithm is first performed on a learning image, which contains the whole charac-
ter set to be recognized, in a known order. Thus, a database ofcharacters and their
respective glyphs is created. Subsequent text images are processed in the same way
and for each character glyph a template matching is performed to find the character
from the database that has the greatest similarity. An example is shown in Fig.5
- the orignal image, the image after thresholding and inverting, after rotation and
after applying the Kfill filter. This algorithm achieves a 100% accuracy on images
grabbed from the screen, but is susceptible to noise, as stray pixels, unless filtered,
will be recognized as glyphs and matched against the database. A Kfill filter was
implemented to reduce salt and pepper noise and stray singlepixels, but that has
no effect on groups of noisy pixels. Filtering out such noiseis very hard, as it is
sometimes impossible to differentiate between a cluster ofnoisy pixels and a valid
character.

2.4 Test Data and Performance Measuremen

In order to test the performance of the algorithms three setsof images were taken
- one from the simulator under good lightning conditions andtwo from the real
world under slightly different lightning. Eight images were taken to test edge de-
tection, seven for template convolution, six for snakes andsix to test OCR. The
algorithms for measuring the performance were implementedin accordance with
their description inIntroduction and testing scripts were set up to help automate
the process.
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3 Results

In this section we present the results from the testing of each of the four benchmark
algorithms.

3.1 Edge Detection

Figure 6: Results for edge detection metric

Fig.6 presents the correlations between the edge images foreach of the test images.
The autocorrelation of the simulated image in column 1 are comparable with those
from the correlation between a well lit real world image and asimulated image
(column 2). The same is true in most cases about the correlations of the simulation
and the bad lit image, compared to the correlations of the well lit and bad lit image
(columns 3 and 4). The slight deviations are mainly due to minor deviations of the
positions of the camera when taking the images. An example run of the algorithm
on representatives of each of the three sets is shown in Fig.7(test image 1 from
Fig.6). The images are very similar under visual inspection, which only confirms
the results from the automated testing.
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Figure 7: Edge detection performed on simulator(middle) and real world(left,
right)

3.2 Template Convolution

Figure 8: Results for template convolution metric

Fig.8 presents the results for the distances(in pixels) between the actual position of
the target feature(IUB logo) and the position estimated with template convolution.
Except for the third and the seventh image, the distances arebelow 100 pixels,
which is about one and a half times the template size and a verygood result. In
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Figure 9: Template convolution performed on simulator(left) and real
world(right,middle)

most of the cases the results on the three images are very close, with the noticeable
difference of image 6, where the well lit real image shows a much worse behavior
than the other two. In most cases however, the performance isalmost identical, as
visual inspection of Fig.9(test image 1) again confirms.

3.3 Active Contours

Fig.10 shows the average distance in pixels between snake points and target fea-
tures for the three sets of images. The results show a maximumdeviation of about
11 pixels, which is a good result, as well as some excellent performances on im-
ages 4 and 6 with average distance of about 3-4 pixels. The results for Image 6 are
also presented in Fig.11 (simulation), Fig.12 (real-world) and Fig.13 (real-world
bad light) and in this case all snake points are nicely aligned on the contour. Again,
the performances on the three sets are comparable, and although the constants have
been tweaked for the simulation, the real images sometimes outperform the simu-
lated ones.

3.4 Optical Character Recognition

Fig.14 presents the results of testing optical character recognition on two sets of
images - one from the real model and one from the simulation. The figure measures
roughly the percentage of recognized characters in each case. The success rate in
both cases is pretty low, and noticeably lower in the case of the real world images.
Inspecting the sample image in Fig.15 gives a very good explanation for these low
figures - the high level of noise. The figure shows the originalimages on the top
- simulation on the left and real image on the right, as well asthe images after
filtering and rotation on the bottom. The bottom images exhibit a low quality and
high fragmentation on the characters. This is due to the rigorous filtering that has
removed most of the noise, but also parts of the characters. As the images from
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Figure 10: results for the Active Contours metric

the real camera exhibit higher level of noise, they also havea lower quality after
filtering and thus a lower success rate of recognition.

4 Conclusion

The results presented confirm that the USARSim simulator provides a very accu-
rate, high quality graphics engine. The first three algorithms tested exhibited very
similar performance on the simulated and real images. This is a very important
result, because it shows that image processing algorithms written and tweaked for
a robotic controller of a simulated robot can be easily migrated to a real platform.
The only algorithm that exhibited a noticeably better performance on the simulated
images is the Optical Character Recognition. This, as discussed earlier is because
of the slightly higher noise levels on the real images. This noise is easily filtered
out for the purposes of the other three algorithms, but has a significant influence on
OCR. This is because the version of OCR implemented is not tolerant to images
with low signal-to-noise ratio (SNR) as is the case with raster images of text. Thus,
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Figure 11: Snake algorithm performed on simulated image

Figure 12: Snake algorithm performed on real image
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Figure 13: Snake algorithm performed on real image

in the cases of SNR sensitive algorithms, the simulation performs a little better, as
the noise levels superimposed on the images are neither as high, nor as random
as those expected from a real-world image. For all other general-purpose image
processing algorithms, the simulation is very accurate andprovides a valid testing
environment.

5 Further Research

The major issue that requires further investigation is naturally implementing a noise
generator that would mimic the noise obtained from a real camera. A good starting
point would be implementing several SNR-sensitive image processing algorithms,
like OCR. These can later be used as a framework for benchmarking on the im-
ages from the real and simulated models. Different probabilistic noise generation
methods can then be implemented and superimposed on the simulation and com-
pared, based on the performance of the algorithms. A perfectsimulation of the real
noise is of course impossible, however this framework will provide a good basis
for choosing a very close match.
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Figure 14: Results of OCR metric

Figure 15: OCR performed on simulator(left) and real world(right)
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