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Abstract

The Scale Invariant Feature Transform, SIFT, has been successfully applied to robot localization. Still, the number of features extracted with
this approach is immense, especially when dealing with omnidirectional vision. In this work, we propose a new approach that reduces the number
of features generated by SIFT as well as their extraction and matching time. With the help of a Particle Filter, we demonstrate that we can still
localize the mobile robot accurately with a lower number of features.
c© 2006 Elsevier B.V. All rights reserved.
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1. Introduction

Omnidirectional vision sensors are very attractive for
autonomous robots because they offer a rich source of
environment information. The main challenge in using these
for mobile robots is managing this wealth of information [1].
When extracting local information using the Scale Invariant
Feature Transform (SIFT) [2] from panoramic images, the
number of local features, also known as local interest points
or keypoints, is huge due to the rich information that is usually
presented. This consequently leads to high computation time
when comparing the local features during robot localization.
In this paper we propose a new approach, iterative SIFT, and
apply it to the robot localization problem. We try to reduce
the computational effort of the feature extraction and matching
process as much as possible while maintaining high localization
accuracy. This means that the robot will try to localize itself
using a substantially lower number of keypoints than with
classical SIFT.
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2. Scale Invariant Feature Transform

The Scale Invariant Feature Transform (SIFT) developed by
Lowe [2] is invariant to image translation, scaling, rotation,
and partially invariant to illumination changes and affine 3D
projection. The SIFT algorithm has four major stages:
(1) Scale-space construction: A scale space is constructed from

the original image to be used for extracting the keypoints
and their descriptors.

(2) Scale-space extrema detection: A search over scale space
is performed to identify the potential interest points. The
location and scale of each candidate point is determined
and the keypoints are selected based on some measures of
stability.

(3) Orientation assignment: One or more orientations are
assigned to each keypoint based on local image gradients.

(4) Keypoint descriptor: A descriptor is generated for each
keypoint from local image gradient information at the scale
found in stage 2.

These stages are discussed in detail as follows.

2.1. Scale-space construction

The SIFT feature algorithm is based on finding locations
within the scale space of an image where features can be
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Fig. 1. Local extrema detection. The pixel marked × is compared against its
26 neighbours in a 3 × 3 × 3 neighbourhood that spans adjacent DoG images
(from [2]).

reliably extracted. The first stage is to construct a scale-space
which consists of a set of blurred and subsampled versions
of the original image. For an image I , the scale space is
constructed using a Gaussian kernel G(x, y, σ ) with different
values of σ :

L (x, y, σ ) = G (x, y, σ ) ∗ I (x, y), (1)

where ∗ is the convolution operation in x and y, and

G(x, y, σ ) =
1

(2πσ 2)
exp

−(x2
+y2)

σ2 . (2)

Starting with the original image I , the first step is to
convolve the image using G(x, y, σ ) which leads to a blurred
image L(x, y, σ ). This operation is repeated using G(x, y, kσ)

which leads to a further blurred image L(x, y, kσ). The
difference between the two blurred images D(x, y, σ ) is given
by:

D (x, y, σ ) = (G (x, y, kσ)− G (x, y, σ )) ∗ I (x, y) ,

= L (x, y, kσ)− L (x, y, σ ) . (3)

We refer to D(x, y, σ ) as the Difference of Gaussians (DoG)
image, which can be computed from the difference of two
nearby scaled images. The convolved images are grouped by
octave, where an octave corresponds to doubling the value of σ ,
and the value of k is selected so that we obtain a fixed number
of blurred images per octave.

2.2. Scale-space extrema detection

Points in the DoG function, which are local extrema in
their own scale and one scale above and below, are extracted
as candidate keypoints. This operation requires the search for
the keypoints of a given scale in three different DoG’s. To
speed up the search, each point is compared with only the eight
surrounding points of the same scale as well as nine points from
the scale above and nine points from the scale below, as can be
seen in Fig. 1. It is important to notice that each DoG image can
hold positive as well as negative values. The median of each
DoG is assumed to be 0. The local extrema can be defined as
one of two cases; either a positive point that is larger than the
26 neighbouring points or a negative point that is smaller than
the 26 neighbouring points.

Once all candidate keypoints are found, the following three
operations are performed: First, interpolation of nearby data
is used to accurately determine the position of each keypoint.
Second, keypoints with low contrast are removed by comparing
the contrast with a given threshold. Third, responses along
edges are eliminated.

2.3. Orientation assignment

To determine the keypoint orientation, a gradient orientation
histogram is computed in the neighborhood of the keypoint.
The contribution of each neighboring pixel is weighted by
the gradient magnitude and a Gaussian window with a value
of σ that is 1.5 times the scale of the keypoint. Peaks in
the histogram correspond to dominant orientations. A separate
keypoint is created for the direction corresponding to the
histogram maximum, and any other direction within 80% of
the maximum value. All the properties of the keypoint are
measured relative to the keypoint orientation, which provides
invariance to rotation.

2.4. Keypoint descriptor

The descriptor is formed from a vector containing the values
of all the orientation histogram entries. The best results are
achieved with a 4×4 array of histograms with 8 orientation bins
in each histogram. Therefore, the experiments in this paper use
a 4×4×8 = 128 element feature vector for each keypoint. The
feature vector is also modified to reduce the effects of variation
in illumination. For a more detailed discussion of the keypoint
generation and factors involved see [2].

SIFT features are distinctive invariant features used to
robustly describe and match digital image content between
different views of a scene. In [3,4] the SIFT scale and
orientation constraints are employed for matching stereo
images; after matching the features, the authors used a least-
squares procedure to reach better localization performance.
In [5] a modified version of the SIFT approach is proposed
and used to solve the robot localization problem; their approach
takes the properties of panoramic images into consideration.
The work in [6] proposes an approach to modeling the pose-
dependent characteristics of the SIFT features; their model
is a learning based one and is successfully applied to the
robot localization problem. In order to further minimize
the classification errors during localization, the work in [7]
proposes extracting SIFT features from each image and then
using spatial relationships among the locations by means of a
hidden Markov model. In [8] an image map based on SIFT and
Harris corners is built and used later for localization.

While invariant to scale and rotation, and robust to other
image transforms, the SIFT feature description of an image
is typically large and slow to compute. For example, the
work in [9] is a study of SIFT features for outdoor robot
localization. Although their approach was able to find stable
features despite the varying illumination, the authors reported
some disadvantages of using SIFT, specifically the long time
taken to extract the features from an image. Furthermore,
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the number of features is immense, which poses problems
when searching for the matching pairs, along with having to
store a large amount of data. This problem was addressed
by [10], where the computation time of the feature extraction
was reduced by eliminating the rotational normalization and
rotational part of the SIFT descriptor. They used the fact that
rotational invariance is not needed for a camera fixed on a
mobile robot moving in a plane. This idea can not be directly
applied to omnidirectional vision because the images rotate as
the robot translates [11].

3. Iterative SIFT

The main objective of the iterative SIFT approach is
to reduce the number of keypoints and their corresponding
extraction and matching time, while maintaining the same
descriptor for each keypoint. In other words, we will modify the
second stage of the SIFT approach, explained in Section 2, and
maintain the other stages without any changes. In the classical
SIFT approach, keypoints are detected by testing each value
in the DoG at each scale with the 8 surrounding values of the
same scale as well as with the 9 neighbouring values in the scale
above and 9 neighbouring values in the scale below. The first
and last DoG scales are not examined. This means a maximum
of 26 × m × n comparisons for a DoG of size m × n, taking
into consideration the fact that points around a given border
of each DoG are not included in the keypoint detection, as
shown in Fig. 1. Since SIFT establishes multiple scales in each
octave, the above analysis is applied several times to each scale
in each octave. Each octave has one quarter of the pixels of
the previous one, so that keypoint detection in lower octaves
requires more time than in higher ones. Fig. 2 shows an example
of applying the classical SIFT detector to a panoramic image.
The number of detected keypoints, represented as circles, is
291. This large number of interest points is beyond what the
robot actually needs in order to localize itself. We aim to modify
this exhaustive search into a sampling-based one.

In the proposed approach, the number of keypoints can
be defined in advance. The process of finding the keypoints
continues iteratively without the need for sequentially going
through the whole scale space. This involves two phases. The
first phase is to randomly search the scale space for local
extrema. The random search is followed by an update phase
only when the local extremum is more likely to be found.

The theory behind the iterative SIFT approach is mainly
based on the assumption that local extrema points are located
in a blob region [12], i.e. smooth wide two-dimensional hills
or valleys. In other words, blobs are regions in the image
that are either significantly brighter or significantly darker than
their surroundings. Local extrema cannot be located on a flat
region and are unlikely to be found near to it. Other possible
locations of local extrema are spikes, i.e. rapidly changing
narrow regions. But since the scale space structure involves
multiple smoothing operations on the image, only information
on the coarse scale remains and the spikes are filtered out.

With the above assumptions we can say that our search
mechanism involves dealing only with two cases when
searching for a local extremum: (1) In the case where a blob
region is detected, an update phase handles the search for the
position of the local extremum in that region. The search ends
either when the local extremum is found or when a given
number of trials elapses. (2) In the case where a non-blob region
is detected, the result of the search in this area is ignored and
the search is started somewhere else.

The test whether a point p lies in a blob region or not
is shown as a function isBlob() in Eq. (4), where TScale is a
threshold depending on the scale of the point p.

isBlob =

{
True (Abs(DoG(p)) > TScale)

False otherwise
(4)

Algorithm 1 Iterative SIFT algorithm
Definitions:

NKeys: The number of requested keypoints.
NSamples: The number of samples, where NSamples >

NKeys.
NTrials: The number of trials.
NScales: The number of Scale images.

initialization: Keypoints← {};
for Scale← 1 to NScales do
{(xi , yi )} ← RandomCoord(), given that
isBlob (p (xi , yi )) is True, ∀i = 1, 2, ..., Nsamples;
i ← 0;
while i < NSamples And |Keypoints| < NKeys do

i ← i + 1;
trial← 0;
ExtremaFound← False;
while trial < NTrials And ¬ExtremaFound do

if isExtremum (xi , yi ) then
Keyi ← KeypointDescriptor(xi , yi );
Keypoints← Keypoints ∪ {Keyi };
ExtremaFound← True;

else
(xi , yi )← findNewCandidate (xi , yi );

end if
trial← trial+ 1;

end while
end while

end for

In the iterative SIFT algorithm, see Algorithm 1, the fol-
lowing functions are used: The function KeypointDescriptor()
builds the keypoint descriptor for the point located at (xi , yi ).
The function RandomCoord() returns a set of randomly chosen
(x, y) coordinates bounded by the size of the current scale. The
function isExtremum() tests whether the point located at (xi , yi )

is a local maximum or local minimum. This involves comparing
the value of a point with the 26 neighbours as explained above.
The function findNewCandidate() searches the 8 neighbours of
the point (xi , yi ) in the same scale and returns the coordinate
of the maximum point if p(xi , yi ) is positive and the coordi-
nate of the minimum point if p(xi , yi ) is negative. Note that the
DoG image contains both positive and negative points with the
median 0.
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Fig. 2. A set of 291 keypoints detected using the classical SIFT approach. The
radii of the circles correspond to the scale of the keypoints.

The algorithm is clarified as follows: we first initialize a
set of samples with random numbers, each of which holds a
value that represents the coordinate of one of the points in
the current scale. The samples are then verified so that only
those that have a value above the given threshold TScale remain.
This reflects our assumption that a value above this threshold is
most probably a point that lies in a blob. The total number of
samples in the algorithm after verification should be NSamples
and depends on the size of the scale image.

The search for keypoints in the algorithm is applied to
one scale after another. The search stops when the required
number of keypoints NKeys is reached. The search within a blob
involves testing whether the current point is a local extremum
using the function isExtremum(). If the point is an extremum
then the keypoint descriptor is generated for that point. If
the current keypoint is not a local extremum, the function
findNewCandidate() returns a new coordinate for a candidate
local extremum. With this update, the sample is assumed to
move in the direction of the local extrema. The update goes
on until the local extremum is found or until the maximum
number of trials, NTrials, is reached. In the latter case the point
is neglected and the search is performed by another sample in
another randomly selected new location.

Fig. 3 shows an example of applying iterative SIFT to the
same panoramic image seen in Fig. 2. The number of required
keypoints is set to 50. We can see that the detected keypoints
are uniformly distributed in space.

In order to study the relation between the number of samples
NSamples used in the algorithm and the number of detected
keypoints, the following experiment is performed: we apply
the above algorithm to a set of 100 different images and set
the value of Nkeys to 1000. Knowing that there is no image
in the set that contains 1000 keypoints or more, the algorithm
terminates after going through all the scales NScales, and it
returns a number of keypoints that is proportional to the value of
Nsamples. This experiment is repeated using different numbers
of samples and different numbers of iterations (NTrials). Fig. 4
shows the result of this experiment where the average number
of keypoints using both SIFT and iterative SIFT is plotted. The
result using SIFT is constant because it does not depend on the
number of samples. The average number of features using SIFT
Fig. 3. A set of 50 keypoints which are detected using the iterative SIFT
approach.

Fig. 4. The number of keypoints extracted for a given number of NSamples and
NTrials (iterations) for 100 different images.

is 267. We can also see that iterative SIFT usually detects much
fewer keypoints, but can detect the same number of keypoints as
SIFT using a large number of samples. Also we see that using 4
or 7 iterations always leads to faster detection of keypoints than
using 2 iterations. When using 1 iteration only, the algorithm
terminates after detecting a small number of keypoints.

The corresponding feature extraction time of the above
experiment is shown in Fig. 5. From this figure we can conclude
that the number of samples maintained should be less than
1 × 104 so that the feature extraction time of iterative SIFT
does not exceed that of SIFT. The average computation time
for SIFT is 1.05 s.

4. Time considerations of iterative SIFT

In this section we study the feature extraction time and
the matching time of the iterative SIFT approach. During the
localization process of a mobile robot, the robot extracts a set
of local features from the current image that it observes and
compares each of these features with the features that are stored
in its database in order to estimate its position. Therefore the
overall localization time is the sum of the feature extraction
time of one image and the time for matching these features to
those in the database. Although we aim to reduce the feature
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Fig. 5. The corresponding computation time for the experiment of Fig. 4 using
a 3 GHz Pentium 4 PC.

Fig. 6. The time required to extract a given number of keypoints on 100
different images, including the time of calculating the DoG, done with a 3 GHz
Pentium 4 PC.

extraction time by applying random search for the keypoints,
we also aim to minimize the matching time by reducing the
number of detected keypoints.

Fig. 6 shows the feature extraction time when applying SIFT
and iterative SIFT to a set of 100 different images. The plot
shows that SIFT detects an average of 268 keypoints and the
average time used for the detection is 1.05 s. The time for
detecting a given number of keypoints in iterative SIFT rises
exponentially as the required number of keypoints increases.
This time exceeds the computation time of SIFT when the
number of required keypoints is larger than 220 because our
approach is based on samples which are randomly distributed
in the search space. These samples need much more time than
the linear approach of SIFT in order to cover the whole search
space. Still, the application of robot localization does not need
such a large number of keypoints as SIFT produces. This can
be seen later in Section 6.

Since the number of keypoints using iterative SIFT is clearly
reduced, the time for matching two sets of keypoints during the
robot localization process can be minimized to a great extent.
Fig. 7 shows the feature extraction and matching time required
Fig. 7. The time required to extract and match a given number of keypoints
using iterative SIFT versus SIFT. The experiment is performed by comparing
100 images with 603 database images. This is done with a 3 GHz Pentium 4 PC.

by each approach when matching one set of 100 images to
another set of 603 images. The localization time of SIFT is
different for each image depending on the number of detected
keypoints in it, i.e. the number of detected keypoints depends
on the image content. The average localization time for SIFT
is 10.20 s. On the other hand, the localization time is constant
in most cases using iterative SIFT unless the required number
of keypoints cannot be found. This happens in the images that
contain few visual details. The average localization time for
iterative SIFT using 100, 50, 25 and 10 keypoints is 3.78, 1.84,
0.97 and 0.42 s respectively.

5. Monte Carlo localization

Monte Carlo methods or Particle Filters [13] have become
quite popular in recent years for estimating the state of a system
at a certain time based on the current and past measurements.
The probability p(X t |Z t ) of a system being in state X t given a
history of measurements Z t = {z0, . . . , zt } is approximated by
a set of N weighted particles:

St = {x
(i)
t , π

(i)
t }, i = 1 . . . N . (5)

Each particle x (i)
t describes a possible state together with

a weight π
(i)
t , which is proportional to the likelihood that the

system is in this state. Particle Filtering consists of three main
steps:

(1) Create a new particle set St+1 by resampling from the
old particle set St based on the particle weights π

(i)
t , i =

1 . . . N .
(2) Predict the next particle states based on the dynamic model

p(x (i)
t+1|x

(i)
t , ut ) with odometry ut , i = 1 . . . N .

(3) Calculate the new weights by application of the measure-
ment model: π

(i)
t+1 ∝ p(zt+1|X t+1 = x (i)

t+1), i = 1 . . . N .

The estimate of the system state at time t is the weighted
mean over all particle states:

X̂ t = E(St ) =

N∑
i=1

π
(i)
t x (i)

t . (6)
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The weights π
(i)
t are normalized so that

∑N
i=1 π

(i)
t = 1. In

our case the state is described by a three dimensional vector
xt = (x, y, θ)t containing the position of the robot (x, y)

and the orientation θ . The x and y coordinates are initialized
randomly within a radius of one meter around a randomly
selected database position.

To estimate an initial orientation θ , a 32 bin orientation
difference histogram is created where the orientation difference
is calculated from the matched points. The highest bin is then
used to calculate the orientation with an added random value
drawn from a normal distribution with standard deviation π/8
rad. The prediction and measurement steps are described in the
following sections. In the experiments, a total of 500 particles
were used and 10% of these were randomly reinitialized at each
iteration to enable relocalization.

5.1. Dynamic model

All state variables x (i)
t = (x, y, θ)t are updated from

the odometry readings ut from the robot. To cope with the
additional uncertainty due to odometry error, the odometry
values are updated with small random values drawn from a
normal distribution, using a standard deviation of 0.1 rad for
the rotation and a standard deviation of 2% of the measured
distance for the translation.

5.2. Measurement model

To calculate the weight of particles only the database
location that is closest to the current particle is used. This
means that the computation time will decrease as the particles
converge around the true location of the robot, since fewer
features in the database will need to be matched to the current
image. The weight is based on the number of interest points
that match between the current image and the corresponding
database image (N (i)

match). A candidate interest point match
is considered if the lowest match value, calculated from the
squared Euclidean distance between the histograms, M1, is less
than 60% of the next lowest match value M2. This factor was
found empirically and also used in [14]. This guarantees that the
interest point match will be better than the other possibilities.
No interest point is allowed to be matched against more than
one other interest point. If an interest point has more than one
candidate match, the match which has the lowest match value
among the candidate matches is selected.

All particles that are closest to the same database point will
have the same match value. To avoid drifting of the particles
away from the database position, the weighting function fw(d)

is applied:

fw(d) =

exp
(
−

(d − σ)2

τ 2

)
(d > σ)

1 (d ≤ σ)

(7)

where d is the Euclidean distance between the particle position
and the database position. In the experiments, σ and τ were
set to 2T where T is the minimum distance between database
positions. The new weight is then calculated as π

(i)
t = fw(d) ·

N (i)
match.
6. Experiments

6.1. Building the database

The robot’s environment model for self-localization consists
of a database of features, where one set of features is stored for
each database position. The features are calculated from images
taken at a set of known positions. To obtain these positions
and the ground truth data for performance evaluation, a SLAM
implementation was applied using the technique described
in [15]. A total of 603 images were collected covering an area
of approximately 60 × 55 m at the Department of Technology
at Örebro University. Each image has 768 × 576 pixels. New
laser scans and images were recorded if the rotation since the
previous image exceeded 15◦ or the translation exceeded 0.5
m. For each image the corresponding pose estimate from the
SLAM algorithm was stored. We refer to this set of images as
the exploration set.

Since all the features used are rotationally invariant, it is only
necessary to use images with different locations and not orien-
tations, i.e., when the robot is travelling back and forward along
a corridor it is sufficient to save the data in one direction. The
building of the database starts after the run is completed and
optimized with SLAM. The images are used in the same order
as they were taken. An image is added to the database if the
metric distance to the nearest stored image exceeds a threshold
T . In this paper, a value of T = 0.4 m was used. For each image
included in the database, a feature set is calculated and stored.

6.2. Evaluation method

Another set of 300 images was collected, referred to as the
localization set. This set was collected over a period of two
months at different times after the exploration set, resulting
in changes in the environment as well as illumination. The
localization set is taken mainly from a corridor, a sub-area
of the original area covered by the exploration set, which
contains a lot of similar images, e.g., doors of office rooms,
and a lack of furniture or objects. All of the recorded image
data covers a real environment where people are moving and
occluding some details which could have helped the robot to
localize correctly. Other challenges arose from the fact that
many different features were detected depending on whether
doors were open or closed. To obtain more evaluation data,
the data from the localization set was used multiple times by
dividing it into smaller, overlapping runs. Each of the new runs
has a different starting position and covers approximately 30 m.

When applying iterative SIFT to the robot localization
problem, we try to reduce the computational effort of
feature extraction as much as possible while maintaining high
localization accuracy. This means that the robot will try to
localize itself using fewer keypoints than with classical SIFT.
The keypoints in iterative SIFT are found through a random
process. This makes it possible that the keypoints found in
the exploration phase are different from those found in the
localization phase, or that the common keypoints between the
two are not sufficient for localization. Since the computation
time of the exploration phase is not critical, we overcome this
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Fig. 8. Localization error against distance travelled by the robot using 100
keypoints and different numbers of iterations (Ntrials).

Fig. 9. Localization error against distance travelled by the robot using 50
keypoints and different numbers of iterations (Ntrials).

problem by applying classical SIFT in the exploration phase
and iterative SIFT in the localization phase.

6.3. Results

Four different experiments were performed. In each
experiment a set of 300 different runs were evaluated and the
average results were calculated. In each run, the robot starts
at a new location and the localization process is simulated by
playing back the recorded data from the localization set. The
performance of each experiment was evaluated by observing
how the robot localization process converges using the Particle
Filter as the robot travels over an approximately 30 m long path.
The results of each experiment were compared with the results
of classical SIFT. The four experiments mainly differ from each
other by changing the value of NKeys to 100, 50, 25 and 10
keypoints. Also, the number of iterations Ntrials was varied as
1, 2, 4 and 7.

Fig. 8 illustrates the results of the first experiment with
Nkeys = 100. It is clear from the figure that the localization
converges earlier using SIFT than iterative SIFT. This result
comes at the expense of higher computation time as can be seen
in Fig. 7. When performing the same experiment with iterative
Fig. 10. Localization error against distance travelled by the robot using 25
keypoints and different numbers of iterations (Ntrials).

Fig. 11. Localization error against distance travelled by the robot using 10
keypoints and different numbers of iterations (Ntrials).

SIFT using different numbers of iterations, the results show that
the robot localization problem can be solved with much less
computation time and still good accuracy can be maintained.
For example, using 7, 4, and 2 iterations, the accuracy is only
0.58, 0.63 and 1.91 m worse than SIFT respectively, measured
after the robot has travelled 29.4 m. When using iterative SIFT
with 1 iteration, there is no convergence due to the small
number of detected features.

The second and third experiments were performed using 50
and 25 keypoints respectively. The results, illustrated in Figs. 9
and 10, show that using 7 iterations leads to the best localization
accuracy. When comparing this with the results of the first
experiment in Fig. 8, it is obvious that the localization accuracy
and the speed of divergence have declined in the second and
third experiments. Fig. 9 shows that after the robot has travelled
for 29.4 m, the localization accuracy is 0.75 m worse than SIFT
using 7 iterations. In Fig. 10 the accuracy has further declined
to 4.24 m worse than SIFT using 7 iterations.

The fourth experiment was done with only 10 keypoints.
Fig. 11 shows the results of this experiment, where the curves
do not converge at all regardless of the number of iterations.
This means that it is not possible for the robot to localize itself
with 10 keypoints only.
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7. Conclusion

In this paper we introduced a practical idea to speed up
the SIFT approach for comparing image content against a
database. The number of keypoints can be defined in advance
and the computation time is proportional to that number. When
applying the approach to the robot localization problem, we
demonstrated that this approach is suitable since not many
keypoints are needed. The approach can be generally applied
to any similar problem. It should be obvious that any further
optimization to the original SIFT approach, such as changing
the descriptor or orientation assignment, may also be applied to
this approach. Also, any optimization to the keypoint matching
process, such as using best-bin-first search, would generally
produce the same relative improvement on our approach as on
the original SIFT approach.
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Örebro University in Sweden, where he held Assistant
and Associate Professorships, and was leader of the

Learning Systems Laboratory, one of four research laboratories within the
Centre for Applied Autonomous Sensor Systems. Since March 2006 he has
been Senior Lecturer at the University of Lincoln. His research interests include
robotics and autonomous systems, computer vision, machine learning, and
artificial intelligence.

Andreas Zell is Professor at the W.-Schickard-
Institute of Computer Science at the Eberhard-Karls-
University of Tuebingen and director of the Centre
for Bioinformatics Tübingen (ZBIT). He received
his diploma in computer science (1987) from the
University of Kaiserslautern, Germany, an M.S. in
CS (1987) from Stanford University, CA, USA, and
his Ph.D. (1989) and the venia legendi (1994) from
the University of Stuttgart, Germany. In 1995 he

was appointed full professor for computer architecture at the University
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at the University of Tübingen. His research interests include artificial
neural networks, evolutionary algorithms and their applications, autonomous
mobile robots including robot vision and other sensors, bioinformatics and
computational chemistry applications.


	Localization of mobile robots with omnidirectional vision using Particle Filter and iterative SIFT
	Introduction
	Scale Invariant Feature Transform
	Scale-space construction
	Scale-space extrema detection
	Orientation assignment
	Keypoint descriptor

	Iterative SIFT
	Time considerations of iterative SIFT
	Monte Carlo localization
	Dynamic model
	Measurement model

	Experiments
	Building the database
	Evaluation method
	Results

	Conclusion
	Acknowledgments
	References


