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Abstract

This paper presents an image-based approach for localization in non-static environments using local feature descriptors, and its experimental
evaluation in a large, dynamic, populated environment where the time interval between the collected data sets is up to two months. By using local
features together with panoramic images, robustness and invariance to large changes in the environment can be handled. Results from global place
recognition with no evidence accumulation and a Monte Carlo localization method are shown. To test the approach even further, experiments were
conducted with up to 90% virtual occlusion in addition to the dynamic changes in the environment.
c© 2007 Elsevier B.V. All rights reserved.

Keywords: Localization; Omni-directional vision; Monte Carlo; Local features
1. Introduction

1.1. Background

One of the most essential abilities needed by robots is
self-localization (“where am I?”), which can be divided into
geometric and topological localization. Geometric localization
tries to estimate the position of the robot as accurately as
possible, e.g., by calculating a pose estimate (x, y, θ), while
topological localization gives a more abstract position estimate,
e.g., “I’m in the coffee room”. There has been much research
on using accumulated sensory evidence to improve localization
performance, including a highly successful class of algorithms
that estimate posterior probability distributions over the space
of possible locations [1–6]. This approach enables both position
tracking and relocalization from scratch, for example, when the
robot is started (no prior knowledge of its position) or becomes
lost or “kidnapped” (incorrect prior knowledge).
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In recent years, panoramic or omni-directional cameras have
become popular for self-localization because of their relatively
low cost and large field of view. This makes it possible to
create features that are invariant to the robot’s orientation, for
example, using various colour histograms [7–9] or Eigenspace
models [10–12].

Other innovations include increased robustness to lighting
variations [11] and multi-view registration to deal with
occlusions [13]. Recent work has combined panoramic vision
with particle filters for global localization, including feature
matching using Fourier transform [14], PCA [15] and colour
histograms [16].

1.2. Dynamic environments

Most previous work on robot mapping and localization
assumes a static world, i.e., that there are no changes to the
environment between the time of mapping and the time of using
the map. However, this assumption does not hold for typical
populated indoor environments. Humans (and other robots) are
not merely “dynamic obstacles” that may occlude the robot’s
sensors — they also make changes to the world. For example,
they may leave temporary objects such as packages, or move
the furniture. In addition to these sudden changes, there may be
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gradual changes such as plants growing, coloured paint fading,
etc.

Our approach to self-localization in non-static environments
uses an image matching scheme that is robust to many of the
changes that occur under natural conditions. Our hypothesis
is that a map that is out of date can still contain much useful
information. Thus the important question is how to extract
features that can be used for matching new sensor data to a map
that is only partially correct. We present an appearance-based
approach to matching panoramic images that does not require
calibration or geometric modelling of the scene or imaging
system, thus it should be applicable to any mobile robot using
omni-directional vision for self-localization. The hypothesis is
validated through experiments using sensor data collected by a
mobile robot in a real dynamic environment over a period of
two months.

1.3. The method

The image matching algorithm uses local features extracted
from many small subregions of the image rather than global
features extracted from the whole image, which makes the
method very robust to variations and occlusions. For example,
Fig. 2 shows some of the local features that were matched
between two different panoramic images of a laboratory
environment, recorded 56 days apart, despite changes such as
a television appearing, chairs moving and people working. The
approach is similar to other approaches using local features for
self-localization [17–19], with the differences that our method
is adapted for panoramic images and was specifically designed
and tested to work in long-term experiments conducted in a real
dynamic environment.

We use a version of Lowe’s SIFT algorithm [20], which is
modified so that stored panoramic images are only recognised
from a local area around the corresponding location in the world
(Section 2.3). A novel scheme is introduced for combining local
feature matching with a particle filter for global localization
(Section 2.4), which minimizes computational costs as the filter
converges. See also Fig. 1 for a brief overview of the method.
To evaluate the method, we also compare its performance
with that of several other types of features, including both
global and local features (Section 3). We also show how
image matching performance can be further improved by
incorporating information about the relative orientation of
corresponding features between images (Section 3.3). Our
experiments were designed to test the system under a wide
variety of conditions, including results in a large populated
indoor environment (up to 5 persons visible) on different days
under different lighting conditions (Section 4).

The results demonstrate that the robot is able to localize
itself from scratch, including experiments in “kidnapping”, and
that the performance shows a graceful degradation to occlusions
(up to 90% of the robot’s field of view).

2. Basic methods

This section describes the methods used for extracting and
matching the features, see also Fig. 1. To be able to match
Fig. 1. An overview of the proposed method. Input: the current omni-image
and the current odometry reading. The database consists of poses (x , y, θ )
of the database images together with the extracted features. For every pair of
sensory inputs (panoramic image and odometry) features are extracted and the
poses of the particles are updated with the odometry. Thereafter the weight of
each particle is updated with the feature match value of the closest database
location. Output: the current estimate of the robot position based on the weight
and distribution of particles.

the current image with the images stored in the database, each
image is converted into a set of features. The matching is done
by comparing the features in the database with the features
created from the current image.

Our localization methods assume that the database (map)
is already created. The database is constructed from another
set of images collected by the same robot. For each stored
image, the database contains a set of extracted local feature
descriptors (100 in our experiments) and the corresponding
location (x , y, θ ) of the robot, which in our case was estimated
by SLAM (see Section 4 for further details).

2.1. Selection of features

To select features, a neighbourhood Np of 3 × 3 pixels is
selected around each pixel p in the image. The derivatives Dx
and Dy are calculated with a Sobel operator. For each pixel p in
the image the minimum eigenvalue λp is calculated for matrix
Ap where

Ap =

∑
p′∈Np

[
D2

x p′
Dx p′ Dyp′

Dx p′ Dyp′ D2
yp′

]
. (1)

The pixels with the highest values of λ are then selected as
features by thresholding. If two features are closer than a
distance of 5 pixels the weakest feature is removed. For further
details see [21], or the function cvGoodFeaturesToTrack in the
OpenCV library [22].

To obtain rotationally invariant features, the neighbourhood
Np is created by rotating the surrounding pixels by the same
angle ϕ as the feature p is rotated, see Fig. 3. This is done using
bilinear interpolation. By doing this Np will be independent of
the rotation ϕ.

In our experiments, 100 features were selected for each
panoramic image. The diameter of the panoramic view is
approximately 576 pixels. For each feature, the radius r and
orientation ϕ are also stored (Fig. 3) for subsequent processing
as described in Section 2.3.
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Fig. 2. Matching a new image (left) against the corresponding database image recorded 56 days earlier (right).
2.2. Local descriptor — Modified SIFT algorithm (MSIFT)

SIFT (the Scale Invariant Feature Transform) was developed
by Lowe [20] for local feature generation in object recognition
applications. The features are invariant to image translation,
scaling and rotation, and partially invariant to illumination
changes and affine or 3D projection. These properties make
SIFT very suitable for mobile robots because landmarks can be
observed from different angles, distances and illumination [23].

However, for the purpose of self-localization, we actually
do not want full invariance to translation and scale: we would
like view matching to be successful only in the vicinity of the
location where the original image was recorded in the database.
Therefore, we make a number of simplifications to the basic
algorithm, described as follows.

To ensure rotational invariance, each feature is first rotated
to the same global orientation as shown in Fig. 3 and described
above. (In the classical SIFT algorithm, a canonical orientation
is stored for each feature.)

Around each feature, a sub-window of 32 × 32 pixels is
selected. Image gradients are then calculated for each pixel
in the sub-window. This is implemented by first calculating
the matrix of derivatives in the x-and y-directions, and then
converting to polar coordinates. The result is a 32 × 32 matrix
giving the gradient magnitude and orientation for each pixel in
the sub-window (Fig. 4(a)).

The magnitude and orientation values are then accumulated
into 16 orientation histograms summarising the contents of the
whole sub-window corresponding to the 16 squares in Fig. 4(b)
(these histograms are the so-called “keypoint descriptors” or
feature vector used for matching features). Each histogram
has 8 bins, i.e., the orientation information is discretized into
8 possible values. Each bin accumulates the total weighted
magnitude information for a particular orientation. A Gaussian
function is used to weight the gradient magnitude values
in order to avoid sudden changes in the histograms with
small changes in the position of the window (Fig. 4(b)). To
avoid boundary effects when gradients are changing from one
histogram area to another, each pixel gradient is therefore
stored in the four closest histograms using bilinear interpolation
(Fig. 4(c)), hence each histogram is created from data of
64 surrounding pixels. This differs from the classical SIFT
algorithm, where a Gaussian kernel is convolved at multiple
resolutions in a pyramid of scaled images [24] to detect features
at different scales. However, in our application we only find
features in one resolution, since we do not require scale
invariance.

Matching of features between two images is then
performed using squared Euclidean distance between the two
corresponding histograms. In the classical SIFT algorithm, the
histograms are first normalised to have unit length. However,
we found that localization performance was improved on our
data by omitting the normalisation step, which is used partly to
reduce illuminance changes but mostly to cancel out effects due
to different scales. Since scale invariance has been removed, the
normalisation factor is no longer needed for this purpose, and
the magnitude of the histograms can provide additional useful
information for matching.

2.3. Matching features between two images

A candidate feature match is considered if the lowest match
value, calculated from the squared Euclidean distance between
the histograms, M1, is less than 60% of the next lowest match
value M2, the factor that was found empirically and also used
in [9]. This guarantees that the feature match will be better
compared to the other possibilities, see also Fig. 2. No feature
is allowed to be matched against more than one other feature. If
a feature has more than one candidate match, the one with the
lowest match value among the candidates is selected.

To estimate the rotation θ of the robot between the two
matched images, a 32 bin histogram is created from ϕp − ϕp′

(see Fig. 3) using all of the matched feature pairs (p, p′).
The rotation θ is then calculated from the highest bin in the
histogram, i.e., the robot orientation can be estimated with a
precision of 360/32 degrees.

2.4. Monte Carlo localization

Monte Carlo methods such as particle filters [25] have
become quite popular in recent years for estimating the state
of a system at a certain time based on the current and past
measurements. The probability p(X t |Z t ) of a system being in



544 H. Andreasson et al. / Robotics and Autonomous Systems 55 (2007) 541–551
Fig. 3. Creation of the neighbourhoodNp . Before matching, the feature p and
the surrounding pixels are rotated by angle ϕ to a fixed orientation (facing
forwards relative to the robot). This means that matching of two features in
different images will be independent of the orientation of those points.

Fig. 4. Creation of MSIFT features. (a): Rotation and magnitude for each pixel.
The circle in (b) represents the Gaussian weighting function. Note that the
histograms in (c) are created by bilinear interpolation from surrounding pixels
represented as a dashed square in (b).

state X t given a history of measurements Z t = {z0, . . . , zt } is
approximated by a set of N weighted particles:

St = {x (i)
t , π

(i)
t }, i = 1 . . . N . (2)

Each particle x (i)
t describes a possible state together with

a weight π
(i)
t , which is proportional to the likelihood that the

system is in this state. Particle filtering consists of three main
steps:

(1) Create a new particle set St+1 set by resampling from the
old particle set St based on the particle weights π

(i)
t , i =

1 . . . N .

(2) Predict the next particle states based on the dynamic model
p(x (i)

t+1|x
(i)
t , ut ) with odometry ut , i = 1 . . . N .

(3) Calculate the new weights by application of the measure-
ment model: π

(i)
t+1 ∝ p(zt+1|X t+1 = x (i)

t+1), i = 1 . . . N .
Fig. 5. Number of database locations to match against distance travelled for
Run1 with 50% occlusion.

The estimate of the system state at time t is the weighted
mean over all particle states:

X̂ t = E(St ) =

N∑
i=1

π
(i)
t x (i)

t . (3)

The weights π
(i)
t are normalized so that

∑N
i=1 π

(i)
t = 1. In

our case the state is described by a three dimensional vector
xt = (x, y, θ)t containing the position of the robot (x, y)

and the orientation θ . The x and y coordinates are initialized
randomly within a radius of one meter around a randomly
selected database position. The orientation θ is estimated from
the closest database position as described in 2.3 with an added
random value drawn from a normal distribution with standard
deviation π/8 rad. The prediction and measurement steps are
described in the following sections.

2.4.1. Dynamic model

All state variables x (i)
t = (x, y, θ)t are updated from

the odometry readings ut from the robot. To cope with the
additional uncertainty due to odometry error (Fig. 8 shows
the odometry from Run1 and Run2), the odometry values
are updated with small random values drawn from a normal
distribution, using a standard deviation of 0.1 rad for the
rotation and a standard deviation of 2% of the measured
distance for the translation. To use a standard deviation which is
not dependent on the rotation avoids the model underestimating
the rotational error while the robot according to the odometry
is following a strait path.

2.4.2. Measurement model
To calculate the weight of particles only the location of the

aquired database image that is closest to the current particle
is used (see also 4.1.2). This means that the computation
time will decrease as the particles converge around the true
location of the robot, since fewer of the features in the
database will be matched to the current image. Fig. 5 shows
the decreasing number of matched database locations against
distance travelled after initialization of the particle filter.
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Fig. 6. Localization errors for the different inertia models with 50% occlusion
and a kidnapped robot scenario where the robot was virtually moved to a new
random position after approx. 4.5 m. f — “Forgetting Factor”, p — “Keep
Random”. Note that convergence is slower but better performance is obtained
for the increased inertia models.

The weight is based on the number of features, N (i)
match,

that match between the current image and the corresponding
database image i (see Section 2.3).

All particles that are closest to the same database location
will have the same match value. To avoid drifting of the
particles away from the database position, the weighting
function fw(d) is applied:

fw(d) =

exp
(

−
(d − σ)2

τ 2

)
(d > σ)

1 (d ≤ σ)

(4)

where d is the Euclidean distance between the particle and
the database position. In the experiments, σ and τ were set
to 2T where T is the minimum distance between database
positions (see 4.1.2). The new weight is then calculated as
π

(i)
t = fw(d) · N (i)

match.

2.4.3. Inertia models
For high occlusion rates the number of matches could be

low and possibly even zero for the correct position. To increase
the inertia of particles in order to survive through sections of
the map with few matches, two additional approaches were
evaluated in addition to the standard method, see Fig. 6.

Standard method (no inertia)
In the standard approach, the weights w

(i)
t+1 of the new set of

particles St+1 is assigned from the measurement model without
using the previous weight. If the number of matches is low for
the correct location (for example, due to major changes in the
environment), the number of particles at the correct location
will decrease rapidly.

Forgetting factor
By only updating the weight of the particle if it is similar

or better compared to the previous iteration, the inertia of the
distribution is increased. To allow the weight to decrease a
‘forgetting factor’ fforget is used. The new weight is used only
Fig. 7. Robot platform in the test environment.

if π
(i)
t+1 > π

(i)
t · fforget · fw(d), otherwise π

(i)
t · fforget · fw(d)

is used instead. To evaluate the performance of the method,
different values were used, with the best results obtained with
fforget ∈ [0.8, 0.9].

Keep random
By randomly keeping weights for some particles from the

previous iteration, the inertia of the distribution is increased.
The weight of each particle is not updated with a probability
p( fkeep), and instead the weight keeps its previous value,

w
(i+1)
t = w

(i)
t . The performance was evaluated using different

values of fkeep. The best results were obtained with fkeep ∈

[0.2, 0.3].

3. Other image matching methods compared

Together with MSIFT, three other methods for image
matching were evaluated, including one global feature and
two local features. Matching of local descriptors was done as
described in Section 2.3, where the match score is the total
number of matched features between two images.

3.1. Global feature

3.1.1. Normalized colour histogram — NCH
NCH is a global feature and is included for performance

comparison with the other methods. All pixels that contain
information in the omni-directional image are used. The RGB
values of each pixel are normalized, i.e., Rnorm =

R
R+G+B .

Three histograms of normalized intensity are created, one for
each colour. The histograms are matched by squared Euclidean
distance.

3.2. Other local descriptors

3.2.1. Average squared difference correlation — ASD
ASD matches two features p and p′ in two different images

I and I ′ by the sum of the squared differences of intensity in a
surrounding neighbourhood window N as

ASD(p, p′) =
1
N

∑
n∈N (p),n′∈N (p′)

[I (n) − I ′(n′)]2, (5)

where N is the size of the neighbourhood N .
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Fig. 8. From top left to bottom rigth: Area covered by the database. Two of the test sequences with ground truth and raw odometry data, Run1 (above) and Run2
(below). Test sequence Run3. Ground truth information from SLAM, Run4 (black) and the database (gray), the arrows indicate the path direction.
3.2.2. Variance normalized correlation — VNC
VNC is defined for features p and p′ as

VNC(p, p′) =
1

N
√

σ 2
I (p)σ 2

I ′(p′)

∑
n∈N (p),n′∈N (p′)

× [I (n) − I (p)][I ′(n′) − I ′(p′)], (6)

where I (p) and σ 2
I (p) are the mean and variance over intensity

of the neighbourhood of N . VNC was shown to give high
invariance to changes in view point orientation [26].

3.3. Improved image matching

To improve image matching, the position of each point in
the image could also be used. This could be extended all the
way to extracting and matching full 3D information between
images, but this would require geometric modelling of the
specific imaging system and robot, as in [27]. However, one
common property of omni-directional imaging systems for
mobile robot navigation is symmetry about the z-axis, meaning
that it should be possible to incorporate information about
the relative orientation of matched features between images
without loss of generality.

As described in Section 2.3, the rotation φ between matched
images is estimating using a 32 bin histogram of the respective
rotations between matched features. This histogram is used
here to obtain an additional certainty measure, by counting the
number of points that lie in the winning bin and the two adjacent
bins to the left and right. For each match where |θp −θp′ −φ| <
π
16 , a factor that was found empirically, one extra point is added

to the match score N (i)
match.

This method can only be applied to local features. In
the result section the results with the improved matching
are denoted MISFT*, ASD* and VNC*. In the Monte Carlo
localization using MSIFT*, the improved match score is used
to update the weights of particles.

4. Results

The results are divided into two parts, one considering the
location and orientation recognition performance with no prior
knowledge (Section 4.2) and the other evaluates the full Monte
Carlo localization scheme (Section 4.3).

4.1. Experimental set-up

4.1.1. Robotic platform and environment
The robot used in the experiments is an ActivMedia

PeopleBot equipped with a LMS-200 SICK laser scanner and
an omni-directional lens from RemoteReality together with
an ordinary CCD camera mounted on top of the robot, see
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Table 1
Run1, parts of the student area and the labs

rmax φmax (rmax = 4.0)

2.0 4.0 6.0 ±
π
2 ±

π
4 ±

π
8

NCH (%) 2.2 4.4 8.6 n/a n/a n/a

ASD (%) 49.7 57.9 62.7 55.4 53.2 51.3
VNC (%) 3.8 8.2 11.4 7.6 5.4 2.5
MSIFT (%) 96.2 98.1 99.7 98.1 98.1 98.1

ASD* (%) 70.0 75.6 77.5 73.7 71.8 71.8
VNC* (%) 3.5 7.9 13.3 7.0 5.4 3.2
MSIFT* (%) 98.1 99.4 100.0 99.4 99.4 99.4

Table 2
Run2, Ph.D. corridor, part of the labs

rmax φmax (rmax = 4.0)

2.0 4.0 6.0 ±
π
2 ±

π
4 ±

π
8

NCH (%) 15.4 23.0 28.7 n/a n/a n/a

ASD (%) 28.0 36.6 40.9 30.2 27.7 25.0
VNC (%) 0.6 3.7 4.9 0.6 0.3 0.3
MSIFT (%) 60.4 71.0 74.7 64.0 62.5 59.4

ASD* (%) 39.3 47.6 52.7 41.8 39.6 35.7
VNC* (%) 1.2 3.4 4.6 1.5 0.3 0.0
MSIFT* (%) 67.0 76.2 80.2 71.3 71.0 68.3

Fig. 7. The localization system consists of a database of
features where one set of features is stored for each database
position. The features were calculated from images taken at
known positions. To obtain these positions and the ground
truth data for performance evaluation, a SLAM implementation
was applied as described in [28]. A total of 603 images were
collected covering an area of approximately 60 × 55 meters,
as shown in Fig. 8. New laser scans and images were recorded
if the rotation since the previous image exceeded 15 degrees
or when the translation exceeded 0.5 m. For each image the
corresponding pose estimate from the SLAM algorithm was
stored.

Run2 is from a corridor, see Fig. 8, which contains a lot
of similar features, e.g., doors to office rooms, and a lack of
furniture or objects. Difficulties also arose from the fact that
many different features were detected depending on whether
doors were open or closed. This could explain the lower
performance compared to Run1 and Run4 which mainly cover
the student area and the labs. The student area contains more
distinctive features such as staircases and artwork. The labs are
more cluttered with various objects, which tend to move around
over time. Run3 passes parts of the Ph.D. student corridor, the
coffee room and the secretary offices. Each run was recorded at
a different time compared to the database. Run1 was recorded 2
days before the database, both Run2 and Run3 were recorded
56 days later, while Run4 was recorded 64 days later. Run4
and most of Run3 were collected with the robot driving in the
opposite direction compared to the database, see Fig. 8. The
distance between each successive image for the test runs is
0.25 m.
Table 3
Run3, parts of the labs and Ph.D. corridor, coffee room, secretary corridor

rmax φmax (rmax = 4.0)

2.0 4.0 6.0 ±
π
2 ±

π
4 ±

π
8

NCH (%) 10.5 16.4 20.2 n/a n/a n/a

ASD (%) 40.6 50.9 54.3 45.7 42.3 40.6
VNC (%) 1.7 5.1 12.6 3.4 2.3 1.7
MSIFT (%) 56.6 70.3 74.3 65.7 62.3 57.7

ASD* (%) 56.0 63.4 67.4 60.0 59.4 56.6
VNC* (%) 0.6 5.1 11.4 3.9 1.7 1.1
MSIFT* (%) 68.0 79.4 83.4 74.9 72.0 68.6

Table 4
Run4, parts of student area and the labs

rmax φmax (rmax = 4.0)

2.0 4.0 6.0 ±
π
2 ±

π
4 ±

π
8

NCH (%) 10.5 16.4 20.2 n/a n/a n/a

ASD (%) 15.4 24.0 26.3 18.9 17.7 13.1
VNC (%) 3.4 6.9 13.7 4.6 2.3 1.1
MSIFT (%) 81.1 85.7 88.6 85.1 85.1 83.4

ASD* (%) 27.4 37.1 38.9 33.7 32.6 28.6
VNC* (%) 4.6 6.3 12.0 4.6 3.4 2.3
MSIFT* (%) 87.4 92.6 93.1 92.0 92.0 90.9

4.1.2. Building the database
Since all the features used are rotationally invariant, it is

only necessary to use images with different location and not
orientation, i.e., when the robot is travelling back and forward
along a corridor it is sufficient to save the data in one direction.
The building of the database starts after the run is completed
and optimised with SLAM. The images are used in the same
order as they were recorded. An image is added to the database
if the metric distance to the nearest stored image exceeds a
threshold T . In this paper, a value of T = 0.4 m was used. For
each image included in the database, a feature set is calculated
and stored for the 100 strongest features, as described in
Sections 2.3 and 3.

The method was evaluated using a set of test runs that
overlap with the area covered by the database, as shown in
Fig. 8.

4.2. Location and orientation recognition

Different features were evaluated using the described
method on a set of test runs that overlap with the area covered
by the database, as shown in Fig. 8. Comparative performance
statistics for the different matching algorithms are given in
Tables 1–4. Note that all results presented are for the global
localization robot problem without any prior knowledge of the
robot’s location.

To calculate performance, the positions of the test image and
the image found in the database estimated from SLAM were
compared. Only matches that had a Euclidean distance smaller
than a certain value rmax were considered to be a correct match.
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Fig. 9. Virtual occlusion: valid regions for extracting features. Left: no added
occlusion (a small sector of the omni-image is removed because of occlusion
by the stand on which the camera is mounted). Right: 50% added occlusion.

In some experiments the accuracy of the rotation estimates
φ was also considered (see the rightmost columns of each
table). The results show that the performance of all algorithms
in all runs was significantly better using the improved image
matching scheme (a paired t-test with p < 0.05 was used for
the statistical evaluation), and that the best performance was
achieved by MSIFT*.
4.3. Monte Carlo localization

In the experiments, a total of 500 particles was used and the
10% of the particles with the lowest weights were reinitialized
(see 2.4) at each iteration to enable relocalization. The inertia
model used is the Forgetting Factor with ffactor = 0.9, see
Section 2.4.3. To calculate performance, the Euclidean distance
between positions of the test image and the median value of
90% of the particles with the highest fitness value was used, in
order to increase robustness against outliers.

The database map and the maps for the different runs
(see Fig. 8) were manually fitted and ‘placed’ on top of
each other. To obtain more evaluation data, each dataset was
used multiple times by dividing it into smaller runs. The
new runs contained 30 images each covering approximately
9 m, where each run has a different starting position. To test
the robustness, additional levels of occlusion were simulated
by removing features. The occlusion percentage indicates the
proportion of the current image (field of view) where features
were deleted (see Fig. 9). For the global localization problem,
the particles were reinitialized after each completed run (see
Fig. 10). To evaluate the kidnapped robot scenario a randomly
selected run was used to accumulate evidence before the robot
Fig. 10. Localization errors against distance travelled for global localization experiments using MSIFT with different levels of occlusion. Top left: results from
Run1. Top right: results from Run2. Bottom left: results from Run3. Bottom right: results from Run4.
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Fig. 11. Localization errors against distance travelled for the kidnapped robot problem using MSIFT. Top left: results from Run1. Top right: results from Run2.
Bottom left: results from Run3. Bottom right: results from Run4.
Table 5
Distance travelled in meters until localization error is less than 2 and 5 m

error < 2 m error < 5 m No. of expts.
MSIFT MSIFT* MSIFT MSIFT*

Run1 0.48 ± 0.56 0.42 ± 0.50 0.34 ± 0.47 0.30 ± 0.41 265
Run2 3.16 ± 1.55 2.91 ± 1.50 1.88 ± 1.26 1.90 ± 1.28 277
Run3 3.59 ± 1.62 3.18 ± 1.52 2.10 ± 1.27 1.90 ± 1.21 124
Run4 0.90 ± 0.77 0.85 ± 0.73 0.64 ± 0.64 0.63 ± 0.63 229

was ‘virtually’ moved by randomly selecting another run (see
Fig. 11).

A comparision between MSIFT and MSIFT* can be seen
in Table 5, where the distance traveled until the localization
error falls below 2 and 5 m respectively is shown together
with the standard deviation. Interestingly, in contrast to the
previous experiments in location and orientation recognition,
the differences in performance between the two systems using
Monte Carlo localization were not significant (p < 0.05,
unpaired t-test), except for one case (Run3, error < 2 m).

For an additional evaluation on the difference of MSIFT
and MSIFT*, the same comparisions were done but with an
occlusion rate of 50% and localization error threshold set to
5 and 10 m. The results are shown in Table 6, where all the
differences in performance were statistically significant.
Table 6
Distance travelled in meters until localization error is less than 5 and 10 m with
50% occlusion

error < 5 m error < 10 m No. of expts.
MSIFT MSFIT* MSIFT MSIFT*

Run1 1.20 ± 1.07 0.63 ± 0.90 0.83 ± 0.92 0.43 ± 0.77 265
Run2 3.29 ± 1.59 2.31 ± 1.49 2.14 ± 1.45 1.53 ± 1.31 277
Run3 3.87 ± 1.78 2.86 ± 1.64 3.12 ± 1.72 2.56 ± 1.61 124
Run4 2.18 ± 1.46 1.02 ± 1.09 1.71 ± 1.34 0.82 ± 1.02 229

This would suggest that the accumulation of sensory
evidence, including relative odometry, in the non-occlusion
case has a greater influence on overall localization performance
than the improved measurement model using rotation
information. The improved measurement model gave better
performance regarding convergence with a higher occlusion
rate.

Localization errors against distance travelled for MSIFT and
MSIFT* with 0% and 50% occlusion rate are shown in Fig. 12.

5. Conclusion

A self-localization algorithm for mobile robots using
panoramic images was presented. The main contributions
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Fig. 12. Localization errors for MSIFT and MSIFT*. Top left: results from Run2. Top right: results from Run4. Bottom left: results from Run2 with 50% occlusion.
Bottom right: results from Run4 with 50% occlusion.
are the integration of existing state-of-the-art algorithms
for creating local descriptors [20] and probabilistic state
estimation [25] with an omni-directional imaging system on
a mobile robot, and the experimental evaluation of the entire
system in a real dynamic environment over an extended period
of time. By using experiments with data collected on different
days over a period of several months, it has been shown that
even if the room has gone through some changes regarding
location of furniture, objects and persons, or severe occlusion,
it is still possible to extract good position estimates.

Future work could include incorporating epipolar geometry
to constrain the matching of features between successive
images, and to obtain more accurate position estimates for
initializing the particles. In this paper, we only considered self-
localization using a static database of local image features as
a ‘map’: however, this approach means that features in the
database will become out-of-date sooner or later, depending
on the environment dynamics. Therefore, future work could
also include dynamic adaptation of the database features, thus
further improving the accuracy of the ‘map’ and enabling
continual adaptation to environment changes through a process
of lifelong learning.
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