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Abstract— The Three-Dimensional Normal Distributions
Transform (3D-NDT) is a spatial modeling technique with ap-
plications in point set registration, scan similarity comparison,
change detection and path planning. This work concentrates
on evaluating three common variations of the 3D-NDT in
terms of accuracy of representing sampled semi-structured
environments. In a novel approach to spatial representation
quality measurement, the 3D geometrical modeling task is
formulated as a classification problem and its accuracy is
evaluated with standard machine learning performance metrics.
In this manner the accuracy of the 3D-NDT variations is shown
to be comparable to, and in some cases to outperform that of
the standard occupancy grid mapping model.

I. INTRODUCTION

The task of creating a geometric representation of the
physical world has been extensively explored in the mobile
robotics community over the past forty years. The estimation
of accurate models of the environment is beyond doubt
important for many robotic systems, especially so when those
models are utilized for essential tasks like navigation or path
planning. Thus, the field of robotic mapping has generated
a multitude of different strategies for representing a robot’s
workspace environment.

With the advent of three-dimensional range sensors and
the exploration of more challenging application scenarios,
the focus of the mapping problem has shifted away from
the classical flat floor environments and on to 3D spatial
modeling. Several techniques to represent and estimate the
topology of 3D environments have been proposed. One
of the most popular approaches is the 3D extension of
the well known occupancy grid map [1], which offers a
solid probabilistic framework, ease of implementation and
robustness to sensor noise. A disadvantage of this approach
however is that three dimensional grids have much higher
memory requirements than in 2D, which entails either a loss
of accuracy, or a limitation on the area that can be mapped.
Less memory demanding extensions of occupancy maps are
the popular elevation grid and the more recent Multi-level
Surface Map [2]. Both of these however sacrifice some
expressive power — in representing the vertical dimension
and in the rigor of the probabilistic foundations respectively.

A multitude of other spatial representation models have
been proposed and used in robotic applications — triangular
meshes, terrain predictive models, traversability maps to
name but a few. The choice of a good mapping structure is of-
ten difficult and may depend on domain specific parameters.
Therefore, it is very important to be able to estimate how well
a given spatial representation agrees with the observations of

the environment. This article proposes a novel method for
the empirical evaluation of the accuracy of spatial modeling
techniques. The proposed metric is then applied to a specific
3D representation — namely the Three-Dimensional Normal
Distributions Transform (3D-NDT). Although the proposed
metric and the evaluated modeling approach are not exclusive
to a specific application scenario, the empirical results pre-
sented here focus on robots operating in uncontrolled, semi-
structured outdoor environments. As safety is often critical
in such conditions, the highest emphasis of the evaluation is
placed on the accuracy of the model in predicting both the
presence and absence of obstacles.

As Chandran-Ramesh and Newman point out [3], little
attention in the robotics community has been expended
on the evaluation of the accuracy and consistency of the
estimated maps. Due to the general lack of reliable ground
truth data, a common approach is to asses the quality
of the localization estimates used to fuse different sensor
measurements into a map. This strategy is founded on the
well known coupling between localization and mapping in
robotics and often produces meaningful results. While this
localization based metric produces a reasonable measure of
global map consistency, it fails to deliver an assessment
of how well the map locally represents the actual physical
world. Several alternative approaches have been proposed in
order to evaluate map quality, mostly concentrating on occu-
pancy grid maps in two dimensions (see [4] for an overview).
Unfortunately, the techniques presented in literature do not
consider assessing the accuracy of a modeling approach,
but rather focus on the global consistency of the produced
maps. Thus, in order to facilitate a direct assessment of the
accuracy of the spatial model itself, a new evaluation strategy
is proposed.

The contribution of this work is twofold. First, a new
approach to evaluating the accuracy of spatial models is
proposed and used to perform a comparison between the
3D-NDT and occupancy grid maps. Second, the utility of
the 3D-NDT as a tool for robotic mapping is assessed, thus
filling an important gap in the 3D-NDT framework. The
next section introduces the novel spatial accuracy evaluation
strategy proposed. Section III proceeds with an introduction
of the 3D-NDT and a summary of its applications. Section IV
then describes in detail the comparison methodology. Section
V presents and interprets results of the proposed benchmark
on sample data sets from a semi-structured outdoor environ-
ment. Finally, the advantages and limitations of the 3D-NDT
as a tool for spatial representation are summarized.



II. ACCURACY EVALUATION

One of the objectives of this work is to evaluate the
accuracy of spatial representations used as basis for robotic
mapping. To achieve this, we perform a comparison of the
reliability of discrimination between free and occupied space,
based on models constructed from discrete samples of points.
This work aims to evaluate different mapping approaches
and does not take into account errors introduced by faults
in the underlying localization system. Thus, in order to
eliminate the complexity introduced by errors in relative
scan poses, only point sets obtained from a single position
will be used for testing. Although these points are acquired
by noisy sensors and do not constitute ground truth data
per se, they represent the upper boundary of accuracy and
consistency achievable by any given spatial representation. In
order to obtain a quantitative comparison of different spatial
modeling techniques, the mapping problem is reformulated
as a binary classification task — discriminating between free
and occupied space

In the remainder of this article, the performance of three
3D-NDT classifiers and an occupancy map are evaluated by
means of a ten-fold cross validation and Receiver Operating
Characteristic (ROC) curves. Given a set of range points P ,
a random partition into ten subsets P1..P10 is performed.
Next, for each subset Pi a corresponding set of negative
query points Ni is generated. The negative examples, used
to evaluate how well free space is modeled, are obtained by
subtracting a random offset along the laser beam direction
from points in Pi. Next, nine folds of positive examples Pi :
i = {1..10, i 6= k} are used to generate the respective spatial
models. The remaining tenth fold and the corresponding set
of negative example points (Pk, Nk) are used as queries for
evaluating the model accuracy. The process is iterated over
k and the resulting occupancy probabilities are aggregated.
Thus, according to the proposed metric, an accurate spatial
representation is one that can use existing samples to predict
well unobserved points from the same physical location.

III. 3D-NDT
The Normal Distributions Transform was originally devel-

oped in the context of 2D laser scan registration [5]. The cen-
tral idea is to represent the observed range points as a set of
Gaussian probability distributions. In order to better account
for outliers in the data, a mixture of a Gaussian distribution
and a uniform distribution may also be used [6]. NDT has
later been extended to three dimensions [7] and applied to
the domains of 3D scan registration and loop detection [8],
as well as change detection [9] and path planning [10].
One of the key advantages of 3D-NDT is the fact that it
forms a piecewise smooth spatial representation, resulting in
the existence of analytic derivatives. Consequently, standard
optimization methods can be employed to produce state-of-
the-art registration of 3D point clouds using the 3D-NDT
representation [11]. After registration, a complete 3D-NDT
map, which can be used for further tasks, can be created
from the individual scans, possibly using a global network-
optimization scheme.

The 3D-NDT has been used and adapted to the needs
of various application scenarios. It is natural that several
different approaches to estimating the set of probability
distributions have been proposed. Two of the most common
NDT estimation procedures will be evaluated in this work
and are described in the following paragraphs.

Assuming that a set of n point samples P = {(xi, yi, zi)}
have been drawn from a Gaussian distribution N (µ,Σ),
the covariance and mean can easily be estimated from the
observations:

µ =
1

n

i=n∑
i=0

 xi
yi
zi

 (1)

M =

 x0 − µx .. xn − µx

y0 − µy .. yn − µy

z0 − µz .. zn − µz

 (2)

Σ =
1

n− 1
MMT (3)

A PDF estimated in this manner might or might not be
a good representation of the sampled points. In a typical
scenario of points sampled from a physical environment, a
single normal distribution would not produce a good global
estimate. However, at a sufficiently small scale, a normal
distribution can be considered a good estimate of the local
surface shape. Thus, the basic principle of the NDT is to
represent space as a set of distributions {N (µ,Σ)}.

To obtain an accurate estimate, it is important to discretise
space in a way that would permit for each distribution in the
set to be well supported by the observations in P . One strat-
egy is to split the sampled points into a grid of regular size
and to estimate a PDF for each cell. This is the most typical
implementation of NDT and will be henceforth referred to
as NDT-Grid. Another popular discretisation option (NDT-
Tree) is to use an octree data structure. The implementation
maintains a hierarchical tree structure of voxels of different
volumes. Places with higher sample point density are thus
discretised in a more fine manner.

Several other alternatives have been proposed in literature,
in order to enhance the usefulness of the NDT representations
as a tool in the domain of scan registration. Magnusson
et al. [7] propose the use of a sequence of grids, each with
a different resolution. Takeuchi and Tsubouchi [12] use a
heterogeneous grid structure with larger cells further from
the sensor in each scan. Kaminade et al. [13] introduce
varying amounts of blurring to the Gaussians in order to
model different levels of confidence in the representation.

IV. EVALUATION METHODOLOGY

In order to evaluate how well 3D-NDT models fit observa-
tions of the environment, a comparison with the accuracy of
occupancy grids will be performed. An example input range
point set, an occupancy map and NDTs are illustrated in
Figure 1. Formally an occupancy map Mocc is an indexed
array of voxels of uniform size. Each cell is modeled as a
discrete random variable Xijk = {0, 1}, with 1 signifying
an occupied cell, and 0 a free cell. Thus the probability that



Fig. 1. Examples of different spatial representations. Left to right: a point cloud from the Freiburg Campus data set, the corresponding occupancy map
at resolution 0.2 meters, NDT-Grid at resolution 0.5 meters and NDT-Tree with minimum cell size of 0.5 meters. The color coding for the occupancy map
is based on height from the zero ground plane. The 3D-NDT maps depict normal distributions as ellipsoids, with color codes indicating the orientation of
the respective principal planes — green for horizontal, cyan for vertical and blue for inclined.

a cell is occupied can be defined as:

p(x ∈ Occupied) = p(Xijk = 1) (4)

The probabilities for each cell can be updated iteratively
from input range data, using a sensor model and ray tracing.
Eventually, each cell holds a continuous value, indicating
the likelihood of encountering an obstacle in this cell. An
important observation to be noted is that the accuracy of the
map is tightly coupled to the size of the cells used, since
all queries within a cell have the same uniform probability.
Thus, details smaller then the cell size are averaged out.

Given a 3D-NDT model Mndt and a query point x, a
probability of occupancy can also be estimated. The PDFs
in each cell can be treated as surface generation processes,
thus the probability of observing x, generated from N (µ,Σ)
is:

p(x) =
1

(2π)3/2
√
|Σ|

exp

(
− (x− µ)T Σ−1(x− µ)

2

)
(5)

The division by (2π)3/2
√
|Σ| is used to normalize p(x), thus

enforcing that the total mass of the PDF reaches one (over an
infinite interval). For the purpose of discriminating between
occupied and free space this rescaling does not play a central
role and has been eliminated from the subsequent analysis.
Not rescaling the PDF also has an additional advantage —
it sets the 3D-NDT at equal comparison terms with the

reference occupancy map, which does not feature a unit
probability mass function for each cell.

When the model Mndt is estimated using a grid dis-
cretisation, it might be advantageous to use an interpolation
method to compute the probability p(x). As demonstrated by
Magnusson et. al. [11], this approach produces a smoother
estimate of the sampled surfaces, especially close to the
boundaries of each cell, where superimposing the informa-
tion from surrounding cells has a high impact. Thus three
different 3D-NDT variants will be evaluated in this work
— NDT-Grid and NDT-Tree with occupancy probability as
in (5) and NDT-Interpolate with trilinear interpolation. To
perform a meaningful comparison and avoid implementation
faults, a state of the art occupancy map implementation
(OctoMap [14]) was used. The ROC curves for several test
scenarios are presented and analyzed in the next section.

V. RESULTS

Two dense laser point clouds from an asphalt processing
site were used as an input to the evaluation procedure
described in the previous section. The first scan captures a
gravel pile and a ground plane (see Figure 2). The second
point set, samples some gravel discharge bins (pockets) and
their surroundings. In order to generalize the results to a
more common environment, a laser scan from the Freiburg
University campus data set is also evaluated. The chosen
point set (Figure 1) is from an urban environment, featuring



Fig. 2. Sampled point sets and pictures from the three tested environments. Left to right: the “pile”, “pockets” and Freiburg campus data sets.

building facades, lamp posts, trees and other vegetation. For
all three point scans, the random offset used to produce the
negative examples was set between one and three meters (2-
8% of maximum laser range).

The four columns of Figure 3 summarize the ROC, ac-
curacy and precision curves for the four proposed models at
varying discretisation levels. Given p positive and n negative
examples, a classifier is said to output true positives tp,
false positive fp, true negatives tn and false negatives fn.
ROC curves plot the true positive ratio tp

p+n versus the false
positive ratio fp

p+n , while accuracy curves plot the accu-
racy tp+tn

p+n against the threshold used to separate positives
from negatives. Precision, defined as tp

tp+fp , is the ratio of
correctly labeled positive examples to all examples labeled
positive by the classifier. Thus, low precision values indicate
an abundance of false positives and errors in modeling.

Due to the nature of the octree data structure, only certain
cell sizes are achievable. Thus, to facilitate an unbiased com-
parison, the same particular levels were used for the regular
grid based maps as well (Note: the smallest size of 0.1 meters
was not used for the regular grid based approaches due
to memory limitations). Overall, the NDT-Interpolation and
NDT-Tree approaches produce the best results, with stable
performance over all discretisation levels. The NDT-Grid
approach produced results that might seem unexpected at
first glance — namely that the models with low discretisation
levels of 0.2 and 0.4 meters per cell produce results worse
than the ones of higher resolution. This behavior is due to the
fact that the normal distribution degenerates when not enough
linearly independent points for computing Equation 3 are
present in the cell. Thus, when the NDT resolution is too fine,
regions of low point density cannot be properly represented.
This effect accounts for the increase of performance at higher
grid sizes and may also explain the distinct “jumping” effect
in the ROC curves — a big change in performance over
a very small change in the discrimination threshold. The

performance of the reference occupancy map representation
exhibits a similar effect, though to a lesser extent. At a grid
size of 0.1m, the ROC curve is entirely below the curve of
the 0.2m discretised model. In this case, too small cell sizes
cause for “holes” in the model and thus the wrong labeling
of some test points as free. For the rest of the cell sizes, the
occupancy map performs as expected, with false positives
steadily increasing as free space gets blurred out with bigger
cell volumes.

The middle row of Figure 3 summarizes another important
parameter of the classifier performance — namely the accu-
racy as a function of changes in the discrimination threshold.
While the ROC curves discussed in the previous section ex-
hibit an expected advantage of the 3D-NDT models over the
occupancy grid, the accuracy curves are more dubious. All
three NDT variants feature accuracies peaking at threshold
values very close to zero. This suggests that the 3D-NDT
models purely numerically underestimate the probabilities
of points being generated from the distributions within the
constructed cells. While this dependency is not intuitive
and not particularly favorable numerically, a sufficiently
low threshold value would produce consistent performance
over all three models at all the tested discretisation levels.
Additionally, this effect can be explained through a more
traditional interpretation of the normal distribution — namely
as the probability of observing the mean µ at a particular
point in space. Thus, even well formed PDFs that span the
full extent of a cell will generate low probabilities far away
from the mean value. Finally, the precision curves for all four
approaches are shown in the bottom row of Figure 3. Again,
the three 3D-NDT based approaches produce similar results,
while the occupancy grid precision is heavily influenced by
the discretisation level used.

The performance curves of the four modeling techniques
applied to the second test scan were found to be almost
identical to the ones in Figure 3. Although the sampled
environment is substantially different from the one evalu-
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Fig. 3. Results for the “pile” data set. Top row: ROC curves for the four classifiers. Middle row: accuracy versus threshold values. Bottom row: classification
precision. The legend in the top-left corner indicates cell sizes tested.
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Fig. 4. Results for the Freiburg University campus data set. Top row: ROC curves for the four classifiers. Middle row: accuracy versus threshold values.
Bottom row: classification precision.

ated previously, the evaluated approaches produced stable
and consistent results. Thus, due to space constraints, the
resulting ROC curves have been omitted.

Figure 4 summarizes the results obtained when testing
with the point scan from the campus of Freiburg University.
Again, the performance of the three NDT-based models is

consistent with the one seen in the previous two test cases.
These results make a strong case for the repeatability of
tests performed in the way proposed in this article and the
stability of the 3D-NDT spatial representation techniques.
The performance of the occupancy grid map on the last
data set though does not follow the pattern observed from



Figure 3. A noticeable drop in accuracy, and in two cases
even a reversal of the classifiers, can be observed around
the threshold value of 0.5. This value is indeed a critical
one — it represents the mapping prior used for cells, before
a beam or endpoint update is performed. Indeed, while
analyzing the raw outputs produced in this case, a large
portion of positive and negative samples were observed to
have scores of 0.5. Thus the dramatic drop of performance
can be attributed to many query points occupying portions of
the map that were not updated. The reasons for this are not
known with certainty, but the authors speculate it is due to
the comparatively lower sampling density of this point cloud
and discretisation errors.

In order to test the specific performance of the tested
models in a real use case scenario, an optimal discrimination
threshold has to be chosen for each classifier. Traditionally,
the probability threshold for occupancy grid maps is set at 0.5
and thus this value was adopted in this work as well. Based
on the performance of the 3D-NDT models, the optimal
threshold would be very close to zero. In order to avoid
numerical issues and provide uniformity over the different
tests, the conservative value of 0.1 was used. Results for
the three test cases for all four models are averaged and
presented in table I. The results obtained show a consis-
tent performance of the 3D-NDT spatial representations,
comparable with that of the occupancy grid map at small
cell sizes. All three variations exhibit a stable performance
across different scenes. Notably, the accuracy of 3D-NDTs is
affected by the grid size to a much lesser extent then that of
the occupancy grid. The precision for all three classifiers also
attains consistently higher values than that of the occupancy
grid, as false positives are almost non-existent at the chosen
discrimination threshold.

VI. DISCUSSION

This article presented an evaluation of the Three-
Dimensional Normal Distributions Transform as a tool for
modeling physical environments. To achieve a sound quan-
titative measure of the accuracy of 3D-NDT, the mapping
problem was posed as a classification task and standard meth-
ods for classifier performance assessment were employed.
This novel approach to spatial representation accuracy eval-
uation was then used to compare several variants of the 3D-
NDT to the standard occupancy grid map.

Overall, the 3D-NDT was demonstrated to outperform the
occupancy maps in terms of representing the observations,
especially so at coarser discretisation levels. Moreover, the
performance of the 3D-NDT based approaches is affected
to a much lower extent by the chosen grid size, thus
making the choice of this meta parameter less crucial. An
important limitation of the 3D-NDT evident through this
work is the volatile behavior of the accuracy, in relation to
the discrimination threshold employed. Although this effect
is not favorable, it was demonstrated that a sufficiently
low threshold (0.1 in this study) produces consistent and
satisfactory results over all test sets and cell sizes tested.

Cell Size 0.1 0.2 0.4 0.8 1.6 3.2
NDT Grid acc 0.821 0.909 0.936 0.941 0.910
NDT Grid prec 0.999 0.999 0.995 0.992 0.940
NDT Interp acc 0.829 0.918 0.946 0.950 0.920
NDT Interp prec 0.999 0.999 0.995 0.993 0.942
NDT Tree acc 0.783 0.878 0.926 0.935 0.929 0.893
NDT Tree prec 0.998 0.998 0.997 0.991 0.978 0.908
Occ Grid acc 0.748 0.822 0.808 0.795 0.590 0.494
Occ Grid prec 0.879 0.882 0.798 0.751 0.553 0.495

TABLE I
AVERAGE ACCURACY AND PRECISION

The evaluation performed measures how well the 3D-
NDT can represent the information available in a set of
sampled points. Due to the inherent noise present in range
sensing devices, a limitation to this approach is that it is
not necessarily indicative of how well the ground truth
environment is represented. The effect of measurement noise
on the accuracy of representation however cannot be con-
trolled and is generally not handled by the mapping data
structures, but filtered in pre-processing steps. For future
research investigations, it would be interesting to explore the
robustness of the 3D-NDT to measurement noise.
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[9] H. Andreasson, M. Magnusson, and A. J. Lilienthal, “Has Something
Changed Here? Autonomous Difference Detection for Security Patrol
Robots,” in Proc. of IEEE/RSJ Int. Conf. on Intelligent Robots and
Systems. IROS 2007, 2007.

[10] T. Stoyanov, M. Magnusson, H. Andreasson, and A. J. Lilienthal,
“Path Planning in 3D Environments Using the Normal Distributions
Transform,” in Proc. of IEEE/RSJ Int. Conf. on Intelligent Robots and
Systems. IROS 2010, Taipei, Taiwan, Oct. 2010, to appear.
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