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Abstract

In order to enable long-term operation of autonomous vehicles in industrial environments numerous challenges need to be
addressed. A basic requirement for many applications is the creation and maintenance of consistent 3D world models. This
article proposes a novel 3D spatial representation for online real-world mapping, building upon two known representations:
Normal Distributions Transform maps and occupancy grid maps. The proposed Normal Distributions Transform Occupancy
Map (NDT-OM) combines the advantages of both representations; compactness of NDT-maps and robustness of occupancy
maps. One key contribution in this article is that we formulate an exact recursive updates for NDT-OM maps. We show
that the recursive update equations provide natural support for multi-resolution maps. Next, we describe a modification of
the recursive update equations that allows adaptation in dynamic environments. As a second key contribution we introduce
NDT-OM maps and formulate the occupancy update equations that allow to build consistent maps in dynamic environments.
The update of the occupancy values are based on an efficient probabilistic sensor model that is specially formulated for NDT-
OM maps. In several experiments with a total of 17 hours of data from a milk factory we demonstrate that NDT-OM enables
real-time performance in large-scale, long-term industrial setups.

1 Introduction

Industrial applications of robotics are rapidly shifting from pre-programmed manipulators to highly mobile, intelligent
robotic service vehicles. In order to operate efficiently in complex, large scale and realistic industrial environments
without specific infrastructure, autonomous systems have to overcome numerous challenges, among which creating
and maintaining a consistent world model is of supreme importance. As the availability of industrial grade 3D
range sensors increases, so does the need for mapping algorithms that produce accurate, yet compact, large-scale 3D
models. One important, but often ignored aspect of mapping in real world environments is the ability to build and
maintain a model in the presence of dynamic entities. In order to realize their full potential for use in high-level
tasks the environment model has to be kept consistent.

In order to meet the requirements for operating in realistic industrial scenarios, a 3D mapping algorithm needs
to use a representation, which is accurate. In addition, the representation should also be suitable for mapping
over extended periods of time (without exceeding memory or other computational resource limits), thus requiring
a certain level of compactness. Industrial environments often feature highly dynamic portions and in fact in some
cases, such as storage warehouses or assembly hangars, contain only little static infrastructure. As changes occur at
widely varying timescales, the spatial representation should be capable of adapting to changes. Finally, we ask from
a representation that it should allow for real-time updates in a real-world scenarios. In the remainder of this article,
we will introduce a spatial modeling technique that can fulfill all of the above properties: accuracy, compactness,
robustness against dynamic changes and real-time performance.

In this paper we build upon an existing spatial representation — the Normal Distributions Transform (NDT),
which was originally developed in the context of 2D laser scan registration [5]. The central idea is to represent
the observed range points as a set of Gaussian probability distributions. NDT has later been extended to three
dimensions in the context of 3D scan registration [10]. Prior work has shown the NDT to be an accurate [28]
framework for building 3D maps, however, the primary use of the representation has so far been in modeling a single
(or few) scans. In recent article [24], we introduced an extension of the NDT framework, a novel 3D representation
— the NDT Occupancy Map (NDT-OM). The proposed framework natively supports multi-resolution maps, as well
as probabilistic updates of re-observed portions of the environment. The algorithm provides a solution capable of
online, real-time mapping of large scale, dynamic 3D environments. This article presents a synthesis of [24] and
additionally presents an improved formulation of the occupancy update equations. This article further introduces
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Fig. 1: Motivational example for accounting for dynamics in mapping. a) The real environment, b) the same envi-
ronment mapped using standard NDT, and c) NDT occupancy map.

a sensor noise model into the NDT-OM mapping method and, compared to [24] provides more in-depth discussion
and a thorough analysis in a real-world operation scenario.

A motivational example of the need for handling dynamics in real-world application scenarios can be seen in
Figure 1. The figure shows a corridor in a production area of a factory (Fig. 1a) in which there is a lot of traffic
caused by forklift trucks and people. In a dynamic environment new objects may appear or previously observed
ones may disappear. Fig. 1b shows a standard NDT map generated from a short sequence of data recorded by an
Automatically Guided Vehicle (AGV) equipped with a Velodyne32 laser scanner. Fig. 1c shows a result from the
same area using NDT-OM. The difference between Fig 1b and 1c is that in Fig. 1b all dynamic objects have left a
trail in the map, whereas Fig. 1c shows only the stationary parts of the environment. Evidently the standard NDT
approach, as well as all other methods that have no means to discard or forget dynamic objects in the map update
(e.g., [3, 32, 21, 34, 37, 11]), is not suitable for mapping in dynamic environments. The production environment
considered for the experiments in this work, as well as most real-world industrial environments are highly dynamic.
Successful mapping, localization and navigation in such an environment therefore needs to be able to represent the
static parts of the environment regardless of dynamic objects.

The rest of this paper is organized as follows. Section 2 reviews and formalizes prior work on mapping in 3D
environments focusing on previous approaches for occupancy grid mapping and the Normal Distributions Transform.
Section 3 presents our approach. Section 4 describes the test setup and presents results. Section 5 concludes the
paper with a discussion and suggestions for future work.

2 Mapping in 3D Environments

Several approaches for 3D spatial modeling have been proposed and successfully used in robotic mapping systems.
Elevation maps are a 2.5D parametrization of space, obtained by associating height values to cells organized in a 2D
grid. Elevation grids have been used for outdoor robot navigation and path planning since the early years of robotics
research — Bares et al. [3], for example, use elevation grids for footstep placement selection of a planetary rover.
Although easy to compute and with low memory requirements, elevation maps have some representation limitations.
Due to the dimension reduction only a single surface per cell can be modeled, making overhanging structures like
bridges or tunnels impossible to represent correctly.

Several authors have proposed to extend the elevation grid approach by modeling space using Gaussian Processes
(GP). Assuming that each point in 2D space x = (px, py) can be associated to a height valuef(x) = pz, the central
idea of GPs is to represent f(x) as a Gaussian Distribution in function space. The available sensor data is used in
order to learn the hyperparameters of a GP, which can then be used to perform regression for any point in 2D space
and obtain an interpolated height value, resulting in a continuous spatial model. Lang et al. [9], as well as Plagemann
et al. [21], employ a non-stationary kernel that is adapted explicitly in order to handle different surface types. The
learned models [21] have been used for footstep planning of a four-legged robot. In another series of influential works,
Vasudevan et al. [34] propose to use GPs with the non-stationary neural-network kernel for modeling large-scale
outdoor terrains in the context of open pit mining. To the best knowledge of the authors, no GP frameworks have
been applied in the context of online mapping or in dynamic environments.

Further 3D representations attempt to relax the functional constraint of a single height value per location. Triebel
et al. [32] propose the Multi-Level Surface (MLS) map as an extension to elevation grids which allows for multiple
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height values to be stored per cell. The proposed model has been used to perform localization and navigation in
an outdoor environment. More recently, Rivadeneyra and Campbell [22] proposed an extension of MLS maps which
incorporates Bayesian probability fusion for terrain estimation — Probabilistic Multi-level (PML) maps. Both MLS
and PML maps, however, assume a static environment.

Another approach that does not require the assumption of a single height value per cell is based on a modified
GP framework [20]. The proposed technique — Gaussian Beam Processes, performs a regression on the range in
a typical 2D (and by simple extension also 3D) laser scan, thus assuming only a single value per sensor ray, in a
manner consistent with the physical properties of range scanners. Recently, Smith et al. [25] presented a similar
method to the Gaussian Beam Processes formulation in three dimensions that is centered around a push broom laser
configuration. These GP frameworks can be used to represent fully 3D environments and are tightly coupled with the
principle of operation of 3D range sensors, but are not suitable for online mapping and assume static environments.

Triangle meshes are another method for spatial representation, popular in the computer graphics community.
Each triangle represents a facet in a mesh — a graph of interconnected vertices. The abundance of research on
triangle mesh visualization, reconstruction, and collision checking, offers a powerful incentive to utilize them in
robotics. In order to obtain the best reconstruction results from noisy point clouds, special care has to be taken in
filtering and handling of uncertainty. For example, Wiemann et al. [37] present an approach for extracting triangle
meshes from noisy registered point cloud models. The model extraction is however performed as a post-processing
step and the obtained triangle mesh is not maintained online.

Finally, recent advances [19] in dense mapping methods utilize a volumetric representation of space, using a
3D sample grid. Each stored sample represents the value of a signed distance function (SDF), which stores the
Euclidean distance to the nearest occupied cell. SDF methods have been demonstrated to produce extremely detailed
models in small-scale office-sized environments using fine resolution grids, but are difficult to extend to large-scale
environments and have not managed so far to utilize sensor models for map updates. Apart from the SDF-based
modeling approaches, which rely on similar principles as occupancy mapping (Sec. 2.1) to handle changes in the
environment, none of the discussed algorithms are suitable for online mapping in dynamic environments.

So far, the majority of mapping approaches for dynamic environments operate on 2D map representations. These
approaches detect and remove dynamic events [36, 8], record a sequence of past occupancy values [2, 14], model
several overlapping timescales [4], learn the typical dynamic behavior at the cell level [23, 13] or keeps track of
changes in the pose graph [35].

The DARPA urban challenge demonstrated wide range of solutions for detecting and tracking dynamic objects
[33, 15] in 3D environments. However, the environment representations used in these works were maintained in 2D.
Hähnel et al. in [8] used an EM approach to remove spurious measurements in order to improve the quality of 3D
maps. While this approach can significantly improve the map quality, it is not well suited for real-time mapping in
the presence of arbitrary timescale dynamics. Occupancy grid maps [18, 39] are a spatial modeling technique that is
capable of representing 3D space in the presence of dynamics. Currently a popular implementation of 3D occupancy
maps is Octomap [39]. Octomap is based on an octree grid structure, which provides an efficient way to maintain
unobserved portions of the map and natural multi-resolution support. We will discuss occupancy mapping in detail
in the next section and we will later use Octomap for comparison.

2.1 Occupancy Mapping
Occupancy grid mapping is one of the predominant modeling techniques for 2D and 3D environments in robotics
applications. Originally introduced by Moravec and Elfes [16], an occupancy grid map represents the environment
by partitioning space into a regular grid of K metric cells. Each cell in the map m models the probability of being
occupied, given a set of sensor measurements z1:t and a set of sensor poses x1:t:

p(m|z1:t, x1:t). (1)

Assuming that each cell mk is independent and that the measurements are conditionally independent, the update of
occupancy can be formulated efficiently in well known log-odds form [17]:

l(mk|z1:t) = l(mk|z1:t−1) + l(mk|zt), (2)

where l(·|·) = log(o(·|·)), with o(·|·) being the odds form:

o(mk|z1:t) =
p(mk|z1:t)

1− p(mk|z1:t)
. (3)
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Fig. 2: Illustration of cell update with an inverse sensor model for occupancy mapping. Top) the path of the beam
in the map. Middle) the value of p(mk|zt) along the ray and Bottom) the value of occupancy in the map
before and after the update.

Equation (2) shows one of the key advantages of occupancy grid mapping; in order to update the probability of
occupancy, one only needs the previous occupancy value and an inverse sensor model l(mk|zt), which is used to infer
the state of the map given a measurement. The assumptions made in the formulation have been originally proposed
in the context of wide angle sensors [17], but as shown by Thrun [31] the formulation is only valid for more accurate
beam sensors such as laser range finders. One common sensor model for laser range finders is based on casting a ray
from the sensor origin towards each measurement point. Cells through which the line passes are updated with an
observation of empty space, while the occupancy of the cell in which the endpoint falls is increased. The common
assumption of the sensor model is that all cells along the sensor ray path are treated equally. Consequently, it
is assumed that a cell along the ray is observed as empty, regardless of the distance the ray travels through the
particular cell. There is no difference between the update of a cell whose center lies directly on the ray and one that
is only “touched” at the cell border. This assumption of monolithic cells is valid if the cell size is smaller than the
fine detail in the represented environment and if cells contain only occupied or only free space.

A property of occupancy grid maps [39, 18] is that the update equations can be used to obtain consistent maps,
even in the presence of changes in the environment. The map’s ability to adapt to dynamics is achieved through the
occupancy update procedure — as new measurement samples become available the inconsistent parts of the model
are updated and corrected, as demonstrated in Fig. 2, where the occupancy confidence is lowered for the cell that
is seen through. The occupancy map is not, however, a model of dynamic environments as understood in dynamic
mapping literature in 2D [4, 23, 2, 14, 38, 13], in the sense that it is not explicitly trying to model the dynamics.
However, occupancy maps represent the stationary parts of the environment, as shown in Fig. 3. Figure 3 illustrates
the evolution of an occupancy value (top) in the presence of different types of dynamics (bottom). Fig. 3a shows
a static occupied cell. In this case the cell is always observed occupied and the log-odds value of occupancy grows
unbounded. In 3b the cell changes state in the middle of the time series. In this case the occupancy increases until
the middle point is reached and then starts decreasing until it reaches the occupancy value of a previously unobserved
cell.

This is a known characteristic of occupancy maps; since the confidence about the cell state increases unbounded,
a cell needs to be observed occupied an equally large number of times as it was observed empty in order to adapt
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Fig. 3: Examples of occupancy evolution in a dynamic environment. The top of the figure illustrates the log-odd
values of a cell, with the corresponding observations below.

a) b) c)

Fig. 4: An example of NDT creation and occupancy grid. A) First, the measurement points are placed into grid cells
and B) then the parameters are computed for each cell for which there are measurement points. C) Shows
an example of an occupancy grid using the same measurement points.

to changes. Clamping is an often used approach in order to speed up this adaptation [41, 39], as illustrated in Fig.
3c. The difference in this case is that the confidence of occupancy is limited between some minimum and maximum
value. Fig 3d shows a free cell through which a dynamic object passes. Since the cell is observed most of the
time as empty, the confidence of occupancy is decreasing. Occasionally, the cell is observed occupied, resulting in
an increase of occupancy log-odds, but not enough to induce a cell state change. With respect to its behavior in
dynamic environments the approach in this paper inherits the properties of occupancy maps.

2.2 Normal Distributions Transform
The Normal Distributions Transform (NDT) is a compact spatial representation, originally introduced by Biber and
Strasser [5] in the context of 2D scan matching. NDT represents space as a set of Gaussian probability density
functions. A standard approach to create an NDT map is illustrated in Fig. 4. First a set of measurement points
zi ∈ R3 (with zi ∈ R2 in the illustrative example in Fig. 4) given in the global frame of reference are accumulated
into the grid cells of the map (Fig. 4a). After adding all the points, the parameters of a normal distribution are
calculated for each cell cx,y that contains points, that is:

µx,y =
1

n

n∑
i=1

zi (4)

Px,y =
1

n− 1

n∑
i=1

(zi − µ)(zi − µ)t, (5)

where {zi}ni=1 is a set of n points that fall within the boundary of the considered cell with index x, y. After this
step, the content of the cell cx,y is represented by the parameters of a normal distribution N(µx,y, Px,y) instead of
the measured points (see Fig. 4b). Equations (4) and (5) are used to estimate the sample mean and covariance of
the measured points in the cell.

NDT can be interpreted as a surface representation; it explains how points are generated from a surface within
a cell. Given the parameters of a normal distribution N(µ, P ) the likelihood for any point zi is given by [5]:
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p(zi) = e−
1
2 (zi−µ)

tP−1(zi−µ). (6)

The parameters of each normal distribution are computed from noisy sensor measurements. This means that the
resulting distributions represent both the surface properties and the sensor noise. On one hand, this can be regarded
as a weakness, if one wants to use several different sensor types to build an NDT map. On the other hand, when using
the same sensor type, one can directly compare observations to the model using (6). This property has been utilized
in several NDT based registration approaches [12, 10, 30, 27]. However, it also forces us to make an assumption
of using the same type of sensor for map building and evaluation. Moreover, (4) and (5) are formulated for point
measurements. This means that wide angle sensors, such as ultrasonic sensors, are not easily adapted for use in the
NDT framework. Therefore we will restrict the subsequent discussion to sensors that generate point clouds (laser
range finders and 3D cameras) and we will assume that a measurement ray can be modeled as a line.

There are different ways to generate an NDT map [11], which differ in the way the space is partitioned. For
example, one can use k-means to cluster the points first and then compute the parameters, use an octree representation
or a fixed size regular grid. The fixed size cell representation is the simplest approach and even though there has been
evidence that this approach causes inaccuracies at the cell borders [5], it has shown to be accurate [28] in comparison
to occupancy maps and triangular meshes. Thus, for simplicity we will assume that an NDT map is composed of
equal sized cells, within a regular grid of a given resolution and that each cell contains a maximum of one normal
distribution. However, the approaches presented in this article are not restricted to fixed size cells.

Given these assumptions (fixed, regular grid and line beam model), we can compare the NDT representation to
occupancy grid maps. It has been shown in [28] that NDT is an accurate representation when compared to other
grid based modeling techniques, including the classical occupancy grid representation. To illustrate the difference,
consider two models — an NDT and an occupancy map with the same cell size. An occupancy map cell stores only
one value and assigns a uniform probability of occupancy for any point inside the cell boundaries. In contrast, a
single NDT cell uses nine parameters in order to represent the geometrical structure of space — three numbers for
the mean and six numbers for the symmetrical covariance matrix. This additional expressive power allows NDT
models to describe space more accurately, often even with large cell sizes. The continuous nature of the estimated
Gaussian density function results in accurate representation of space, as long as the structure inside the cell can be
represented by a uni-modal distribution. The experimental evaluations performed in [28] have demonstrated that in
typical semi-structured indoor and outdoor environments, NDT models were as accurate as occupancy grids of several
times finer resolutions (for example, even at 0.8m cell sizes NDT was found to be as accurate as an occupancy grid
at 0.1m resolution). As memory requirements scale with the cube of the resolution, maintaining larger cells easily
compensates for the extra parameters used to represent each NDT cell, thus resulting in a compact, yet accurate
representation.

Compactness plays a particularly important role in processing 3D data; in 3D an occupancy map requires in
the order hundreds of times more cells to represent the same space as an NDT map, which is why even efficient
implementations of 3D occupancy maps [39] fail to provide real-time performance. Yet, the ability to build and
maintain a consistent 3D model is key for enabling next generation autonomous vehicles operating in real-world
factories. There are already a set of contributions using 3D-NDT for enabling navigation in 3D; for localization
[10, 30, 27], and for planning and traversability analysis in 3D [26]. There are, however, two key features of occupancy
grid maps, which were so far not available in NDT models, namely:

1. Occupancy grids can be recursively updated; and

2. Occupancy grids model free space and therefore provide the basis for methods that adapt to changes in a
dynamic environment.

It is clear that these features are crucial for a spatial representation intended for long-term use. Thus, an extension
of NDT to include these features is the main topic and contribution of this article. The first part of this work’s
contribution is to formulate a recursive cell update method (Sec. 3.1), which allows to:

• add new measurements without the need for keeping the previous points in the cell

• modify the Gaussian distributions in response to changes in the environment, and

• use the NDT representation as a multi-resolution map.
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2.3 Recursive update of NDT maps
Recursive updating of NDT maps has been proposed prior to this work by Takeuchi and Tsubouchi [30] and Yguel
et al. [42]. Takeuchi and Tsubouchi [30] propose an incremental approach for updating the reference map after
registration. Given a new point xk, the cell update equations for the mean µk and covariance Pk are formulated as:

mk = mk−1 + xk, Sk = Sk−1 + xkx
t
k, (7)

µk =
mk

k
, Pk =

Sk − xkmt
k

k − 1
. (8)

The values of mk and Sk are maintained for each cell and updated with new measurements after registration. This
basic formulation updates the distribution point-wise. It is referred to as the school book algorithm by Chan et al.
[7, 6] and according to them is numerically unstable and “should almost never be used”. However, they also show,
that by subtracting the estimated mean value, will lead to significant improvements. In the case of NDT, this can be
straight forwardly implemented using the cell center as a reference point (not originally considered by Takeuchi and
Tchubochi). In this paper we will use a multi-variate extension of the general update formula introduced by Chan
et al., which allows the update of two arbitrary sized samples. For NDT mapping, besides numerical stability, this
formulation has several advantages; it allows the update of a local NDT map (constructed from an observation) to
be directly fused into the global model and it directly allows us to create low-resolution maps from high-resolution
maps.

Yguel et al. [42] propose an Error-driven Refinement (ER) of mean and covariance. For a new measurement xk
the proposed approach updates the mean and covariance as:

µk = µk−1 + εk(xk − µk−1),
Pk = Pk−1 + εk[(xk − µk)(xk − µk)t − Pk−1]

, (9)

where εk is a learning rate, that is a function of cell occupancy. The intuition behind (9) is that both the mean
and the covariance are corrected along the negative gradient given by the distance vector between the prior mean
estimate and the new measurement, where εk controls the update rate in accordance with occupancy. The value of
the learning rate εk as a function of occupancy is proposed as:

εk(o) =
εmin − εmax

2omax
(o+ omax) + εmax, (10)

where omax = 10.0, εmax = 5·10−2, εmin = 5·10−4 and o is the current occupancy value of the cell. The proposed ER
approach is capable of adapting the distribution in the presence of dynamic objects. However, we will demonstrate
in the subsequent sections that this approach is prone to errors even in a stationary scenario, whereas the approach
proposed in this article is accurate (Sec. 4.1).

2.4 Occupancy model for NDT maps
The second part of our contribution is an occupancy model for NDT maps. In [42] the concept of occupancy is used
to control the learning factor in Eq. (10). The proposed approach however only tracks the occupancy probability
of cells containing a Gaussian component, thus disregarding modeling of free space. In addition, the methodology
proposed in [42] disregards an important property of maps with Gaussian components — namely the fact that not all
of the space inside a cell containing a Gaussian component is necessarily occupied. Both of these shortcomings are
addressed by our approach, and as a result the proposed Normal Distribution Transform Occupancy Map (NDT-OM)
represents occupied, free and unknown space. Moreover, the occupancy update employs a measure of consistency
between the map and the measurement, which enables consistent occupancy updates even with large cell sizes (see
Subsection 3.4).

3 Normal Distribution Transform Occupancy Maps (NDT-OM)

This section introduces the Normal Distribution Transform Occupancy Map (NDT-OM) — a 3D spatial model which
concurrently estimates both the occupancy and the shape distribution in each cell. This process is divided into two
stages: 1) Estimation of of the mean and covariance over time and; 2) Estimation of consistency of the distribution,
formulated as probabilistic occupancy estimation, both of which are further discussed in this section.

Formally, a cell ci in NDT-OM is represented with parameters ci = {µi, Pi, Ni, p(mi|zi=1:t)}, where µi and Pi,
are the parameters of the estimated Gaussian component, Ni is the number of points used in the estimation of normal
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distribution parameters so far, and p(mi|zi=1:t) is the probability of the cell being occupied. The minimum amount
of parameters required to maintain an NDT-OM cell is 11 (mean, upper diagonal of covariance, number of points
and occupancy probability).

3.1 Recursive Sample Covariance Update
Given an existing NDT cell, i.e., the mean and covariance estimate at the current time step, one essential question
is how to update the contents of this cell in an efficient way with new range readings. The original NDT formulation
(Eq. (4) and Eq. (5)) requires that all the points within each cell are stored and processed in the update step. This,
however, is not a feasible solution in long-term operation, since both memory requirements and computation time
grow as new measurements are added. Our approach to address this issue is based on the algorithm for recursive
update of sample mean and covariance proposed by Chan et al. [6], which allows to combine two sets of samples
of arbitrary size. Here we extend the work to the multivariate case: Given two sets of measurements {xi}mi=1 and
{xi}m+n

i=m+1, we perform the following calculations:

T1,m =

m∑
i=1

xi, (11)

Tm+1,m+n =

m+n∑
i=m+1

xi, (12)

S1,m =

m∑
i=1

(xi −
1

m
T1,m)(xi −

1

m
T1,m)t, (13)

Sm+1,m+n =

m+n∑
i=m+1

(xi −
1

n
Tm+1,m+n)(xi −

1

n
Tm+1,m+n)t. (14)

For the combined set, we have:

T1,m+n = T1,m + Tm+1,m+n, (15)

S1,m+n = S1,m + Sm+1,m+n

+ m
n(m+n) (

n
mT1,m − Tm+1,m+n)( nmT1,m − Tm+1,m+n)t.

(16)

Finally, the sample mean and covariance for the combined set are calculated as:

µ1,m+n =
1

m+ n
T1,m+n, (17)

P1,m+n =
1

m+ n− 1
S1,m+n. (18)

In the remainder of this article the cell update method described above will be referred to as the Recursive Sample
Covariance (RSC) method.

A nice property of (17) and (18) is that µ and T in (17), as well as P and S in (18) relate to each other only
through scaling factors which depend on the number of points (m + n). This means that in order to be able to
recursively update the mean and covariance, one needs only to store a vector T , a matrix S and a scalar (the number
of points) for each cell.

3.2 Recency Weighted Recursive Sample Covariance Update
In a dynamic environment it is possible that the cell content is non-stationary, which causes the distribution inside the
cell to change temporarily (the cell is passed by dynamic object) or permanently (something is added or removed from
the cell). In the case of non-stationary cell content, the standard formulation of NDT will describe the accumulated
distribution of points in the cell and is thus not accurate. Because of this, NDT-OM uses an adaptive update
procedure for updating the cell content. In addition, T1,m and S1,m in Equations (17) and (18) grow unbounded with
the number of measurements added.In order to address both of these issues, we apply a recency weighting strategy
as a post processing step for the RSC update. If we accept that the resulting distribution is an approximation (in
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the sense that it is different from the one given by RSC), we can exploit the fact that µ and T in (17) and P and S in
(18) are scaled inversely proportionally to the number of points. Let us assume that after adding M measurements,
the distribution in a certain cell is stabilized and additional measurements give only very small changes to the
distribution:

µ1,M+n w µ1,M and P1,M+n w P1,M . (19)

In other words, after observing a cell M times, an update of the sample mean and covariance with an additional n
points (with n�M) results in almost no change in the estimates. Using (17) and (18) we get:

1

M + n
T1,M+n =

1

M
T1,M ⇐⇒ T1,M =

M

M + n
T1,M+n, (20)

and similarly for the covariance:

S1,M =
M − 1

M + n− 1
S1,M+n. (21)

The proposed recency weighted RSC update process first updates Sm+n using (16), Tm+n using (17), and if
m+ n > M then (20) and (21) are used to obtain S1,M and T1,M , and m+ n is set to M .

Updates in (20) and (21) depend on the ratio between M and number of new observations n. Setting a small M
means that the adaptation is fast, but on the other hand the history is lost quickly and on the contrary, setting M to
a large value means that the adaptation is slow, but the history is better preserved. This approach will be denoted
Adaptive Recursive Sample Covariance (ARSC) throughout this article.

3.3 Multi-resolution Support
One of the direct consequences of the RSC update equations is that they provide multi-resolution support. Since
the formulation assumes two arbitrary sized sample sets, in order to create a lower resolution map, one needs to
combine all normal distributions that fall into the lower resolution cell with RSC. This enables us to maintain one
global NDT-OM with a higher resolution, which can be transformed into lower resolution when needed (an example
is shown in Fig. 9). The multi-resolution property is important for localization using NDT-OM. Stoyanov et al. in
[27] showed that performing iterative optimization over a range of resolutions improves the convergence region and
speed of registration. In [27] the results were obtained using grid sizes of 4m, 2m, 1m and 0.5m. It is clear that
the level of details represented in the map decreases with larger cell sizes, however, the benefits are gained from
smoother optimization surface and substantially reduced number of map elements. Similarly, the reduced number of
components in the low-resolution map can be utilized in global planning operations in large scale environments. The
low resolution NDT maps can describe the planar surfaces well (see Fig 9) with very few components. This provides
the possibility to do coarse level global path planning operations quickly using NDT-OM directly as described in
[26]. The multi-resolution property provides a possibility to maintain the representation at one resolution, instead
of multiple simultaneous ones, saving both memory and computational costs.

3.4 Sensor model for NDT-OM
In order to demonstrate the need for a new sensor model we show the difference between updating a standard
occupancy map and an NDT-OM. In Fig. 5 an NDT map and a number of sensor measurements are visualized. The
labels in Fig. 5 denote different cases which typically occur when mapping a dynamic environment, namely:

• A) Consistent observation of a static free cell

• B) Consistent observation of a static occupied cell

• C) An occupied cell is consistently observed as empty

• D) The content of a cell has changed

• E) A previously occupied cell is observed empty

• F) A previously empty cell is observed occupied
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A D
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A Empty seen empty

B Occupied seen 
occupied

C Occupied seen empty
(consistent)

D Distribution changed

E Occupied seen empty
(distribution vanished)

F Empty seen occupied

Fig. 5: Illustration of different cases of NDT occupancy mapping

Looking at Fig. 5: A, B, E and F correspond to standard occupancy grid mapping. For example, in case B, if we
observe a previously occupied cell being occupied we should reinforce this belief. Note that in standard occupancy
mapping there is no separation between the cases C, D and E; the cells are observed empty and the probability of
occupancy is decreased. However, in case C this approach would be wrong; rays can pass through a cell containing
an obstacle without observing it. Therefore measurements for which the ray passes through a cell in a manner,
consistent with the NDT model, should not influence the occupancy value of the cell. In NDT-OM this is likely to
happen due to the larger cell sizes. In case E, however, the map element is not consistent with the observation, since
the ray passes through an obstacle and the occupancy should be lowered for this cell. To be able to handle the cases
C, D and E we need a sensor model, which evaluates the consistency of an observation with a given NDT-OM map.

For the following discussion we consider one cell in a map (see Fig 6) with a normal distribution N(µ,Σ), a
measurement zi in global coordinates and the sensor origin xs. Given a point xm, somewhere on the line passing
through xs and zi, we compute two probabilities: p(xm|N(µ,Σ)), which corresponds to a forward sensor model, i.e.
the probability of observing xm given a map element N(µ,Σ), and p(xm|zi), which is the probability of observing xm
given the measurement zi. Intuitively, if the probability p(xm|N(µ,Σ)) is high (there is an object which should be
detected) and the probability p(xm|zi) is low (that is, xm is not close to zi ), there is a conflict and the consistency
of the observation with respect to the cell is low. In order to check for this type of inconsistency, it is enough to
compute the maximum value of the probability p(xm|N(µ,Σ)), attained at xm = xML. Thus, we need to find the
point xML along the ray from xs to zi that maximizes the likelihood, with respect to N(µ,Σ), see Fig. 6 and Sec.
3.4.1. The likelihood of xML given the cell distribution is calculated as:

p(xML|N(µ,Σ)) ∼ exp(−1

2
(xML − µ)tΣ−1(xML − µ)). (22)

Next, we assume that the range of the sensor ro = ‖zi − xs‖ can be represented as a normal distribution along the
line passing through xs and zi such that ro = N(rt, σ

2
s), where rt is the true distance to an obstacle and σs represents

the sensor noise. Thus, the likelihood that xML is measured given the observation zi is calculated as:

p(xML|zi) ∼ exp(−
1

2

‖xML − zi‖ 2

σ2
s

). (23)

Now, the occupancy of a cell that contains zi is treated in the same way as in standard occupancy grid mapping,
i.e., the log-odds value is increased with a constant value. In order to update the occupancy of the other cells (i.e.,
the cells that are considered empty according to the inverse sensor model) we use (22) and (23) to formulate our
sensor model:

p(mk = 1|zi) =

{
0.5− ηp(xML|N(µ,Σ))(1− p(xML|zi)) , the cell has aGaussian

β , otherwise
, (24)



3 Normal Distribution Transform Occupancy Maps (NDT-OM) 11

Maximum likelihood point

Normal distribution

Sensor measurement

sensor origin

Fig. 6: Maximum likelihood Point along a ray, given a normal distribution

where η is a scaling factor and β is a constant. Parameter η in Eq. (24) is used since both (22) and (23) are
likelihoods. In order to compute the evidence of occupancy, the likelihoods need to be scaled. The scaling parameter
η is selected so that 0 < ηp(xML|N(µ,Σ))(1− p(xML|zi)) < 0.5 and it can be used as a parameter to determine the
rate of adaptation to new information (different values correspond to different timescales). When an empty cell is
observed empty the evidence is set to a constant β. This is similar to the standard occupancy update. However, since
NDT-OM also considers structures smaller than a single cell, β should depend on the ratio between the volume of
the cell and the volume covered by previous observations and the current measurement. However, there is no trivial
nor efficient way to keep track of this ratio. We therefore heuristically use a constant value close to 0.5 (β = 0.45)
in all our tests.

The biggest difference between the occupancy map and NDT-OM is that Eq. (24) depends on the state of the
map. If a ray passes through a cell, this does not mean that the cell will automatically be updated as empty. Instead
the update is based on a measure of inconsistency between observation and map: p(xm|N(µ,Σ), zi)(1−p(xML = zi)).

3.4.1 Maximum likelihood along a line.

The sensor model formulated above depends on the maximum likelihood point xML, which can be calculated using
the analytical solution presented below.

Given a sensor origin xs ∈ R3 and a 3D point measurement zi ∈ R3, the point xML represents the maximum
likelihood along a line casted from sensor origin xs to the measurement point zi, with respect to a given normal
distribution N(µ,Σ) in the considered grid cell, see Fig. 6. The line passing through xs and zi can be defined as:

x̄(t) = l · t+ l0, (25)

where l = zi−xs

‖zi−xs‖ = (lx,ly, lz)
t is the direction of the line, l0 is a point on the line and t ∈ R is a parameter. Given

a normal distribution N(µ,Σ), the likelihood along the line is given by the function:

p(x̄(t)) = exp(−1

2
(x̄(t)− µ)tΣ−1(x̄(t)− µ)). (26)

Finding the maximum of (26) equals to finding the minimum of

f(q(x̄(t))) =
1

2
q(x̄(t))tΣ−1q(x̄(t)), (27)

where q(x̄(t)) = x̄(t)− µ. Eq. (27) is a quadratic function and should therefore have a unique minimum, which can
be found by solving ∂f/∂t = 0, and the solution is given as:

t = −axbx + ayby + azbz
axlx + ayly + azlz

, (28)

where (ax, ay, az)
t = Σ−1l, and (bx, by, bz)

t = (l0−µ). Setting the solution of (28) back to (25) gives us the maximum
likelihood point xML. The solution is derived for the 3D case, but Equation (28) can also be used directly in 2D by
simply setting the z -components to 0.

The maximum likelihood point xML needs to be calculated for each cell along the ray that contains a normal dis-
tribution. Occupancy updates can thus be efficiently computed exploiting the compactness of the NDT representation
with its typically considerably larger cells compared to standard occupancy grid maps.
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3.5 Interpretation of NDT-OM
NDT-OM, as described in sections 3.1 and 3.4, is an NDT representation with an added occupancy value. However,
it is important to note that unlike in the case of occupancy maps, the occupancy value does not describe the state for
the whole cell. Instead, an occupied cell is always expected to have a Gaussian component inside, which represents
the obstacle within it. The occupancy of the NDT-OM cell, as introduced in Section 3.4, describes the confidence
about that normal distribution based on past observations. This means that an NDT-OM should be interpreted as
an NDT representation, where the normal distributions are given by the cells with high confidence of occupancy.
Please note that a cell considered free by the NDT-OM can contain a Gaussian component.

From an application point of view this means that an NDT-OM and standard occupancy maps should be treated
differently when used in high-level algorithms, e.g., in path planning. The common practice in planning with
occupancy grid maps is that the occupancy values are discretized to occupied and free cells and the planning is
performed on a lattice of free space with collision detection making sure that the vehicle boundaries do not intersect
with the occupied cells. If one would use a similar approach for an NDT-OM, the resulting map would be coarse,
especially with large cell sizes. Instead, the planning should consider the NDT cells that are occupied and the
collision detection should account for the NDT representation directly as suggested by Stoyanov et al. in [26].

4 Results

4.1 Recursive update of NDT cells
In this section we evaluate different methods to compute an NDT representation. We compare different recursive
update methods, described in Sec. 3.1, against the standard batch method, which we refer to as True Sample
Covariance (TSC) map. For the evaluation, we selected a publicly available data set (rgbd_dataset_freiburg1_rpy-
2hz-with-pointclouds.bag) from the TUM RGB-D SLAM data repository [29]. The data set contains 47 point clouds
collected by a hand-held Kinect depth camera together with synchronized sensor pose estimates from a motion
capture system. This set was selected because it provides an example of a situation in which the same static area
is observed repeatedly. The set is also sufficiently limited in size so that the TSC-map can be calculated using all
points, according to (4) and (5) without memory overflows.

For testing we compare the TSC-map with the different versions of a recursively updated sample covariance map
(using RSC and ARSC). The evaluation is done by comparing the differences on a cell level between the two maps.
The metrics selected for this evaluation are the mean distance between the cell means and L2-likelihood between
normal distributions [27]. Given two overlapping cells c1 ∈ NDT1 and c2 ∈ NDT2 with means µ1, µ2 and covariance
matrices P1, P2, their L2-likelihood is obtained as [27]:

L2(c1, c2) = exp

(
−(µ1 − µ2)T (P1 + P2)−1(µ1 − µ2)

2

)
. (29)

The L2- likelihood has been utilized in NDT to NDT registration [27] and provides values in the range of [0..1], with
value 1 giving the best possible correspondence.

For comparison, the same evaluation was also performed using the Error Refinement (ER) approach presented
in [40]. The initialization for ER was done by computing the sample mean and covariance for the cells when they
were observed for the first time. The two different methods, ER1 and ER2 in Table 1 correspond to different ways
to update the cell occupancy. For the ER1 approach the occupancy was increased every time a point was added to
the distribution according to Eq. 9, whereas for ER2 the occupancy was updated before updating the distribution
parameters. The results are summarized in Table 1. The resolution of the NDT grid was set to 0.2m and the total
number of normal distributions in the map was approximately 2000. The RSC update method produces a small
error (mean error 0.3mm). The discrepancy is due to the initialization method, which does not compute a Gaussian
distribution if a cell contains less than 3 sample points. ER on the other hand has a significantly larger error, which
is also evident when visually inspecting the resulting 3D models in Fig. 7. Fig. 7 shows the end results of mapping
using TSC (a), RSC (b) and ER (c). The figure represents an office room, with a wall in the back, desks and floor
segments in the foreground. If we look at continuous surfaces (such as the wall in the back), NDT should represent
this surface well, resulting in a visually continuous surface in each image. This expected outcome can be seen in
Fig. 7a and b, but if we look at Fig. 7c we can clearly see holes in the wall. The reason for this is that ER
corrects the mean and covariance using point-wise errors. When the sensor moves, it does not always observe the
cell uniformly, and thus the algorithm corrects the overall distribution towards the current observation, resulting in
a sub-optimal estimate for the overall distribution of observations in the cell. We also found that ER is sensitive to
how the occupancy is updated. When updating the occupancy first and then computing the update for the points,
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Tab. 1: Comparison of mean error and mean L2- likelihood for different recursive update methods
Method M Mean error Mean L2 value
RSC ∞ 0.3mm 0.999
ER1 - 23mm 0.87
ER2 - 17mm 0.90
ARSC 250 9.2mm 0.95
ARSC 500 6.2mm 0.97
ARSC 5000 1.5mm 0.995

a) b) c)

d) e) f)

Fig. 7: Resulting maps when using a) TSC-map (true sample variance) b) RSC-map (recursive update sample vari-
ance), c) ER1 (Error refinement) d) ARSC, with M=250, e) ARSC, with M=500, and f) ARSC, with M=5000.

the weight for learning gets smaller per point. This in effect improves the performance of ER (ER2 in Table 1) and
produces visually more similar results as obtained with ARSC. However, the resulting error is still significantly larger
for mean errors and L2 likelihood.

If we compare the TSC and RSC update approaches, both Table 1 and Fig. 7 show practically equivalent results.
However, after adding 47 point clouds (only 23s of data) computing the map with TSC takes 664ms, while with
recursive updates the average update step for RSC as well as for ARSC takes 71ms (with a standard deviation of
14ms). The update time of TSC map increases with every scan accumulated into the map and therefore it is clear
that TSC can only be used for very short periods of time.There is clearly a need for a recursive update of NDT cells.

The same evaluation is performed for Adaptive Recursive Sample Covariance (ARSC) with different values of
M. The results are summarized in Table 1 (last three rows) and illustrated in Fig. 7d, e and f. A small value of M
causeslarger deviations from the TSC map. This is again due to the movement of the sensor which causes the cells
to be observed in a non-uniform manner over time. When the value of M is increased the map approaches the RSC,
which is expected. Visually inspecting Fig. 7d, e and f, the results are very similar. Even with M=250 the surfaces
are well represented. Both visual inspection and the error metric shows that ARSC outperforms ER.

4.2 NDT-OM as a Multi-resolution representation
In this section we test the multi-resolution capability of the presented recursive update approach. The tests are
performed in a similar manner as in the previous section by comparing the mean error between two maps. First, a
high-resolution RSC-map is created (here using 0.2m resolution), which is then subsequently used to derive lower
resolution maps for a set of tested resolutions (here 0.4m, 0.6, ... 1.2m respectively). For comparison purposes, a
corresponding TSC map is created for each resolution separately, resulting in a set of pairs containing a test and a
reference NDT occupancy map.

The procedure of building an NDT map utilizes a fixed reference frame which is centered in the middle of the
grid. When low-resolution RSC-maps are created (from the high-resolution RSC-map) the degree of overlap between
the cells of the high resolution map and the low resolution map will vary, depending on the selected resolution. The
best fit is found if the border of the cells in both maps coincide, as illustrated in Fig.8. The resolutions at which
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Fig. 8: Explanation of resolution dependency of Eq. (30). On the left the green square represents the low resolution
with rlow = 2rhres and on the right rlow = 3rhres. Since the map origin is the same in all the evaluation
cases, there will be an exact match only in cases as shown on the right.

Tab. 2: Evaluation of multi-resolution test. The values in parenthesis are for resolution not matching (30), and n is
the number of cells.

Resolution Mean error/n Lik. TSC Lik. lowres
0.4m (0.0879m) 0.278 0.266
0.6m 0.014m 0.286 0.284
0.8m (0.092m) 0.291 0.292
1.0m 0.021m 0.291 0.289
1.2m (0.077) 0.311 0.307

there is full overlap are calculated using :
rlow = 3rhres + 2rhresi, (30)

where i ∈ 0, 1, 2, ..., rlow is the resolution of the low-resolution RSC-map and rhres is the resolution of the high-
resolution map. Therefore, a TSC-map created with a resolution not obtained using (30) would not be directly
comparable to the low resolution RSC-map. Nevertheless, we perform evaluations at a wide range of grid sizes,
but note that the resulting similarity is strictly valid only for resolutions according to Eq. (30). In Table 2, a
straightforward comparison as shown in the column "Mean error" is only meaningful for maps at a resolution of
0.6m and 1.0m. Since we also tested with different resolutions of 0.4m, 0.8m and 1.2m, we also compute the average
likelihood per point (according to Eq. 6) for one scan for both the low resolution map (Lik. lowres in Table 2) and
for the TSC-map (Lik. TSC in Table 2).

The data-set used for this test consists of 100 scans recorded with a Velodyne HDL-64 laser scanner in an
environment roughly sized 25m×25m. The position and orientation of each scan are obtained from a navigation
system of an LGV (Laser Guided Vehicle). The reason for selecting this data-set is primarily because the environment
is less cluttered and contains plenty of large surfaces for which a multi-resolution approach is useful, see Fig. 9.

Table 2 summarizes the results. The mean error metric shows that if the target resolution does not satisfy Eq.
(30), then the contents of the cells differ (in the sense that the derived mapcan not replicate the map obtained using
TSC, due to grid misalignment).

The values in the last two columns in Table 2 are obtained by computing the likelihood of one randomly selected
scan with the NDT maps. This gives a measure of how well the map explains the scan. We can see that the TSC
map and the created multi-resolution map offers similar performance in all cases. This means that even though the
resulting map is not identical to the TSC map it is a valid and consistent representation.

Fig. 9 (a) shows the original high-resolution RSC-map with 0.2m resolution and the resulting lower resolution
maps 0.6m Fig. 9(b) and 1.2m Fig. 9(c). The number of distributions in the models is 7920, 1129 and 252 respectively.
While it is clear that lower resolution maps contain less details, they still represent the environment relatively well
with much fewer cells.

4.3 Mapping in a dynamic environment
This section analyzes the performance of NDT-OM in a large-scale dynamic environment. The tests were conducted
in a milk production plant, where Laser Guided Vehicles (LGVs) transfer milk cages from the production area to
a warehouse (see Fig. 10). The size of the facility is roughly to 150m×150m. To collect data, an LGV running in
production was used over a time period of 17 hours. The data consists of Velodyne HDL-32 measurements recorded
at 10Hz together with localization data from the navigation system at 15Hz. Please note that the localization data
were used directly to align the acquired point cloud data in a global frame (thus addressing the problem as mapping
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a) b) c)

Fig. 9: A map created recursively using a) 0.2m resolution b) a derived map with resolution of 0.6m and c) with
1.2m resolution

Fig. 10: An LGV system equipped with a Velodyne HDL-32 in operation.

with known poses). The dynamics in the environment consists of other LGVs (ten in total), people, order picking
vehicles in storage and a continuously changing storage layout due to the milk cages being delivered and fetched
from the storage area.

We begin the analysis with a simple short-term (10min) mapping result, illustrated in Figure 11. The map in
Fig. 11a is built using the standard NDT approach, Fig. 11b illustrates the NDT-OM result and, as in Fig.11a,
visualizes the occupied cells as ellipsoids. Finally, Fig. 11c visualizes in addition the empty cells as white spheres.
For visualization purposes, the empty cells are only plotted up to a height of 1.5m. We can see that in Fig. 11a the
traces of dynamic entities, particularly in the back of the figure. Fig. 11b on the other hand shows that NDT-OM
produces a consistent view of the parts of the scene that were static during this session and represents the free space
as well (Fig. 11c).

Figure 12 illustrates a 130 minute long mapping test, during which the LGV traveled over 750m. Fig. 12 shows
the evolution of map confidence as a function of traveled distance. The graph illustrates the mean log-odds value for
both occupied and empty cells. As we can observe, the confidence (most of the time) increases as the environment is
re-observed. This means that occupied cells are correctly re-observed occupied as well as empty ones are re-observed
empty. From this observation we can conclude that the NDT-OM update behaves in a manner, consistent with that
of an occupancy map.

a) b) c)

Fig. 11: A snapshot from short-term mapping after a 10min trial. a) Standard NDT approach; b) The occupied
space and; c) Free cells illustrated as spheres (up to 1.5m height) using NDT-OM.
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Fig. 12: Evolution of map confidence with respect to traveled distance and the resulting map after a 130min mapping
session.

Tab. 3: Comparison between mean update times
Method Resolution (m) Mean time (ms)
NDT-OM 0.2 245
NDT-OM 0.4 86
NDT-OM 0.6 58
NDT-OM 0.8 44
Octomap 0.1 818
Octomap 0.2 192

Figure 13c compares map update times of Octomap [39] and NDT-OM at different resolutions. A prior comparison
of the model accuracy [28] has demonstrated the performance of NDT spatial models of resolutions up to 0.8m is
comparable to that of occupancy grid maps with cell size of 0.1m. On the other hand occupancy maps with resolutions
lower than 0.1m are likely to result in inaccuracies due to overfitting. Thus, the tests presented in this article use
occupancy maps1 with resolutions of 0.1m and 0.2m, while the resolutions used for NDT-OM were 0.2m, 0.4m, 0.6m
and 0.8m . For these tests, a session with total distance of 250m, corresponding to about 10 minutes of operation of
the LGV was selected. In each NDT-OM test the map size was fixed to 160m×160m×4m, which is enough to fit all
observations inside the boundaries of the map. For both approaches the data was preprocessed in the same way.

Figure 13c shows the scan processing time for the tested approaches. The x-axis is labeled with the real time
(0.1s/scan, scans are injected every 0.05m distance traveled), while the y-axis shows the processing time for individual
scans. The mean values for the update times are summarized in Table 3. The update for an NDT-OM model with a
cell size of 0.8m is found to be over 18 times faster than that of an Octomap with a resolution of 0.1m (which according
to [28] results in comparable accuracy) and more than two time faster than real time. NDT-OM can still run in
real-time (86ms) up to 0.4m resolution, while Octomap requires more than twice as long to update a 0.2m resolution
map. Comparing the 0.2m Octomap and the 0.2m NDT-map shows us that updating NDT-OM is computationally
more expencive than updating occupancy map. This is because NDT-OM performs matrix operations in the update
procedure.

Figure 13a shows the output of Octomap at 0.1m resolution and Figure 13b the output of NDT-OM at resolutions
of 0.4m and 0.8m. The figure shows a part of the corridor in the production area. The left side of the figure is a
wall and on the top there is a passage between the cold storage and the production area (consisting of two doorways,
which open and closes). On the right there is a parked forklift and two pillars. From Figure 13 we can conclude
that the NDT-OM represents the environment well. Even at the coarse resolution of 0.8m, details, such as the open
doorway, the pillars and the shape of the forklift are visible. The occupancy grid map has some level of clutter
present in the figure, which is most likely due to the relatively coarse resolution of the Velodyne sensor.

4.4 Map consistency in long-Term mapping
In order to ensure successful operation in a real-world dynamic environment, mapping algorithms must be capable
of providing a consistent representation. This does, however, raise questions about map consistency in a dynamic
environment. For example, looking back at Figure 3b and c, the map state has a different behavior depending on the

1 The version of Octomap used for comparison was 1.4.3 from ros-fuerte-octomap package.
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a)

b)

c)

Fig. 13: Comparison of maps and map update times. a) A snapshot from the map using Octomap at resolution of
0.1m b) result of NDT-OM from the same area (left: resolution is 0.4m, right: 0.8m), and c) map update
time comparison.
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Fig. 14: An illustration of the similarity between cells in an NDT-OM map. Top: the two cells compared , Bottom:
negative similarity value (i.e. blue values are more similar) versus all possible combinations of occupancy
values of the two cells. Most similar values depend on both occupancy and the Gaussian distributions.

update strategy. The fundamental question is whether a map should adapt faster to changes or instead preserve its
history? This problem was studied by Biber and Duckett [4] who introduced the concept of timescales in mapping.
A timescale corresponds to a time window of observations, used to represent the map. In [4] several timescales
were used and the consistency of a timescale was determined by how well it explained the most recent observation.
Selecting the clamping limits (Fig. 3c) for an occupancy map corresponds to the selection of the rate of adaptation
and a timescale. Consequently, one occupancy map can only represent one user selected timescale.

A direct comparison of maps and observations from a dynamic environment is difficult due to the general absence
of ground-truth maps. For evaluation purposes, however, it is possible to measure another important parameter —
namely, the rate of convergence of the constructed maps. The previous experiments have demonstrated that given a
long enough time scale of operation, the NDT-OM approach produces a consistent map of the static portions of the
environment. In this section, NDT-OM is used to construct a long-term map, using 9.5 hours of data. The remaining
7.5 hours, collected on a different production day, are used for testing. The similarity between the long-term map
and a cumulative map of the test data is computed at regular intervals. In addition, the same metric is computed
for small subsets of the test data, providing a comparison against a local short term NDT-OM.

In order to perform this evaluation, we need to compute the similarity between two NDT-OM maps. Map quality
comparison is a generally difficult problem, even in cases when a ground-truth localization estimate is given [28].
Unlike prior work, however, in this section we are interested in comparing only NDT-OM models given in the same
reference frame. The L2 distance function (see Eq. 29) used for NDT distribution to distribution registration [27] is a
good similarity measure, but cannot be directly applied as it does not take occupancy values into account. Given two
overlapping cells c1 ∈ NDT1 and c2 ∈ NDT2 with occupancy values o1, o2, means µ1, µ2, and covariance matrices
P1, P2, we define an NDT-OM similarity measure as:

S(c1, c2) = o1o2L2(c1, c2) + λ ((1− o1)(1− o2)− o1(1− o2)− (1− o1)o2) (31)

where λ is a mixing constant. The intuition behind this formulation is that if both cells are considered occupied,
their distributions are compared with the L2 distance. Alternatively, if both cells are free the similarity measure
grows with the term (1 − o1)(1 − o2) that rewards cases when both cells have a low occupancy. Finally, dissimilar
occupancy is penalized with the remaining terms.Uninitialized cells result in a zero similarity metric. The concept
is illustrated for two pairs of 2D NDT occupancy cells in Fig. 14



4 Results 19

0 500 1000 1500 2000 2500 3000 3500 4000 4500 5000

0.4

0.5

0.6

0.7

0.8

0.9

1

1.1

Travelled distance

R
e

la
ti
v
e

 C
o

n
s
is

te
n

c
y

 

 

Cumulative

Local

Fig. 15: Results of similarity test between maps. The values are normalized to the similarity of the ground truth
map to itself according to Eq 31.

a) b)

Fig. 16: Comparison between a detail of the ground truth map (a) and the cumulative map (b).

To test the consistency of the map in long-term mapping we conducted the following test. First a map which we
will refer to as a “ground truth map” was built by using a 9.5h hours of production data. Then another set of data
covering 7.5h, was used to build a new local map for every 200m of traveled distance (for a total distance of 5 km).
Also, a cumulative map, a map which incrementally accumulates the 7.5h data, was built using the same intervals.
Figure 15 illustrates the result and shows a relative consistency value for both the cumulative map and the local map
at each interval. The values are normalized to the similarity of the ground truth map to itself according to Eq 31.

Clearly, the similarity between the ground truth map and the cumulative map increases when more observations
are added. In the end of the set the relative similarity is 88%. Local maps, on the other hand always differ significantly
from the ground truth map. This is expected as the vehicle does not observe the complete environment along a 200m
trajectory more than once or twice. The remaining 12% difference between cumulative map and ground truth is
explained by looking at the maps at the end of mapping in Fig. 16, which shows the temporary storage area of the
factory where the milk cages are stored before shipping to the customers. This area tends to change often due to the
production cycle of the factory. Also, it is never observed completely empty. The storage area cannot be described
as a “mostly static” environment. It is a semi-static entity, which is in different states at different time intervals.
Thus, the two maps show the warehouse converge to a substantially different state.

Figure 17 illustrates the same area colored according to the similarity value. The colors range from blue to
red, where red is most similar. Fig. 17 shows, that the most inconsistent regions are in the warehouse. Also, the
similarity measure shows that the static regions have high similarity. As a conclusion we can say that NDT-OM
provides consistent long-term maps of the static structures in dynamic environments.

One direct application of the similarity measure (31) in the NDT-OM context is change detection. Change detec-
tion tries to identify for differences in the environment when re-visiting a previously mapped location. Andreasson
et al. [1] studied change detection using a 3D-NDT model as a reference. In [1] the comparison was done for a
point cloud directly using (6) and with a color difference metric. Figure 18 shows that this concept can be extended
to detect changes between two NDT-OM maps using (31). Two consecutive cumulative maps from the previous
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Fig. 17: Occupied map elements colored according to their similarity value. The colors range from red to blue with
red being most similar.

evaluation (e.g. used to generate the results presented in Fig. 15) are used to produce a proof of concept example.
Figure 18a shows the state of the storage area after the LGV has traveled 1.6km and Fig 18b after it traveled 1.8km.
The red colors are assigned based on a threshold similarity value when these two maps are compared against each
other. From the figures it can be seen that two blocks with a number of milk cages have been removed (see Fig. 10
for a picture of the milk cages in the target environment).

5 Conclusions and Discussion

This article introduced a new 3D spatial representation for robotic mapping called Normal Distributions Transform
Occupancy Map (NDT-OM). This work builds upon prior work on NDT maps [5, 12], which we have extended in two
ways; 1) We formulated a cell update approach that enables a recursive update of the NDT map, provides adaptation
in dynamic environments and supports multi-resolution maps and; 2) We formulated an occupancy update procedure
for NDT maps, which uses an efficient sensor model. As a result, NDT-OM is an efficient representation for long-term
mapping, which maintains its consistency even in dynamic environments.

In order to validate the NDT-OM framework, an extensive amount of experiments on several data sets have been
performed. The cell update approach was shown to be accurate and to outperform previously suggested approaches.
We also demonstrated that NDT-OM supports the creation of multi-resolution maps.

Throughout this article we have compared NDT-OM against occupancy grid maps, one of the predominant
modeling techniques for 2D and 3D environments, and we have shown that NDT-OM in fact provides similar behavior
as expected from occupancy maps in dynamic environments. However, the inherent compactness of NDT-OM results
in efficient update procedures for real-time mapping in large-scale environments. Thus, NDT-OM combines the best
of two representations; compactness of NDT-maps and robustness of occupancy maps.

We have shown that NDT-OM produces consistent maps in highly dynamic real-world factory scenario over an
extended period of time. We also derived a similarity measure for comparing NDT-OM maps, which was found to
be useful also for change detection problems.

The main focus of this article was to formulate NDT-OM and demonstrate its use for large-scale dynamic envi-
ronment mapping. We have not yet discussed in detail all of the implications and future applications of the proposed
approach. The usage of NDT-OM for change detection was addressed in the result sections, however, there is a wide
range of applications for which accurate real-time modeling of dynamic 3D environments is needed. In this article
we had an external localization system that provided an accurate position; this is an assumption that in general
cannot be made. Recent work on NDT registration [27] has shown that NDT to NDT based registration is a fast,
accurate and robust solution. The continuation of the work presented in this article includes a formulation of a
Mapping and Tracking approach using NDT-to-NDT registration in combination with NDT-OM. The initial results
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Fig. 18: Difference between two consecutive maps: a) the earlier map (after traversing 1.6km) and b) the later map
(after traversing 1.8km), were the storage area is revisited. Red color indicates changes and the figures in
the middle are close-ups of the outer figures.

already promise not only high-accuracy, but also stable performance over a wide range of resolutions in long-term
mapping scenarios. The future work will also include a sub-map indexing structure for NDT-OM, in order to extend
its applicability to arbitrary sized environments. Furthermore, the continuous nature of the representation can be
further utilized in localization. It is well known that grid based localization algorithms suffer from the discretized cost
function. NDT-OM on the other hand does not have this shortcoming and provides a good candidate for localization
implementations that provide accurate and smooth pose estimates in accordance with industrial requirements.

NDT-OM can be used to build a global model and subsequently to extract lower resolution maps from a high-
resolution map. This feature is vital for the successful operation of a global path planner. Using the proposed
procedure, the number of components in the map can easily be reduced by several orders of magnitude, resulting
in extremely compact, yet consistent maps. This compactness is an essential step to make efficient global planning
feasible in multi-vehicle scenarios, such as the one demonstrated in this article. However, in order to fully benefit from
the representational accuracy, the planning algorithms have to operate directly on NDT-OM. Thus, it is critical for
these applications that efficient collision detection algorithms are developed. In conclusion, the NDT-OM mapping
framework provides a base for many vital components instrumental to fault-free long-term operation in large scale,
dynamic industrial environments and that it offers many promising opportunities to expand the frontier for mobile
service vehicles.
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