
Artificial Neural Networks – Lab 5

Self-organising feature maps and Hopfield networks

Purpose

To study clustering with a self-organising feature map and pattern association with a Hopfield network.

Presentation

The results from the exercise should be presented individually to one of the lab organizers. If a question
or sub-task appears with a box 1. then your respective answer must be presented. Students must be
present at the next lab to answer questions on their work (the deadline for completion is the start of
the next lab). If two students work together in a pair, then both students must be present and able to
demonstrate the software that they have written and explain the answers.

Data and Matlab functions

Data and m-files can be downloaded from the course homepage (http://www.aass.oru.se/~tdt/ann).
The files you need for this lab are

noisy_pattern.m numbers.m show_number.m
show_numbers.m test_hopfield.m test_hopfield5.m
train_hopfield.m somtoolbox2.zip (contains lots of files)

In the first task, we will use an extra toolbox for the self-organising feature map (SOFM or SOM) provided
by Helsinki University of Technology (from the research lab of Prof. Teuvo Kohonen), because it’s a lot
better than the SOFM functions provided in the Matlab neural network toolbox. For further details, take
a look at

http://www.cis.hut.fi/projects/somtoolbox

Preparation

Read chapters 3 and 4 of the course textbook.
Note: Read each task carefully before starting to solve it.

Task 1, Learning a taxonomy with the self-organising feature map

In this task, you will use Kohonen’s algorithm to find clusters in data. Often you can see clusters in
the 1-d or 2-d output space which you could not see in the high dimensional data simply because you
cannot look at data in more than 2 dimensions (of course you can also see clusters which are spurious).
To see how data can be clustered, cluster the following animals: dove, hen, duck, goose, owl, hawk, eagle,
penguin, fox, dog, wolf, cat, tiger, lion, horse, zebra, cow, sheep, and pig based on the follow attributes:
size:(small, medium,large); characteristics:(2 legs, 4 legs, hair, hooves, mane, feathers); behaviour:(hunt,
swim, fly, run) using Kohonen’s algorithm. Does the algorithm organize the data in a useful way?

To understand how to use the SOM toolbox, here is a simple example of how to train and visualize
a SOM. The example data is the well-known Iris data (it is often used as a benchmark for pattern
classification systems). This data consists of 150 Iris flowers divided into 3 classes: 50 Iris-setosa, 50
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Iris-versicolor and 50 Iris-virginica. There are four features (sepal length, sepal width, petal length, petal
width), based on actual measurements taken from the flowers. Look at the data file iris.data, and try
to understand the file format. With the following commands you can load the data, train the SOM and
label the output units of the SOM with the class names:

% make the data
sD = som_read_data(’iris.data’);
sD = som_normalize(sD, ’var’);

% make the SOM
sM = som_make(sD);
sM = som_autolabel(sM, sD, ’vote’);

Then the SOM can be visualised using the following commands:

% basic visualisation
som_show(sM, ’umat’, ’all’, ’comp’, 1:4, ’empty’, ’Labels’, ’norm’, ’d’);
som_show_add(’label’, sM, ’subplot’, 6);

% plot the labels in a separate window
figure
som_show(sM, ’empty’, ’Labels’, ’norm’, ’d’);
som_show_add(’label’, sM);

You should see six different visualisations of the trained SOM:

• The “unified distance matrix” (U-matrix) visualises distances between neighbouring cluster units,
and helps us to see clusters in the data. High values of the U-matrix (red cells) indicate a cluster
border, while areas of low values (blue cells) indicate the clusters themselves.

• The next four visualisations correspond to the learned weight values for the four different features.
For example, if you look at the first one (feature SepalL) you should see high weight values (red) in
some areas of the SOM, and low weight values (blue) in other areas.

• Finally, you will see the class labels that you just added to the cluster units.

You can also see the labels on the cluster units, and test the SOM by finding the best matching units for
all 150 flowers in the data set using:

% see labels on the SOM
sM.labels

% see SOM best matching units
som_bmus(sM, sD)

Use help for more details on how to use these commands. To complete this task, you should do the
following:

1. Run the SOM toolbox demo som_demo1 and try to understand how it works (it will be in the exam!).
Then go through the Iris example, as described above.

2. Design a suitable input coding and create your animals using the same file format as the Iris data.
Show this to the lab organizer.

3. Run the training, testing and visualisation functions. Explain the results.
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4. Experiment with a couple of different network architectures, and compare with the results of 3. For
example, you can create a 1-D map using something like this:

sM = som_make(sD,’msize’,[1 10],’lattice’,’rect’);

Your conclusions?

Task 2, Storage capacity of the Hopfield network

In this task, you will investigate the ability of a Hopfield network to store and retrieve patterns. The
patterns that we will use are shown on page 43 of the course textbook - they are images of the numbers
from 0 to 9. You can create the images by running the function numbers, then plot one image using

show_number(one);

or several images using

show_numbers({one two three});

or

show_numbers(digits);

to display all of them.
To help you in this task, we have implemented the training algorithm given in chapter 4 of the course

textbook. You can train a Hopfield network to store two numbers using

w = train_hopfield({three seven});

where w specifies the weight vector of the trained network. Then you can test the ability of the network
to recall one of the stored patterns using

x = three;
x = test_hopfield(w, x, 1);

where x is the pattern for recall, and 1 is the number of complete iterations of testing. You can also use

test_hopfield5(w, x);

to carry out 5 complete iterations of testing and display the results. Have a look at the functions, and try
to work out what they do.

To complete this task, you should do the following:

1. Store two patterns in a Hopfield network, and test the ability of the network to recall the same two
patterns.

2. Now test the ability of the network to recall noisy versions of the same patterns. You can create
noisy patterns using

x = noisy_pattern(three,0.2);

where the second input parameter specifies the amount of noise to be added to the patterns.
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3. Try storing three or more patterns in a Hopfield network, then test the ability of the network to
recall both clean and noisy versions of the same patterns. Compare with the results of 1 and 2.
Your conclusions?

4. Calculate the theoretical number of patterns that could be stored by the Hopfield network in this
task, using the equation given on page 90 of the course textbook. Compare with the results of 1, 2
and 3. Your conclusions?
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